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EIEREE S 25 A: 0.550 EFlops(HP), 37
PFlops(DP) 476 TiB Mem, 1.6 PB NVMe SSD

CEfE— K (GPUIEH) x 1088

* Infel Xeon Gold6148 (2.4GHz/20cores) x2 DDN SFA14K
+ NVIDIA Tesla V100 (SXM2, 16G8) x 4 (W $58462 Enclosurex 10) x 3
* 384GiBMEM (DDR4-2666 ECC RDIMM x 12) *+ 12TB 7.2Krpm NL-S SAS HDD x 2400
+ 1.86TB NVMe SSD + 3.84TB SAS SSD x 216
Py + NSD Serversx 12
RLFISY hIA—L)— K (GPUIHEH) x10
* Intel Xeon Gold6132 (2.6GHz/14cores) x2 Object Storage for Protocol Nodes

* 768GiBMemory, 3.8TB NVMe SSD
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2. AIBELZZ7 K ABCI
2.1 #B;E

112 ABCI 02 ki % 9. ABCILI%, GPU %#
921088 BDEIHR ) —NEAL 2 LT, ZHNAR
DIWADIVFTIY b TAr—L/—F, urA vk
DABDAVRIIT 47/ —F, TOMEIYS — %
PO EWNREFE Y AT L, 22PB @ Spectrum Scale
(GPFS) DA ML — VBN 6 5 RERA ML —Y VA
7 v, Infiniband EDR 7* 572 3 3R HIRDFHE A Y b7 —
2, 10 Gbps Ethernet 7* 5 72 6 AN HIEO Y — B A
2V NI —=0%ELXxY NI =040 X =027 FNENS
MEnad., ATy F—27IZ# T 5801
DWTHEREYTTHHT .

22 EE/—F
X 223 — NoM 2 ~d. BB — R, GPU %
BT BRI A —N—a v ¥ a— X L RIKOHERTH
D, HBELE S U TEH#o CPU & GPU 2##i L, K&
BOEREEE, NEFEEEBLTER Ry N -2 A X —2
XTI RRT TV aAMNL=VENSHEREINS. CPU K
Intel Xeon Gold 6148 7’1t v ¥ (Skylake-SP, 2.4GHz, 20
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3
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2
H

Rack #1

B3 1I7v2NDxRy T —27 R

cores) % 2 H:FE#H L, DDR4-2666 ECC RDIMM 32 GiB
EVa—)b%E 12HIT K D A& 384 GiB, /N> NiiE 256 GB/s
&72%. GPU I& NVIDIA Tesla V100 (SXM2, 16 GiB) %
AREH TS, 2y VI =24 X —T3%2 id Infiniband
EDR @ HCA (Host Channel Adapter) % 2 K— FAE L,
G Yoy a oy RigE A M 200 Gbps, M5
400 Gbps &%, £7-, a—AIVA L=V LT, &
1.6 TB ® Intel DC P4600 ® NVMe SSD 273 5.
B — NI BEZ2RNTLI Iy 72 LTHEI N, X
fiD 2.3 THhRBLHI1Z, FvI/ANTHmS Y=o Y3
VNV RIEAY 200 Gbps TZANA 7 a v Ny Rige
7% & 512 Fat Tree #%® Infiniband EDR v b7 —72
TSNS, o T, BRI —-AT—ATIEIv o
B CTHMEEFEONMZ KEIZIRT I L2EMLTH
O, BRI v I ELHAE ) - NEHVWSERBEY a 7%
FIFTHBIE Ay T =7 BEOREAN BRI L D,

23 XYy MNIT—0A4AVH =%k

HE ) —RNPINFTIY RN TA—L/) =K, 41 V&
FIT47 =R, EHY—NEOZOMD ) — R, K&
BANL =YY 2T A% Infiniband EDR THEE S5
Fat Tree D3 v b7 — 2 THEHER I L TWS, FHE
J—=FHEEIE, 17y 7NOFE — FiEliE, ® 3 Trd &
51z, Bl oYy a Ny RIED 200 Gbps T7 IV
N4y a v NV RIgERBLDIZHEREIN, Ty o%
PECEE ) — RX 1/3 DA —=RN=HT 227 ) T avn
YR RB I IEREINTWS, £7/2, SVF Ty
N7F—=L/) =K, 41V F47 /=K, HHY—N
LHEDOZDMD ) — RPRBEEA ML =YV AT LI TN
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A7 av NV RNIEERLEISEREINTWS., —HD
J— N3O Xy N =2 THhEY—E A3y b
7 — 22 10Gbps Ethernet Tt X TV 5 D3AFE TldFE
Mz <.

24 RAML—Y

ABCI 13MRE, &8, HRIZIGUT, BOA ML =Y
BERE %2 TW 5.

1 DHDBEEIX, FHE ) — RIzEi X 7z NVMe SSD #»
5RZO—HNVANL—=UThHb. HH/ —FiZiE, o—
HNWVAR L= LT, BE 1.6TB @ Intel DC P4600 ®
NVMe SSD 23Efit S TE Y, Y14 AD/NE T 71
ADKEDT/OZHWVWT WD, £72, ZThs5DOE—H)L
AL =VF, VaTdArva—ShPiE ) — Re2HE vy
ToNZBEIZ, D7 74 VY AT L THS BeeGFS [2]
OnDemand (BeeOND) [3] IZ & D HH A b L — T % K
U, YVINIVATLALA A=Y TR 2a—L%2FHT5Z
EMTES.

2 DDDMEEIL, KEEA NV -V VAT A RIS
547 7 A )V AT I Spectrum Scale (GPFS) TH 5.
10BDT Y7 H—T v (SS8462) M X 7z DDN SFA
MK %232y MHWAZ2IZED 22PBhrombitER
b — VIR L T\WA. KA POSIX 7 7 A )L
1/O Off, MPIIO 7 ¥ D% 1/0 12 & 28—+ 1/0 12
MWTW5, fH /) —RPYLVFTIv N Tx—L0/ —
N, 1VRX5 057147 )—=FRERSXYy NT—04 VX —
X7 ENALUCY VIV VAT LA A=ITHRY a—24
ERATAIENTES.

3DODDEEIX, REEAN V=YY AT LD Spectrum
Scale (GPFS) ®—¥R(Z OpenStack Swift % I\ THEE
NEZATIVI NAMNLV—=UTHB. ABCIOFHHE / — K
X ABCIANDA v X —% v b EOFEBED S Amazon S3
HE DA VR =T 2 —RZEB AT hADT 7R A
ERHTEZZENTES. SHIE, ATV NANL—
VIZHT RV F =TI To TR\, AFTIEEE
MizE <.

3. RUFIT—7IC& B MHEREEH

ABCIDY AT LDS>H, GPU #H#HLZFHE ), — K
XU AT/ €y 77 — R AU B S 2 MERERTAR & 17 - 7.
Ny Fx—2 e LT, #EEMRE, ATV ANV NEMRE,
oy MU —2EEMRE, AMNL—=VT/OMEE, LT, o
BURB Y EHOMREIZ DWW TIT 5 72,

R — F® 0S 1Z CentOS 7.4.1708 THEAY X 41, Linux
DH— 2V v3.10.0 TH 5. FEHARGEEHN R VIR, &
R F—2 7075 LD RIZIEO0S DF 7 4 )L b
DAVINA T ThHD gee va.8.5 &AW =,
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3.1 EEMRE

A MERE % Bl 9 5 72 12 BLAS(Basic Linear Alge-
bra Subprograms) 7 4 77 U ® GEMM/(General Matrix
Multiplication) %7 —# L% GPU & CPU ZXHRIZEITL
7. GPUIZX U T, CUDA Toolkit 9.2.88.1 iZffJ& 9 %
cuBLAS [4] & W TAHE (FP64), HKEE (FP32), Yok
[ (FP16) ® GEMM %547 L 7. CPU IZ® LT id, Intel
Math Kernel Library 2018.2.199 @ CBLAS [5] Z H\ T
fEHERE (FP64), HUKSEEE (FP32) O GEMM % 517 L 7=,

B 4 (IZHRD GPU TOFETHERERT. o BT/ OY
AAX(M=N=K) %KL, yHlllds#EMRE [TFlops] %
. MRS &R (HGEMM(FP16)) D947 Tl CUDA
Core % FH\\ 72547 DAttiZ, Tensor Core & F\W 72 5E£1TH
7> 7. CUDA Core 2 H\7=356, A MRS DM imHE
%, F5KERE T 7.8 TFlops, HUHGRE T 15.7 TFlops, PHiE
T 31.3 TFlops (= 1530 MHz x 80 SMs x 64 cores/SM x
4 ops/clock / 1000000) & 725 A%, #HER & D&% HKT 7.2
TFlops (M = N = K = 3264), 14.2 TFlops (M = N =
K = 9216), 29.8 TFlops (M = N = K = 13056) &7,
MR IZN U T % 92.3 %, 90.4 %, 95.2 %DMEREL
0BT EHMER L. 51T, Tensor Core % H\W\W =56
1, EEMEREOHERE LML T 125 TFlops & 72 5 7%, #%
HX D AT 106 TFlops (M = N = K = 13056) £ 70,
BERPHERAEIZ AT U T 84.8 N DMEREL 705 Z & R HEGR L 7=.
GPU Iz U T, TensorCore (ZM< FP16 ® FMA (Fused
Multiply-Add) HEE OB E IR ES#Eb I N5 Z 2 M X
5. %, FP32 126 LT3 TensorCore (2 & 5 FEIT%21T >
TWBHNHERT FP16 12 &L Tt 3 5 72 ORI [
MW DARMEDNDH 5 DITIER I N2\,

RIZ, B 512 1 socket D CPU TOFiHR%Z /RS, CPUDHE
17T, SSE4.2, AVX, AVX2, AVX512 (2 & % SIMD i1k
Z17o7. CPU BERDHAMREDEREIL, AVX512 Dl
4t %47\ Turbo Boost % AW 72354, A& T 1.4 TFlops
(= 2200 MHz x 20 cores x 32 ops/clock / 1000000), HA&
& T 2.8 TFlops (= 2200 MHz x 20 cores x 64 ops/clock
/ 1000000) &725 %%, &% &HAT 1.1 TFlops, 2.3 TFlops
7Y, BERBERMEIZ L T % 78.6 %, 821 %kt b
e ERMRLZ. 1/ — Feked 2 socket D CPU D
EITTWE, B 6D&LSI2b, AVX512 DE#E{LEITS 7=
BEIZ & % KT 2.1 TFlops, 4.3 TFlops 720, s
BT LT % 75.0 %, 76.8 %&b L 2R L 7=,
CPU IZBIL TIX, BIRZYLMRETH D Z AR 5.

3.2 XEYNYRigHESEE

GPU £ CPUDAEYANY RIRZEEHETZ7-0DIZ
STREAM XY F < —27 % %47 L7. STREAM XV F
<~ —21%,
Copy: Hd%|D a3t — a(i) = b(4)
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Scale: [ii4l & 2 FIEDFR a(i) = g * b(i)

Add: AN a(i) = b(i) + c(i)

Triad: Scale & Add D#AEDE a(i) = b(i) + g * c(i)

T 5. SENE, N—=Y =T KFOV A ML D AFELE
a—F [6] ZEIZ, GPUIZX L Tl OpenACC (2 & D W%
L2417\, CPU I U Tl OpenMP 12 & D Y5k %2475 7=
FLEEEHWTEHH L7z, GPUIZHT 5 OpenACC IZ & 3
WiFHETI, KR [7] TRRSNTWS K512, C FFERD
AV TUFNDa— K EFIZ OpenACC DR EBIL 7-.
32 8A )IZ1E PGI Compiler 18.5 2L, a2 > /31 )%
7Y a vIZiE, -02 -acc -ta=tesla:cc70 ZfHEL TW
5. ZZT, -acc iZ OpenACC %2 E%)), -ta=tesla:cc70
1% Nvidia Tesla V100 GPU [#iJ D i@ kD 7= DA T =
v TH%5. CPU D OpenMP 12 & 25T 7 4L D
gee v4.8.5 & Wz,

B 7SR E R Y. GPU BIRD A £ YN Y Rig DM R
13 900 GB/sec TH 2%, B 7(a) I253 T HIkD GPU 0
FEA17 T, Triad T840 GB/sec &7 b, HFWEIZN L T
93.3 %NDOMREZEKT HZ L 2R L. £7z, CPUD
AE YNV NIEOHEREIX 1 socket 720 128 GB/sec, 2
socket T 256 GB/sec T % W7, 7(b) 2239 CPU @
F247 i, Triad T 1 socket 7z Y 89.9 GB/sec, 2 socket
T 115 GB/sec £ 720, BEREIZN U TE% 70.2 %, 44.9
NrindZ L EMERLT.

3.3 v hU—ViEEMHRE
3.3.1 OSU Micro-Benchmarks

v b -2 lfEMHREEENT 57O OSU
Micro-Benchmarks [8] & %47 U7z, 4 [HlI%, OSU Micro-
Benchmarks v5.4.2 # H\T, &/ — KD CPU H A b
MO GPU TNA AfBDOxy v —27 DNV Nig, BIE
ZEFHUIL7-. U7z MPI 251X, OpenMPI v2.1.3 T,
1ARDFHE/ —RIZ1 7o A% 04T 2 ) — NETEH
WEAT- 7.

B 8iZay b= DNY FIRDVERDFERERT. o
Hill2 4 70X ADRIET 5 F — X ¥ 1 X [Bytes] %L,
y B1ZS Y R [GB/sed KT, 7/ — K25 %y b
J—204 X =332 b 2K — O Infiniband EDR
HCAIZk v EHRINTH D, Mgl 1 K-+ H7~D
12.5 GB/sec TH 5. CPU r A MHDMBETIX, T—&
B XH 1 MiB BAE D& 1 AR R E 120 M BE A
Ke B EMERALEZ. —F, GPU TNA AMDEET
I%, GPU Direct iZ &% GPU 7 /34 A & Infiniband HCA
MOE#EE (GDRDMA), /81 751 V%I & 558(E
(Pipeline), M#DFEEMABGLEZ NS T v FilfE
(Hybrid) @ 3 B DO FiEEZA L. NA T ) v FilET
13 30000 bytes #8270V TY) ZLDE O FEZIEE 5.
T = XY A XN E WA, BARRIZIE S KiB LD
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120 —»— CUDA Core (FP64) 120

100 100

80 80

60 60

TFlops
TFlops

40 40

20 20

I

~*— CUDA Core (FP32) 120 = CUDAC e (FP16)
TensorCore | | . =% Tensor Core

80

60

TFlops

40

" [\/»\'——“

Matrix Size (M=N=K)

(a) DGEMM(FP64)

[
10000 20000 30000 40000 50000 10000 20000
Matrix Size (M=N=K)

(b) SGEMM(FP32)

0
30000 40000 50000 10000 20000 30000 40000 50000
Matrix Size (M=N=K)

(c) HGEMM(FP16)

® 4 GEMM(GPU) OfE

-
bn W s o

10000 20000 30000 Auooa 5mmo 60000 70000 80000

(a) DGEMM (FP64)

10006 20000 30000 40000 saoon 60000 70000 80000

(b) SGEMM(FP32)

5 GEMM(CPU, 1 Socket) D:f

10000 20000 30000 40000 snuuu 60000 70000 80000
e (M

(a) DGEMM (FP64)

20000 40000, 5000080000 100000120000 149000

(b) SGEMM(FP32)
B 6 GEMM(CPU, 2 Sockets) OkfE

#1%, GPU Direct (2 & 2 HELE(ZOMERED REF TH 5743,
SKiB 2BA7=H720 o1 TT A VEHEIZ L BEED
MREDRRIFTHEI L ERLTWS., N1 7Yy NBET
X, 7V3) ALY FEZICED, ¥OTF—XY1 ATE
WTERIFARMEREEZRLT WA, 7277, 2 MiB 28288
MERLTEDL, ZORKITBEMITTTH 5.

Iz, B 9 ITEEDREREZRT. o fllld& T o Ah%
5957 —XY A X [bytes] &KL, y il if@ [msec| %
#7. WMZY Mg rnd I e 2R L
3.3.2 NCCL

ZL DRMBERFE IV —LT7 =2 D3y N7 —27 D5
M f5 D% Tlk, NVIDIA Collective Communications
Library (NCCL) [9] DAL I TWS. £ I T, NCCL

IZ &% GPU ] 0idfEMRE % 19 5 72812, necl-tests [10]
% F\ T AllReduce, AllGather, ReduceScatter % 547 L
7. 1 70221 EBD GPU, 1 ADFE ./ —Fiz4 7a
ERAZEHDYT, FE/ —FOAEE 1 5 32 AETE
ZTCEHIIL 7z, L7 NCCL D= 3 vidv 2.2.13-1
Th5.
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E 10 ZAEREZRT. 2 dlild 1 5D GPU »EH 4TS
N TOv AREE LT — XY A X [Bytes] &L, y
i3 N> NiIE [GB/sec] 2K 3. 70t AH70 1 GiB D
T—RY A ZIZHEWT, 1/ — FTlE, AllReduce T 124.12
GB/sec, AllGather T 114.03 GB/sec, ReduceScatter T
110.68 GB/sec TH B DIZHF L, 32 / — KT, AllReduce
T 12.12 GB/sec, AllGather T 12.07 GB/sec, ReduceScat-
ter T 12.09 GB/sec &7 o72. 1 ADFMHE/ — NiZid 4 5
D GPU I NTED, &40 GPUMIX 1 AHD
25 GB/sec @ NVLink 7% 2 KCHfishTwad. 1/ —F
TDFEIFTIX, NCCLIZXDFHR ./ — FHND GPU MWD
Bt ZE U CHBIMIZ 12 AD Ring 24K L, &4 D
GPU [l CTl& Ring Z HWCHl{fEZToTW5. —J, #EH
J — R TDEFTTI ,%ﬁ/—b@ﬁ;1#~b%tbm5
GB/sec @ Infiniband EDR HCA % 2 R— b T/ L THafi
ENTEY, NCCLIZEDEHR — FHEDA Y b7 —2%
G — FAD GPU MO #fi & £ L T HBEIIZ 2 KD
Ring # %K U, %% ® GPU [ TiX Ring 2 W CEE%
fioTWwd. Z0id, 1/ —RFROFEFLER /) — FDE
I COMREDKIEZRRHIEZ DO THS. 72720, Bk
@ NCCL Tl ABCI D% v bV — 27 1ZH# 7 Ring D3ERK
INTWaWkdD, Ao L3 TE2FAT
W5,

3.4 RAML—YT1/0 tEEE

ARV —=YDI/0 AN—"Ty MERERFHIT 572012
IOR NV Fv—7 [11] 2FfF L7z, S0lL, R/ —F2
25347V hELT, VA4 TVMNEIZS8GIBDT 7 1)L
ZAER L, POSIX IZ &% WRITE, READ O3%¥R 1/0 O
a7 74TV NEeRBEHBE/ —FOEEE 195326
ETERABRDPOFHIU. HRETEIA ML —VIIRER
A DL =YY AT MTHELE 17z Spectrum Scale (GPFS)
LHEE — KD NVMe SSD O H—7)V A b L — V%R
U CHERL X 1172 BeeOND & U 7=.
X UTHEFTULMEZE 11(a) 127
B —FoBBERL, y#lEAL—Ty b

Spectrum Scale (2

9. o il
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8
s

v o N o
g 8 3 8
s 8 8 8
Bandwidth [GiB/s]
LI
5§ g 8
s 8 8

Bandwidth [GiB/s]
w &

]

g

Noow s
s 8 8
8 8 8
3
s

5
8
-
S
8

o
o

Copy

cale

(b) CPU (1 Socket)

Bandwidth [GiB/s]
w & U o N ® w©
s ¢ & 3 & 8
s 8 8 8 38 8

&
5

200

- -_-“
0
Add Triad Copy Scale Add Triad

(c) CPU (2 Sockets)

7 STREAM DM:fE

Bandwidth [GB/sec]
o«
Bandwidth [GB/sec]

10° 102 10° 10 10 10°
" Sizerro Data Size/Pro

(a)D viyed (b) TR S

8 OSU Micro Benchmarks IZ &% & v b7 — 27 MR8 (/N NiE)

1000

y
=
Latency [msec]

100 100 3 ? 100 100 10 10° 10° 107 10°

(a) IMiB BLF (b) 1GiB BUF

9 OSU Micro Benchmarks (Z &% v b7 — 27158 (BIE)

[GiB/sec] &3 . 7 74TV MNeRBER) —FOHIK
T 51220, ANV—Ty MERFMELTWE Z &
DA S, W, BHR — R332 5D & &, READ
T 17.8 GiB/sec, WRITE T 23.1 GiB/sec DM:#E# 5 Z
CEMER LU, £72, BeeOND IZR U CEFTFTUZFERZ
B 11(b) IZRT. 7747V N BEHE ) — FOEHK
#ﬁbe% AZN—"Ty MERRIE—ETH o7z, BAEKHK
i, BHE — 232 B0L &, MMDTlMGBﬁm
WRHETZMGBﬁm@ﬁ B2 Z L 2R L

WIZ, 77ANYAT LDART— R IR ﬁ%?ét
HIZ, mdtest [11] 2K 7Lz, 1 /—KNd/b 2 ok
ZEOMT, TuwRAdHizH 25000 D7 7 A 7RV
TALIZ M) EMRIZART— REEEITo72. AL
mdtest DX—Y a viEv1.93 TH5.

B 12 IZKR AR T, o HUEEIE Y — FosERL, ¥
iifild IOPS [KIOPS] %% 9. Spectrum Scale TIZ/ — K
BB Z 21200 AR T — 2 RN £ 528, BeeOND
TR/ — NEDPHATE DA R T — R MR ERT Z &
EHERL 7.
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3.5 NHEEXE

G HCRE 3 O MERE &2 Gl 5 72912 ImageNet D7 —
Zxw b [12] 125 LT ResNet-50 [13] IZ &2 FEE %217 -
7z. %[l%, ChainerMN [14] 2T, 64 ADFIH ./ —
R (256 GPU) TH47 L 7z. ChainerMN % v1.3.0 % f#i
L, PWEBAIZ Chainer v4.2.0, CuPy v4.2.3, mpidpy v3.0.0,
Python v3.6.5 2L TW3. /X7 XA XEDFE L [15]
OFELEETHY, Ny FH14 X% GPUDHLD 32, &
AT 8192 2 L, ¥HEE% 0.1 55 warm up scheduling T 5
epoch TO.1- 52 (72721, k = 256 1X GPU DAL, n = 32
1 GPU 720 DNy FH o X) LHIBITHEME 724, 30,
60, 80 epoch f#iZ 0.1 f5& L, Momentum SGD (momen-
tum=0.9) O Ff(b % AV, Weight Decay % 0.0001 & L
T 100 epoch DFEHE E1T 5 7=,

13 ITHERZ R Y. o BIZFEITRERA [sec) Z2F L, vyl
(3% (Training) X CHREE (Validation) 7 — X203 2k
JEERT. FlegolbETHd, 72, MEAEOWIE &
&T, 100 epoch & FEIFIZ 4124 Bhh 0, 2HF— 21z
THMEEIL 75.6 %, MRIET — XITKT BHEE I 74.5 %fE
JETho7-. MRREFLRMERETHD LIRS,

4. BHYIC

ARTIE, ABCIOYAFLADS L, GPU 2#ik L 73
B —RIZRU AL/ ¥ Y 7' F — X BB S % MEREREAN %
Tol-#ERE2To7-. SHROMEL UTIE, £ KEHER
W TDET 7)) r—3 3 v 2NEIT U= 260 722 MR 2L
HENEIFSNS.

BHEE AW D —EI% JSPS BHAFE 18K11332 K O
NEDO A& A TRIBE - 1 AR v b i i B 5 o Bh &
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