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# 1: AAIC GPU Ny F¥ 3 TEFH - ADF a2 — R

Elapsed Time Limit (Default)

Elapsed Time Limit (Maximum)

Queue Name | Available GPUs
g4 1-8
gqg-short 1-8
gg-middle 1
gqg-long 1-8

1 Hour 72 Hours
1 Hour 3 Hours
72 Hours 168 Hours (7 Days)
72 Hours 336 Hours (14 Days)
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-4 Text
TN—T7% Text
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Fa— Text

TRk — R Integer
%k CPU # Integer
7k GPU # Integer
ZR Mem & Integer
FEAT IR R Integer
il —RYZ b Text
Bra—r Integer
B AR Integer
FATIEZ Integer
TR Integer

R B IR Integer
FEATIREHE Integer
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WV E— N TR AEE O HEPRRLIZRRS. HZIE,
ChainerMN (¥ MPI 7248, MXNet |& MPI, SSH, YARN %
k2 L TH D, TensorFlow 1FHED 22\ (SSH IZT
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AT a—=IB 7O AD N Ty R TEFTD DL, —
BAZIE AT Y 2= WBET S AETLPYE— MO R
AZBETERN. VAT LAREIRD SN S BAY, SSH
BRELZDIV—LT—=IYR—-1+95, VE—FTOtk
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Single GPU Jobs: w2 GPUs: 246 (11.46%) == 2 Nodes ( 16 GPUs): 273 (79.59%)

—
52637 (95.48%) w3 GPUs: 8 ( 0.37%) we= 4 Nodes ( 32 GPUs): 28 ( 8.16%)
— Sﬂg;e Ngdgéol"'ultl GPU Jobs: m== 4 GPUs: 407 (18.96%) === 7 Nodes ( 56 GPUs): 1 ( 0.29%)
Multi Ifld. J{’l)n . m=m 5 GPUs: 6 ( 0.28%) mmm 8 Nodes ( 64 GPUs): 22 ( 6.41%)
— U3 (0 62%) m= 6 GPUs: 5 ( 0.23%) m== 10 Nodes ( 80 GPUs): 5 ( 1.46%)
= 7 GPUs: 2 ( 0.09%) m== 16 Nodes (128 GPUs): 9 ( 2.62%)
w8 GPUs: 1473 (68.61%) w32 Nodes (256 GPUs): 5 ( 1.46%)

(a) Single GPU ¥ 2 7', Multi GPU ¥ = (b) Multi GPU ¥ = 7O GPU %D (c) Multi Node ¥ = 7D — REFAED
7', Multi Node ¥ 2 7 DR SEN ]

B 1 DEEEYE Y 3 7 ORI R

%‘j“

Job Rate

0.0 T T T T T T T 0.0+ T t T T .
0 10 20 30 40 50 60 70 0.0 0.5 1.0 1.5 2.0 2.5 3.0
Real/Requested Execution Time (Hour) Real/Requested Execution Time (Hour)
mm Real Time Requested Time = Real Time Requested Time
(a) gq (b) gg-short
1.04 1.0

0.8 0.8
.8 (V)
g 061 + 0.6
o o
Qo Qo
o o
™ 0.4 ™ 0.4

0.2 0.2

0.0+ T T T T T T T T 0.0+ T T T T T T
20 40 60 80 100 120 140 160 0 50 100 150 200 250 300
Real/Requested Execution Time (Hour) Real/Requested Execution Time (Hour)

BN Real Time Requested Time EEE Real Time Requested Time
(c) gg-middle (d) gg-long

X 2: ¥ a3 TRATHREHE D R & R

DOREMED KA, BEEHDOWINLENLZDT, 1ok LAV, ZHIZE D EFRMAMROM TR RETNDEZ
T4 TEREHIEEIITIBELD S, LGB E NS, BARMIZIZ Single GPU ¥ 2 7°& Multi
GPU, Multi Node ¥ a 7ANEAE U 72012, M 4 12RT Ny

4.2 EORHERBOERIALICAWZER7 7O0—F 77 4 VDD WVRIARET WS L b S, MhE
3.3FITR L@ Y, BIRD AAIC TOFEFTHM RFIZE 3Tk, YVa 7 HAWEBRIZBEL § 5 ETRRHM Eose

\’
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# 3 V3 TEITEHAEOE L & OFFHE

Queue Name | Minimum Maximum Mean Std Dev. Median

gq 0.000 1.000 0.103 0.194 0.032

gqg-short 0.000 1.000 0.147 0.180 0.033

gg-middle 0.000 1.000 0.354 0.362 0.224

gqg-long 0.000 1.000 0.472 0.407 0.245
Lo — TEHEERELTNWS [8. Ya TG/ TIA—-ZD1D
TdHDEFRMIZONWT, — IRy 2T L TIREFELT
g o W_ RENZF U T OARREEToTWD. —7, B oI, &
' o.s FLATE & FATRERT RO /5 2 SRR E LTH Y, *
£ 2 (T LR ST D 3 (5B F OB, fERED
£ ' HOHHEL 22 FEERELT WS, IO fEL LT,
T s EULBELTVEEOEVFHE DY 3 7138\
0ol = = L TRV BEOHEL AR TH D EEX NS,
9 oashort oq-middle  oq-long —5T, BRFEET 0L 5 AOFATHH TR L

3: ¥Va TEITMEEDOIEL X

BEREFRA RO,
*X\Backfilléhﬁ; A

Curre:\t Time

1 ’
7/

i
’

1 b

1

1

Nodes / GPUs
N

I:I : Requested Time - : Actual Time

X 4: Ny 27 7 4 VDM NIRRT

SR D 205, FAHZBHEE U 72 E TR RS 2
MEDERENWZDNY 7T 4 VI NN, TD72D, F
M OETHEF AR X 0 IEHIZT 272D 5 D
O MADEEL 25,

Y, FAMNMABEZLEUSRET LI LOHEEIDOMH
HWEETH L. k15D HPC ¥V AT LR HEZ I NN Y
FATI 2= VTV ATFLADHBIZDOWTREITTWS
H, EREFEEFRE L Single GPU % W 7-BiFE D 551
VAT LTORAFANLEEEEZTWSD, Ya T AT
Va—IDREBENIOVWTEH LI RVWEEEEINS. H
TR RBOEEI 2FNT I b2, YVa THTRET
WREZIE, FABAMER & MR e 022 BAIL, EIT7RM
RABRED 7 4 — NNy 2 RT 22V AT L@ S
D7 TA—F L UTCEHTE 3.

FEULKIBETDIZLIIRHLTCA vy T2 72%IT5Z
LHEFEZ 6N, TN S IIMHZOETRFELEOIETE %
EREIZT A0 KK LT, #Er vy Ta 72HE

WO HEIFbHE. I T, BEFHOIREMRT - FHH
(Checkpoint /Restart) #fE&, ¥ a 7 A7 Y2 —F DER
FATIF B R AR RE & A B DY 7 HEEORH S MG
SAtifEIdH 5. HEYEORELRT - FHIFEEIE Chainer,
Caffe, TensorFlow 7 & DREFWREEFEH 7 LV — L7 —
ZIZTREEEINTWS, Va TAT Y a— 5 OERIFMEF]
FEEAMRE 2 1, FIHEPEE L 2 BT R RBICEL
SIGKILL ¥ Z'F VY a JIE S5 N5 HiZ, SIGTERM
REDVTFNVEAT V2=V a TILELBERETDH
5. VadTREFEOVIFNET v ITBHILT, Wk
MRTWEATS 22N TES. 20220 REE AL
H5ZeT, VaToRKREFHHERIREL, RKE
TR & i U 72 ¥ 3 7 IORBRT - EEEEE VT,
BRRY a TETTH L THAERE T T 5. BFEMALRD
M EZRADZ D, FIAZEORIGEBREL D Z L HARF
BRI H > TOHRETH 5.

5. BEEME

WHI Y AT LIZBIT ST —27 80— NgiridEE < EhT
W3, Medernach 1%, YAFTARMHE, BX, FHERM
DOAFEHOHED DL, 7V y RERETOT —2710—
Rt %1772\, Y a THEDOEFIVELEEZTR>TW
% [9]. Ren 51% 2000 / — R SR X 15 86 Hadoop
IIAR ETOT = 0= REEITV, ZOEEEZ AW
TU—27u—RVzrb—&, BIOEFTHEDOE VNS
WY a7 (Map/Reduce & A 27D DR\NY 3 7) &R
FREFTERAT V2= 77N T ALEZRELTH
% [10]. You 51X 1.17 R& 70y T ADMEEE DA —
N—av¥a—2& Kraken 2813 % 1 Efov—2ra— K
fiEekt 247> T3 [5]. Kraken (ZFMiF FHEHICHEE T
A==V a2 —REDIELT, TOTJ—270—K%
fifrd 22 &ick D, REERZEEMEGIEY -8 —-FD
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MTORN 27> T\ 5.

77— 00— R2EOEH Fa—EoYa T MNHEEE
DOYVad, VaTDFr LR KK, FEiTH
MEBOEL X, 7y

BN HZroBEFRMAE, —ENoY a7
BORYIER, Va JRER Y

Ta T DR B, SEEATRER, W, A'VM
H&, &Y

NS BRI & RIFRDE WL, HHRe Ty —2r0—

NofERIzH 2. Tx DHIZIRYD, KEEILEFERKS 2

TALETOBWBEZEEY — 70— R Z2 U 7ZgEinwn.

—J, R clk LR TEF Y -0 — RERERHD >

L, J—2r0— REROFEHME Y a 70RO W TD—

WUPRLU TRV, SEMOEEIZ DWW TS HHRINEG

L, NBT2ZLa2EITVWS.

6. FLHESHRDEE

HE GPU AR ET, FIAEDRED LS ICHETFY
TR I LEEFTUTVWENEIET A2 Z 2% HWIZ, &
B HET S AAIC D 5 r AMD Y a3 7ETH 7% W R
U 21T o 7=, FOREE, IRD 2 bbb o7z,
Single GPU Y a 702y a 7D B5%%2 Lbb L. Va
7P AR D SEAT IR R & SRR D FATIFRTIC K & A Tl Hs
H5BHZ L. BUATIE Multi GPU / Multi Node 438k )&
BOE G H DR N ORBEIXIHA(E L TRV, 550
BIEBFEEOFEANEZ BI1Z00, Ny 2T 1 LHNERIZ
e 9, BIRAMALROE TR E 2 HEEEIEWT L.
NS EEFETRL, YAFLEAMUPENG T 7o —F
IZDOWTERETHT-.

SHOBEE LT, BURO AAIC X 5 Eidife %
i R, BFERHEHOHERG 27> T, £,
SNIEFIE ) — RIZB 1T 5 &H (CPU, GPU, A€V XA
) MHARHAZEBETETE ST, HEREREER AR
MEHZ =M ERE I T RIFBHER L Lo 72, SRIIKEE
/ — NIZ collectd 7 ¥ D& JHBE S & (LA A, FEAHIC EIRF)
AR A EGT 22 L CIEMAEREZEET 22 51T,
INSEREFH LU, BBENAT Y a—) VIR DE
HWEZ2T-oTWL. EZELTHESNZMA%E 2018
EE EANCHEMBEIGE FRELTWS ABCIIZ 7 1 — RNy
79 5.

ZE X

[1]  Feitelson, D. G.: Workload Modeling for Performance
Evaluation, Performance Evaluation of Complex Sys-
tems: Techniques and Tools, Vol. 2459, pp. 114-141
(2002).

2] NIEE, OB, K C, ST, REE—H,
AR B, =ZWE—, BN ATFELZ Y F— AL

(© 2018 Information Processing Society of Japan

8]

[9]

[10]

Vol.2018-HPC-163 No.15
2018/3/1

Bridging Cloud Infrastructure (ABCI) —D#H, £ 160
FNANT A=V AaArEa—F 1 YIRS (2017).
BE 2 BT KR & WF 92 At - AIST  Artificial Intelligence
Cloud (AAIC), http://www.airc.aist.go.jp/info_
details/computer-resources.html#sectionl.

g =, NIES : AT 257 RTO Linux 2 > 7 F
R 7= MEREREA, 28 162 [N X7 3 —F v RAa Y
Ya—7 4 VIS (2017).

Haihang You and Hao Zhang: Comprehensive Work-
load Analysis and Modeling of a Petascale Supercom-
puter, Job Scheduling Strategies for Parallel Processing,
Berlin, Heidelberg, pp. 2563-271 (2013).

Takuya Akiba, Shuji Suzuki and Keisuke Fukuda: Ex-
tremely Large Minibatch SGD: Training ResNet-50 on
ImageNet in 15 Minutes, CoRR, (online), available from
(http://arxiv.org/abs/1711.04325) (2017).

PR E : FOCUS A—NX—a vV a—R VAT ALIIE
3 BAFFRE A 2T« TORR I, 5 161 [T ]
TA—=XVAAVE a—T 1 VIS (2017).

By EL, 2 RiE, =4 —, Eikmok, R

A : TSUBAME2 (281 5 A7 Y a2 — LR~ D
DAL 2—YEFD R Z B4k, 8 150 [INA 8T+ —
RVARAVEa—T 1 VIS (2015).

Medernach, E.: Workload Analysis of a Cluster in a
Grid Environment, Job Scheduling Strategies for Par-
allel Processing (2005).

Zujie Ren, Jian Wan, Weisong Shi, Xianghua Xu and
Min Zhou: Workload Analysis, Implications, and Opti-
mization on a Production Hadoop Cluster: A Case Study
on Taobao, IEEE Transactions on Services Computing,
Vol. 7, No. 2, pp. 307-321 (2014).



