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Abstract: In recent years, agents trained to cope with various environments have received attention in the
machine learning field. An intuitive rational decision-making environment is card games and researchers are
especially focused on solving the game of poker. In this work, we focus on Collectible Card Games (CCGs)
which have rich diversity of game play and much more randomness compared to poker. In order to solve
such complicated card games, we create several simple models of the real game and conduct experiments on
these models with Counterfactual Regret Minimization (CFR) algorithms. As results, agents learn equilibrium strategies successfully in the simple model and we confirm the convergence of Counterfactual Regret
Minimization (CFR) algorithms.

1.

Introduction

Researchers have been studies how to train game AI
agents to cope with various environments for many years.
The single-agent environments both with perfect information and imperfect information are hot research fields, and
researchers have made many excellent contributions in these
fields which are studied via Monte Carlo Tree Search or reinforcement learning.There are already some promising approaches of perfect information games in multi-agent environments such as mastering the game of Go [1]. But many
problems in imperfect information games remains.
Card games, which are intuitive rational decision-making
environments, have multiple players during game process
that make card games become systems in which multiple
agents share common environments. This is a constantly
changing system, in which agents interact with both environment and each participant. Collectible Card Games
(CCGs) are a very popular type of card games, and because
of the diversity of its game-play, it has become a platform
for researchers to do AI research. One of the games, named
Hearthstone, is a new research target in CCGs. Several algorithms based on perfect information games, such as Monte
Carlo Tree Search, are also proposed to solve CCGs.

2.

Background

2.1 Extensive Form Game
The extensive-form game is a natural model for sequential decision-making enviroments with multiple agents from
game theory [2]. It uses a game tree to represent the entire
game process. Tic-Tac-Toe is one of the simplest perfect in1
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Fig. 1

Part of game tree of Tic Tac Toe

formation games and part of its game tree is shown in Fig. 1.
On each non-terminal game state players have several available actions and every terminal state contains rewards for
each of players.
Players of Tic-Tac-Toe know exactly which game state
they are on currently, and also understand which game state
they would move to via observing the opponent’s actions.
However, in imperfect information games, the situation
is diﬀerent because of the unobservability. The key diﬀerence is the information sets, which are sets of game states,
in which players cannot distinguish which current state exactly they are in and so must choose actions for all such indistinguishable states with the same distribution. Thus the
extensive-form of imperfect information games is denoted
as:
• N is a finite set of players.
• H is a finite set of sequences which is the histories of
actions. Z ∈ H are the terminal histories.
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• A(h) are the actions available after a non-terminal history h ∈ H.
• P is the player function, P (h) is the player who takes
an action under that history.
• Ii is a information set of player i belongs to Ii which is
a information partition of player i.
• ui is a utility function for each player i from the terminal states Z to the regrets R. If N = (1, 2) and u1
= -u2 , it is a zero-sum extensive game. Define ∆u,i =
maxz ui (z) − minz ui (z) to be the range of utilities to
player i.

2.2 Strategies and Equilibria
A strategy of player i, σi in an extensive game, is a
function which represents a distribution over A(Ii ) to each
∑
Ii ∈ Ii , and i is the set of strategies of player i. A strategy
profile σ consists of strategies for each player, σ1 , σ2 ,..., with
σ−i referring to all the strategies in σ except σi . Let π σ (h)
be the probability of history h if players choose actions according to σ. It naturaly decomposes π σ (h) = Πi∈N πiσ (h)
into each player’s contribution to this probability. According
to these notions, the overall value to player i of a strategy
∑
σ
profile is the expected payoﬀ ui (σ) =
h∈Z ui (h)π (h),
combining with each player would obtain a value at each
final state of the game.
A tranditional solution concept of a two-player extensive
game is the Nash equilibrium and it refers to such a situation
in the game: for each player, as long as the other players do
not change their strategies, the player cannot improve his
own performance. The Nash equilibrium has been proved
to exist in the premise that each player has only a limited
number of strategic choices and allows for a mix strategy.
This is an important property of extensive games. A Nash
equilibrium is a strategy profile σ where

jor component of the game. However, as the number of
cards increases, the number of interactions or ‘combos’ also
increases, which makes the strategy of such games dependening on the player’s constructed deck. Therefore, most of
the previous research focuses on the strategic exploration of
fixed decks.

2.4 Hearthstone
HearthStone : Heros of W arcraf t is an online digital
CCG (DCCG) launched in 2013 by Blizzard Entertainment.
2.4.1 Cards
Players can create a deck consisting of 30 cards from a
huge pool of cards. In order to win, the player needs to
use several types of cards to reduce the health of opponents
from 30 to 0, such as spells that aﬀect the battlefield discarding directly after be played, and the minions, that could be
considered as servants, are put into the battlefield and can
attack the enemy or other minions. In addition, weapons
that allow heroes to use special equipment to attack other
characters in a few rounds. An example of minion is shown
in Fig. 2 which cost/mana of four with four attack and five
health points.

′

u1 (σ) ≥ max
u1 (σ1 , σ2 ),
′ ∑
σ1 ∈

1
′

u2 (σ) ≥ max
u1 (σ1 , σ2 ).
′ ∑
σ2 ∈

(1)
Fig. 2

Example of minion

2

2.3 Collectible Card Games
Since the release of M agic : T he Gathering in the 1990s,
Collectible Card Games (CCGs) [3] have been one of the
most popular and profitable products in the entertainment industry. Recently, the digital version also appeared,
HearthStone : Hero of W arcraf t is one of the most popular digital CCGs. CCGs are turn-based card games in which
players set their decks in advance and carefully select cards
to have the opportunity to take advantages of powerful combinations during real matches. Because each card has a specific function, there are always complex and diverse game
modes.
In addition to the game modes, cards are obviously a ma-
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2.4.2 Mechanism
Each card has an associated cost, also called crystals,
equivalent to mana, which is reduced after playing, but replenished at the beginning of each turn. Each player starts
with one crystal, and adds one more per turn up to ten crystals, the maximum. Deckbuilding is limited to neutral pools
and to the cards belonging to a specific hero that players select for the game from a total of seven heroes. In addition,
each hero has a diﬀerent hero power (costing two crystals),
combined with their special cards, making each hero a special prototype. There is a screenshot of Hearthstone match
shown in Fig. 3 which shows the various features of the battle.
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Fig. 3

Screenshot of Hearthstone match

2.4.3 Challenge
According to the definition, the diﬀerences between CCGs
and ordinary card games are very obvious. Although
Hearthstone and poker are both games of imperfect information, we are familiar with the card features of poker. Each
card of poker has a diﬀerent number which represents the
strength of this card. Poker has a total of 54 cards. Players perform an action in one round in most modes of poker
games. Similarly, in Hearthstone, players also play cards
in hands which draw from a deck containing 30 cards. But
the opponent’s deck is unpredictable, and unless he finishes
all the cards, we cannot fully know his deck. This deck is
selected from a larger card pool which contains more than
two thousands cards. In addition, poker players can perform
only one action to play cards or pass, but Hearthstone players can perform many diﬀerent sequences of actions in one
round. In most CCGs, players have several action options,
and their combinations make up the real sequence of actions.
The order in which the actions are performed in every unique
action sequence is crucial and determines interactions which
we call ‘combo’. The diﬀerent card features and performed
actions make the game tree too deep and large to handle.

2.5 Previous Methods
For Hearthstone, there are already several mature simulators in the Hearthstone community named Hearthsim.
Some of those simulators implement the main game mechanism and include several artificial intelligence agents that
allows players to play against, or run simulations, and provide statistics after the game is over. Those methods are:
• Random
The agent always chooses one action randomly from all
possible actions without any logic.
• N oaggression
The agent never actively attacks the opponent, it just
randomly chooses between P LAY CARD and P ASS
which means end-turn.
• Greedy
The agent always chooses the most valuable action, and
does not consider too much. Its actions are driven by
an algorithm built on several game metrics using an
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evolutionary approach.
• GameStateV alue
The agent makes an action selection based on the value
of the current state. It is a recursive Alpha-Beta pruning algorithm controlled by a heuristic algorithm.
• M onteCarloT reeSearch
Researchers have tried to apply the Monte Carlo tree
search algorithm, which is very mature in the perfect information game, to Hearthstone, and made some adaptive improvements recently [4]. It makes use of a real
player-based deck database to make Monte Carlo tree
search possible on imperfect information situations.
Besides those game playing methods, researchers are also
trying to solve it in several diﬀerent aspects. Such as deck
building [5], card generation and data mining [7].

3.

Proposed Approach

As we mentioned before, the GameStateV alue algorithm
apparently calculates the value based on fixed decks and
the M onteCarloT reeSearch algorithm are not suitable for
CCGs which is an imperfect information game. In order to
solve such a complicated imperfect information game, we
use a mature algorithm Counterfactual Regret Minimization (CFR) [8] which is one of the most eﬃcient methods
for computing Nash equilibria in large, zero-sum, in imperfect information games. In the domain of poker, CFR has
proven eﬀective, and produced a lot of variants, such as MCCFR [9], CFR+ [10] and DisCFR [11].
3.1 Counterfactual Regret
Counterfactual Regret Minimization is an iterative algorithm that contains a sequence of strategies σ 0 , σ 1 ,..., σ T ,
the average strategy σ̄ T of which converges to an approximate Nash equilibrium as T → ∞ in the two-player zerosum game. In order to obtain the average strategy, it should
computes counterfactual value at first,
∑
t
σt
vi (σ t , I) =
π−i
(h)uσ
i (h, z),
(2)
(h,z)∈ZI
t

σ
where π−i
(h) has been introduced before, the probability,
t
σ
and ui (h, z) is the value players can get at final state Z.
Also there is an action-dependent counterfactual value,
∑
σt
vi (σ, I, a) =
π−i
(ha)uσ (ha, z),
(3)
(h,z)∈ZI

where ha is the sequence h followed by action a. So the
counterfactual regret for not taking action a at I is:
rt (I, a) = vi (σ, I, a) − vi (σ t , I).

(4)

Then the regret can be accumulated as RT (I, a)
∑T
t
t=1 r (I, a).

=

3.2 Regret Minimization
If we define (x)+ = max(x, 0), so the strategies can be
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Fig. 4

updated as:
(RT (I, a))+
.
T
+
a∈A(I) (R (I, a))

σ T +1 (I, a) = ∑

(5)

If we run CFR for T iterations, then we can get overall regret
of the strategies as:
RiT = max
′
σi

T
∑

′

t
(vi (σi , σ−i
) − vi (σ t )).

(6)

t=1

CFR gives an assurance that RiT /T → 0 as T → ∞, which
means when two players minimize regret, it guarantees to
converge to a Nash equilibrium.

4.

Experiment

The final target of solving Hearthstone is too complicated
to ensure convergence of algorithms of CFR family. So we
follow the previous research route which is used to solve
Texas hold’em. That is we simplify the original large game
into a small model and increases its complexity step by step.
In this paper, we conduct our experiments on several simple
models.
4.1 Environment
The goal of simplification is to reduce the number of information sets for each player so that the small model can
be solved.
4.1.1 Model
Firstly we create one-card game models in which each
player has only one card, which is a minion in the deck
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Game Tree

and can play this card after drawing it. Besides this simplest model, we also conduct experiments on two-card game
models in which each player has two minion cards. One is in
hand at the beginning of one battle and draw another one
from the deck later. After that, we adjust these models to
an unbalance situation in which players may have diﬀerent
numbers of cards or Hero have diﬀerent health points. In
our simple model, players only have minions but no spells
or weapons. We also remove hero power and mechanics of
minion cards. Another significant diﬀerence between poker
and CCGs is judgment on winning and losing. In normal
poker games, after the players play cards according to certain rules, the players win or lose within a certain number of
rounds. But there is an infinite round of games in Hearthstone when players choose ‘pass’ all the time. To prevent
this unexpected situation, we limit the maximum number of
rounds of game. The game tree is shown in Fig. 4.
4.1.2 Information set
As Hearthstone has more than one actions in one round
such as ‘attack’, ‘play cards’, ‘cast spells’ or ‘pass’ and has
a few types of cards such as summon ‘minions’, ‘spells’ and
‘weapons’, we consider action sequences as variable that determines state transition in the game tree instead of actions
in normal poker games. Summon minions could be considered as servants. Spells aﬀect the battlefield which are
discarded after being played. Weapons which give heroes
strength to attack. Creating a node for every action would
cause the game tree to be too deep. The information set
for each indistinguishable group of nodes not only contains
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Fig. 5

Game Tree of One-card Game

the action sequences token before, but also includes hand
information which means what cards are in hand.
4.1.3 Vanilla CFR and Chance Sampling CFR
We apply two diﬀerent CFR algorithms from the CFR
family to every model. The vanilla algorithm would traverse the whole game tree while the chance sampling algorithm just samples one action sequence from the available
action sequences. We plot two results of the same model in
one table in diﬀerent colors.
4.2 Result
In order to let the agent learn to avoid draw in limited
rounds which cause many draws, we make the agent regret
reaching a draw and become much more positive when it
reduces opponents hero’s health point below zero. We conduct experiments on several one-card games which have different cards. Part of game tree of one model is shown in
Fig. 5. Agents learned probability distributions for every
action available and we show the final probabilities which
also are strategies in the tree. As we mentioned before, in
order to obtain the strategies, we compute counterfactual
value at first. So there is a value for every node and in order
to verify the convergence and observe it, we calculate the
value of Player 1 at the root node and plot these values over
iterations.
The results of two one-card game models are shown in
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Fig. 6. In Fig. 6(a), two players have the same card so
Player 1 wins in most branches. In Fig. 6(b), Player 1 has a
minion card that costs two crystals and Player 2’s card costs
one crystal. That makes Player 1 lose in most branches.
Another two results of two-card game models are shown
in Fig. 7. Both players have two cards that cost one and two
crystals for Fig. 7(a). Player 1 has two cards that cost two
and three crystals while Player 2 has two cards that cost one
and two crystals for Fig. 7(b). In Fig. 7(c), Player 1 has two
cards that cost one and three crystals while Player 2 has two
cards that cost two and three crystals.
Fig. 8 shows the results of two players in the unbalanced
situation in which players has diﬀerent number of cards or
diﬀerent health points. In Fig. 8(a), Player 1 has two cards
that cost one and two crystals while Player 2 has one card
that costs one crystal. In Fig. 8(b), Player 1 has three
cards that cost one, two and three crystals respectively while
Player 2 has two cards that cost one and two crystals. In
Fig. 8(c), two players have same card that costs one crystal
but Player 1 only has one health point and Player 2 has two.
In Fig. 8(d), Player 1 has three cards that cost one, two and
three crystals while Player 2 has two cards that cost one and
two crystals, and Player 1 has one health point but Player 2
has two health points.
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(a) Players have same card

(b) Players have diﬀerent card
Fig. 6

One-card game

(b) Players have diﬀerent cards

(a) Players have same cards

(c) Players have diﬀerent cards
Fig. 7

5.

Two-card game

Conlusion

In this work, we propose a novel approach to solve Collectible Card Games (CCGs) from a traditional imperfect
information perspective. In order to solve the complicated
card games like Hearthstone, we create several battle environments based on Hearthstone rules and apply Counterfactual Regret Minimization (CFR) algorithms on those models. In each model, we calculate the value of player that
makes the action first. Although the model tested is small,
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we confirm the convergence of CFR algorithms.
For future work, we would like to find equilibrium strategies in larger or more complicated CCGs like Hearthstone.
But we think there are some diﬃculties to apply traditional
CFR algorithms to the real game which has a larger action
space and not traversable game tree. In that case, we would
like to try some newer methods in imperfect information
research fields [13][12].
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(a) Players have diﬀerent number of cards

(b) Players have diﬀerent number of cards

(c) Players have diﬀerent health points

(d) Players have diﬀerent number of cards and health
points

Fig. 8

Unbalanced game
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