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OpenCLରԠFPGAؒ௨৴ػʹΑΔ
GPUɾFPGAෳ߹ܕԋࢉՃ

খྛ ྒฏ1,2 ౻ా య1ٱ ޱࢁ Ղथ2,1 தಓ ҆༞ະ2  ହ༞1,2

֓ཁɿզʑɼ͍ߴԋੑࢉͱϝϞϦόϯυ෯Λ༗͢Δ GPU (Graphics Processing Unit) ʹԋࢉ௨
৴ੑʹ༏Ε͍ͯΔ FPGA (Field Programmable Gate Array) Λ࿈ͤ͞ܞɼํΛ૬ิతʹར༻͢Δ
GPU-FPGAෳ߹γεςϜʹؔ͢ΔڀݚΛਐΊ͍ͯΔɽGPUɼFPGAͱ͍ͬͨҟͳΔϋʔυΣΞΛ
ௐڠΛͲͷΑ͏ʹϓϩάϥϛϯά͠ɼશσόΠεΛࢉΕΔԋ͞ߦΔγεςϜ্Ͱɼ֤σόΠεͰ࣮͢ࡌ

ಈͤ͞࡞Δ͔͕ॏཁͳ՝ͱͳΔɽͦ͜ͰຊߘͰɼOpenCLίʔυ͔Β੍ޚՄͳ FPGAؒ௨৴ٕज़
ͱ GPU-FPGAؒ DMAసૹٕज़Λ༥߹ͨ͠ɼෳϊʔυ্ʹ͓͚Δ GPU-FPGAؒ࿈ܞख๏ΛఏҊ͢
ΔɽGPU-FPGAؒ DMAసૹɼGPUσόΠεͷάϩʔόϧϝϞϦΛ PCIeΞυϨεۭؒʹϚοϓ͠ɼ
ΞυϨεϚοϓͷ݁ՌΛϕʔεʹ OpenCLΧʔωϧͰ࡞ͨ͠σΟεΫϦϓλΛ࠷ऴతʹ FPGAͷ
PCIe DMAίϯτϩʔϥʹॻ͖ࠐΉ͜ͱʹΑ࣮ͬͯ͞ݱΕΔɽ·ͨɼFPGAؒ௨৴ɼVerilog HDLͰ
࣮͞Εͨ Ethernet௨৴Λ࣮͢ߦΔϋʔυΣΞͱɼͦͷϋʔυΣΞͷ੍ޚϞδϡʔϧ (OpenCLΧʔ
ωϧ) Λ I/O ChannelͰଓ͢Δ͜ͱʹΑͬͯߏ͞Ε͍ͯΔγεςϜͰ࣮͞ݱΕΔɽ͜ͷఏҊख๏Λ༻
͍ͯɼϊʔυΛ͍ͩލ GPUಉ࢜ͷ pingpongϕϯνϚʔΫΛ࣮͠ɼͦΕ͕ਖ਼͘͠ಈ͍ͯ͠࡞Δ͜ͱΛ
֬ೝͨ͠ɽ

1. ͡Ίʹ

ͱϝϞϦόϯυ෯Λ༗͢ΔGPUੑࢉԋ͍ߴ (Graphics
Processing Unit) ΛԋࢉՃஔͱͯ͢͠ࡌΔ CPU-
GPUߏͷΫϥελ͕ࠓͷ HPCʹ͓͍ͯ͘༻
͍ΒΕ͍ͯΔɽ͜ͷΑ͏ͳߏͷΫϥελͰฒྻॲཧΛ࣮

ΔͨΊʹɼෳϊʔυΛ·͕ͨΔ͢ߦ GPUؒͷ௨৴ʹ
͓͍ͯ CPUΛհͨ͠ෳճͷϝϞϦίϐʔ͕ඞཁͰ͋Γɼ
͜ͷϨΠςϯγͷ૿ՃʹΑͬͯΞϓϦέʔγϣϯͷੑ

͕Լ͢Δ͕͋ͬͨɽͦ͜ͰɼஜେֶࢉܭՊֶڀݚ

ηϯλʔͰɼԋࢉՃஔؒΛϨΠςϯγͷ௨৴ωο

τϫʔΫͰີʹଓ͢Δ TCA (Tightly Coupled Accelera-
tors) ͱݺΕΔίϯηϓτΛఏএ͠ɼͦ ͷͨΊͷ௨৴ߏػ

Ͱ͋Δ PEACH2 (PCI Express Adaptive Communication
Hub Ver.2) [1]Λಠࣗ։ൃͨ͠ɽίϯηϓτͷ࣮ূγες
Ϝͱͯ͠ɼPEACH2Λͨ͠ࡌ HA-PACS/TCA (Highly
Accelerated Parallel Advanced System for Computational
Sciences/TCA) Λӡ༻͠ɼϊʔυΛ·͙ͨ GPUಉ࢜Ͱ
ϨΠςϯγ௨৴͕࣮͞ݱΕ͍ͯΔ͜ͱΛ֬ೝͨ͠ɽ

PEACH2 FPGA (Field Programmable Gate Array)
Λ༻͍ͯ։ൃ͞Ε͓ͯΓɼFPGAͱҙͷཧճ࿏Λ

1 ஜେֶ ηϯλʔڀݚՊֶࢉܭ
2 ஜେֶ γεςϜใڀݚֶՊ

తʹϓϩάϥϜ͢Δ͜ͱ͕Ͱ͖Δूੵճ࿏Ͱ͋Δɽͦؾి

ͷಛੑ͔ΒɼΞϓϦέʔγϣϯʹಛԽͨ͠ԋࢉύΠϓϥΠ

ϯͱ෦ϝϞϦγεςϜΛ࣮͢ݱΔճ࿏Λ FPGA্ʹ࣮
ͯ͠ϢʔβॴͷॲཧΛՃͤ͞Δ͜ͱ͕ՄͰ͋Δɽ

[2], [3] ͰɼϨΠςϯγͷ௨৴Λ࣮͢ߦΔճ࿏ʹՃ͑
ͯɼGPU͕ෆಘखͱ͢ΔॲཧΛ࣮͢ߦΔճ࿏Λ FPGA্
ʹ࣮͠ɼͦΕΛ FPGAʹదٓʹΦϑϩʔυ͢Δ͜ͱʹ
ΑͬͯΞϓϦέʔγϣϯશମͷੑΛ্ͤ͞Δྫࣄڀݚ

͕ใ͞ࠂΕ͍ͯΔɽ͜ͷΑ͏ͳɼFPGAʹԋࢉΛΦϑϩʔ
υ͠ɼ௨৴ػͱ࿈͢ܞΔ͜ͱʹΑͬͯԋࢉͱ௨৴ͱΛ༥

߹͢ΔίϯηϓτΛզʑ AiS (Accelerator in Switch) ͱ
ͷࡏݱͰ͋ΔߏΜͰ͓ΓɼCPU-GPUΫϥελݺ HPC
γεςϜͷੑΛ্ͤ͞ʹߋΔݤͰ͋ΔͱᛀΜͰ͍Δɽ

ਤ 1ʹ AiSίϯηϓτͷ֓ཁΛࣔ͢ɽ֤ϊʔυʹ GPU
ͱ FPGA͕͞ࡌΕɼͦΕΒ PCIeόεΛհͯ͠ଓ
͞Ε͍ͯΔɽΞϓϦέʔγϣϯʹ͓͚Δେنͳૈཻฒ

ྻॲཧ෦ैདྷ௨Γ GPU͕୲ͭͭ͠ɼGPUͰΧ
όʔͰ͖ͳ͍ฒྻੑͷ͍ԋࢉ෦ͷΦϑϩʔυ͓Αͼߴ

ϊʔυؒ௨৴ॲཧʹ FPGAΛద༻͢Δ͜ͱʹΑͬͯɼΑ
ΓޮతͰϨΠςϯγϘτϧωοΫͷগͳ͍ڧεέʔϦϯ

άͷ࣮ݱΛ͢ࢦɽ

͔͠͠ɼGPU FPGAͱ͍ͬͨҟͳΔछྨͷࢉܭσό
Πε͕ϊʔυʹࠞ͢ࡏΔΑ͏ͳෳࡶͳϓϥοτϑΥʔϜ
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ਤ 1: AiSίϯηϓτͷ֓ཁɽGPUͰૈཻฒྻॲཧ
Λ୲͢ΔࢉܭΧʔωϧ͕࣮͞ߦΕɼFPGAͰ GPU
͕ෆಘखͱ͢Δԋࢉूஂ௨৴ΛؚΉߴϊʔυؒ௨

৴Λ୲͢ΔΧʔωϧ͕࣮͞ߦΕΔɽCPU͜ΕΒͷ
Χʔωϧͷىಈ͓ΑͼશࢉܭσόΠεͷௐఀΛ͏ߦɽ

__kernel void vecadd
(__global float *a,
__global float *b,
__global float *c)

{
int gid = get_global_id(0);
c[gid] = a[gid] + b[gid];

}

int main(int argc, char *argv[]) {
init();
clEnqueueWriteBuffer(...);
clEnqueueNDRangeKernel(...,vecadd,...);
clEnqueueReadBuffer(...);
display_result(...);
return 0;

}

x86 host PC

FPGA 
accelerator

OpenCL host code OpenCL kernel code

Intel
Offline

Compiler

Standard
C

Compiler

Verilog HDL
Files

aocxexe

PCIe

ਤ 2: Intel FPGA SDK for OpenCLͷϓϩάϥϛϯά
Ϟσϧɽ

্Ͱɼ֤σόΠεͰ࣮͞ߦΕΔԋࢉΛͲͷΑ͏ʹϓϩά

ϥϛϯά͠ɼશσόΠεΛڠௐಈͤ͞࡞Δ͔͕ॏཁͳ՝

ͱͳΔɽ͜Ε·ͰʹզʑɼGPUσόΠεͷάϩʔόϧ
ϝϞϦͱ FPGAσόΠεͷ֎෦ϝϞϦؒͰ CPUΛհ͞
ͣʹσʔλసૹΛ࣮͢ݱΔػΛɼPCIe DMAసૹ༻ͷ
IP (Intellectual Property) ίΞΛ༻͍ͯ FPGA্ʹ࣮
͠ɼͦͷػΛ FPGAϕϯμʔͷఏ͢ڙΔ OpenCLπʔ
ϧνΣΠϯͷΈͱ Veriog HDL ͱΛ׆༻͢Δ͜ͱʹ
Α੍ͬͯ͢ޚΔख๏ΛఏҊ͍ͯ͠Δ [4]ɽͦͷGPU-FPGA
ؒDMAసૹٕज़ʹՃ͑ɼզʑOpenCL͔Β੍ޚՄͳ
FPGAؒ௨৴ٕज़ [5]։ൃ͓ͯ͠ΓɼຊߘͰ͜ΕΒͷ
ٕज़Λ༥߹͢Δ͜ͱʹΑ࣮ͬͯ͞ݱΕΔෳϊʔυ্ʹ͓

͚Δ GPU-FPGAؒ࿈ܞʹ͍ͭͯड़Δɽ

2. Intel FPGA SDK for OpenCL

IntelOpenCLΛ༻͍ͯ FPGAճ࿏ΛઃܭͰ͖Δ։ൃ
ڥ [6]Λఏ͓ͯ͠ڙΓɼզʑͷఏҊ͢Δख๏͜ͷπʔ
ϧͷར༻Λલఏͱ͍ͯ͠Δɽਤ 2ʹ Intel FPGA SDK for
OpenCLʹ͓͚ΔϓϩάϥϛϯάϞσϧΛࣔ͢ɽϢʔβ
ϗετ PC্Ͱಈ͢࡞Δϗετίʔυͱ FPGA্Ͱಈ࡞
͢ΔΧʔωϧίʔυͱͷ 2छྨͷίʔυΛهड़͢Δɽϗε

+

Kernel

Load a

Load b

Store c

Interconnect

Memory
Controller 

PCIe
Controller 

Driver

FPGA

Host Application

External 
Memory

Host PC

Translated by 
Intel Offline Compiler

__kernel void vecadd
(__global float *a,
__global float *b,
__global float *c)

{
int gid = get_global_id(0);
c[gid] = a[gid] + b[gid];

}

OpenCL kernel code

int main(int argc, char *argv[]) {
init();
clEnqueueWriteBuffer(...);
clEnqueueNDRangeKernel(...,vecadd,...);
clEnqueueReadBuffer(...);
display_result(...);
return 0;

}

OpenCL host code

These features like peripheral 
controllers are provided from 
Board Support Package (BSP)

FPGA board

ਤ 3: Intel FPGA SDK for OpenCLϓϥοτϑΥʔϜ
ͷߏਤɽ

τίʔυओʹ OpenCL API (Application Programming
Interface) Λ༻͍ͯͷ FPGAͷίϯϑΟάϨʔγϣϯɼϝ
ϞϦཧɼΧʔωϧ࣮ߦཧͳͲͷ FPGAσόΠεͷ੍ޚ
Λ୲͠ɼΧʔωϧίʔυ FPGAʹΦϑϩʔυ͞ΕΔ
ԋࢉΛ୲͢Δɽ͜ͷϓϩάϥϛϯάϞσϧͰɼϗετ

ίʔυͱΧʔωϧίʔυผʑʹίϯύΠϧ͞ΕɼΦϑϥ

ΠϯίϯύΠϧͷΈ͕αϙʔτ͞Ε͍ͯΔɽ͜Εཧ߹

ͱஔઢɼಛʹஔઢʹؒ࣌ཁ͢ΔͨΊͰ͋Δɽ

ϗετίʔυ gcc Intel CompilerͳͲͷඪ४తͳ Cί
ϯύΠϥʹͯίϯύΠϧ͞Εɼϗετ PC্Ͱಈ͢࡞Δ࣮
όΠφϦ͕ੜ͞ΕΔɽΧʔωϧίʔυߦ Intel FPGA
SDK for OpenCLʹଐ͍ͯ͠Δઐ༻ίϯύΠϥʹͯɼ
ཧ߹Մͳ Verilog HDLϑΝΠϧʹม͞ΕɼόοΫΤ
ϯυͰಈ͢࡞Δ Quartus Prime͕ͦͷ Veirlog HDLϑΝ
Πϧ͔ΒɼFPGAͷճ࿏σʔλΛؚΉ aocxϑΝΠϧΛੜ
͢ΔɽOpenCL APIΛ༻͍Δ͜ͱͰɼϗετΞϓϦέʔ
γϣϯͷ࣮࣌ߦʹ aocx ϑΝΠϧ͕ FPGA ʹμϯϩʔ
υɾճ࿏ͷߏ࠶͕ߦΘΕɼΧʔωϧͷ࣮ߦʹඞཁͳσʔ

λΧʔωϧͷ࣮݁ߦՌͳͲ PCIeόεΛհͯ͠సૹ͞
ΕΔɽ

ਤ 3ʹ Intel FPGA SDK for OpenCLϓϥοτϑΥʔϜ
ͷߏਤΛࣔ͢ɽCίϯύΠϥʹΑͬͯϗετίʔυ͔Β
ϗετΞϓϦέʔγϣϯͷ࣮ߦόΠφϦ͕ੜ͞ΕɼIntel
FPGA SDK for OpenCLʹଐ͍ͯ͠Δઐ༻ίϯύΠϥ
ʹΑͬͯΧʔωϧίʔυʹهड़͞Ε͍ͯΔԋࢉΛύΠϓϥ

Πϯॲཧ͢ΔϋʔυΣΞ͕Χʔωϧίʔυ͔Βੜ͞Ε

ΔɽPCIeίϯτϩʔϥσόΠευϥΠόɼFPGAσό
Πεͷ֎෦ϝϞϦίϯτϩʔϥͳͲ Bittware Terasic
ͳͲͷ FPGAϘʔυϕϯμʔ͔Βఏ͞ڙΕΔ BSP (Board
Support Package) ʹಉࠝ͞Ε͍ͯΔɽFPGAϘʔυຖʹɼ
FPGAνοϓ֎෦ϖϦϑΣϥϧߏҟͳΔɽϘʔυ
ؒͷͦΕΒͷࠩҟΛٵऩ͢ΔͨΊʹɼϘʔυݻ༗ͷύϥ

ϝʔλճ࿏ BSPͱ͍͏ܗͰఏ͞ڙΕɼΧʔωϧίʔ
υͷίϯύΠϧ࣌ʹ BSPΛಡΈࠐΈར༻͢ΔɽҰൠతʹɼ
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ਤ 4: OpenCL ʹΑΔ GPU-FPGA ؒσʔ
λసૹͷུ֓ਤɽ

OpenCLରԠͷ FPGAϘʔυΛར༻͢Δ߹ɼϘʔυͷ
։ൃ͔ݩΒ BSP͕ఏ͞ڙΕɼϢʔβͦͷ BSPΛར༻͠
ͯOpenCLΛ༻͍ͨճ࿏։ൃΛ͏ߦɽͦͷͨΊɼϢʔβ
ϗετίʔυͱΧʔωϧίʔυͷ࣮ͷΈʹྗ͢ΕΑ

͘ɼͨͱ͑ҟͳΔ FPGAϘʔυΛར༻͢Δͱͯ͠ɼͦͷ
FPGAϘʔυͷ BSP͕ఏ͞ڙΕ͍ͯΕɼطଘͷίʔυ
ΛҠ২͢Δ͜ͱ͕ՄͰ͋Δɽ

·ͨɼϢʔβ͕༻͍ͨ͠֎෦ϖϦϑΣϥϧΛ BSPͰα
ϙʔτ͍ͯ͠ΕɼͦΕΛOpenCLΧʔωϧ͔Β੍͢ޚΔ
͜ͱ͕ՄͰ͋Δɽ͔͠͠ɼجຊతʹ BSP OpenCLϓ
ϩάϥϛϯάΛՄʹ͢Δ࠷ݶͷΠϯλʔϑΣʔεɼ͢

ͳΘͪ֎෦ϝϞϦίϯτϩʔϥͱ PCIeίϯτϩʔϥɼσ
όΠευϥΠό͔͠ఏ͍ͯ͠ڙͳ͍ɽ͕ͨͬͯ͠ɼBSPͰ
αϙʔτ͞Ε͍ͯͳ͍֎෦ϖϦϑΣϥϧΛOpenCLΧʔω
ϧ͔ΒΞΫηε͢ΔͨΊʹɼϢʔβࣗͰͦͷ֎෦ϖϦ

ϑΣϥϧΛૢ͢࡞ΔϋʔυΣΞίϯτϩʔϥΛ࣮͠ɼ

BSPʹΈࠐΉඞཁ͕͋Γɼͦͯ͠ BSPʹΈࠐΜͩί
ϯτϩʔϥɼϕϯμʔ֦ுػͰ͋Δ I/O Channel API
Λ༻͢ΔOpenCLΧʔωϧίʔυΛهड़͢Δ͜ͱʹΑͬ
ͯɼFPGA (OpenCLΧʔωϧ) ͔ΒΞΫηε͢Δ͜ͱ͕Ͱ
͖Δɽ͢ͳΘͪɼOpenCL͔Β੍ޚՄͳGPU-FPGAؒ
σʔλసૹ [4]ͱ FPGAؒ௨৴ٕज़ [5]Ͱɼલऀ BSP
தͷ PCIeίϯτϩʔϥʹ GPU-FPGAؒσʔλసૹΛ࣮
ΛՃ͠ɼͦΕΛػΔ͢ߦ OpenCLΧʔωϧ͔Β I/O
Channel APIΛհ੍͓ͯͯ͠͠ޚΓɼऀޙ FPGAϘʔ
υʹ͞ࡌΕ͍ͯΔωοτϫʔΫϙʔτͰ͋Δ QSFP+
(Quad Small Form-factor Pluggable Plus)Λૢ͢࡞Δίϯ
τϩʔϥΛ Verilog HDLͰ࣮͠ɼͦΕΛ BSPʹΈࠐ
ΈɼOpenCLΧʔωϧ͔Β੍͍ͯ͠ޚΔɽҎ߱ͷষʹͯɼ
ͦΕΒͷৄࡉʹ͍ͭͯड़Δɽ
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ਤ 5: PCIeΞυϨεۭؒ GPUϝϞϦΛϚοϓ͢Δ
ίʔυɽ12ߦͷ tcaCreateHandleGPU()ؔͰPCIe
ΞυϨεۭؒʹ GPUϝϞϦΛϚοϓ͠ɼͦͷϝϞϦΞ
υϨεΛ paddrʹ֨ೲ͢Δɽ

3. OpenCL͔Β੍ޚՄͳGPU-FPGAؒ
σʔλసૹ

ਤ 4ʹɼOpenCL͔Β੍ޚՄͳGPU-FPGAؒσʔλ
సૹͷ֓ཁΛࣔ͢ɽ͜ͷػɼGPUσόΠεͷάϩʔό
ϧϝϞϦɼFPGAσόΠεͷ֎෦ϝϞϦΛ PCIeΞυϨε
ۭؒʹϚοϐϯά͢Δ͜ͱͰɼPCIeίϯτϩʔϥ IP͕࣋
ͭ DMAߏػΛ༻͍ͯํͷϝϞϦؒͰσʔλͷίϐʔΛ
ɽ͜Εɼ͔͏ߦ ͭͯHA-PACS/TCAͷ։ൃ [1]ʹ͓͍ͯ
ɼPCIe্ʹଓ͞ΕͨGPUͱͨ͠ݱ࣮ FPGAΛ PCIeͷ
ύέοτ௨৴ϓϩτίϧΛ༻͍ͯ௨৴ͤ͞Δٕज़ͱجຊత

ʹಉ͡Ͱ͋Δ͕ɼ͜ͷख๏Ͱ FPGA͕ࣗతʹDMA
సૹΛىಈ͢ΔɽFPGA͔Β GPUʹରͯ͠ͷ DMAసૹ
ҎԼͷखॱͰ࣮͞ߦΕΔɽ

• CPUଆͰͷઃఆ
( 1 ) GPUͷάϩʔόϧϝϞϦΛ PCIeΞυϨεۭؒ
ʹϚοϓ

( 2 ) Ϛοϓͨ͠ϝϞϦΞυϨεใΛ FPGAʹૹ৴
• FPGAଆͰͷઃఆ

( 3 ) GPUϝϞϦΞυϨεใΛݩʹσΟεΫϦϓλ
Λੜ͠ɼσΟεΫϦϓλίϯτϩʔϥʹૹ৴

( 4 ) DMAίϯτϩʔϥʹσΟεΫϦϓλΛॻ͖ࠐΉ
( 5 ) σόΠεؒ DMA͕ىಈ
( 6 ) DMAίϯτϩʔϥ͕ྃ৴߸Λൃߦ
( 7 ) OpenCLΧʔωϧͰྃ৴߸Λݕग़

ͳ͓ɼCPUଆͰͷઃఆ͕ͩɼࢉܭத FPGA্ʹอଘ͞
Εͨ GPUଆΞυϨεใσΟεΫϦϓλΛ܁Γฦ͠༻
͍ΔͨΊɼ1⃝ͱ 2⃝ࢉܭ։࣌࢝ʹҰ࣮͢ߦΔ͚ͩͰྑ͍ɽ

3.1 PCIeΞυϨεϚοϐϯά
GPUͷάϩʔόϧϝϞϦΛ PCIeΞυϨεۭ͔ؒΒΞ

Ϋηε͢ΔͨΊʹɼNVIDIA͕ఏ͍ͯ͠ڙΔ APIΛ༻
͍ͯάϩʔόϧϝϞϦΛ PCIe ΞυϨεۭؒʹϚοϓ͢
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ද 1: σΟεΫϦϓλͷࣜܗɽ
Bits Name
[31:0] Source Low Address
[63:32] Source High Address
[95:64] Destination Low Address
[127:96] Destination High Address
[145:128] DMA Length
[153:146] DMA Descriptor ID
[159:154] Reserved

Δඞཁ͕͋ΔɽGPUϝϞϦ CPU্Ͱಈ͢࡞Δ CUDA
ϥΠϒϥϦ GPUυϥΠόʹΑͬͯཧ͞Ε͓ͯΓɼ͜
ͷ API GPUυϥΠόʹ࣮͞Ε͍ͯΔɽ͕ͨͬͯ͠ɼ
FPGA ͔Β GPU ʹରͯ͠௨৴Λ͏ߦ߹Ͱ͋ͬͯ
ɼ·ͣ CPU্Ͱ APIΛ༻͍ͯ PCIeΞυϨεۭ͔ؒΒ
GPUϝϞϦʹΞΫηεͰ͖ΔΑ͏ʹઃఆ͠ͳ͚ΕͳΒ
ͳ͍ɽͦͯ͠ɼDMAసૹΛࡍ͏ߦʹɼGPUΛ͢ࢦ PCIe
ΞυϨεΛ DMA సૹઌ͋Δ͍సૹࢦʹݩఆ͢Δ͜ͱ
ͰɼGPU-FPGAؒͷ DMAΛ࣮ݱͰ͖ΔɽGPUϝϞϦ
ʹؔ͢Δ੍ޚʹɼPEACH2[1]Ͱ༻͍͍ͯͨΧʔωϧϞ
δϡʔϧ͓ΑͼϥΠϒϥϦΛ༻͍Δɽ

PEACH2Ͱ༻͍͍ͯͨ APIΛ༻͍ͨ PCIeΞυϨεۭ
ؒͷGPUϝϞϦͷϚοϓํ๏Λਤ 5ʹࣔ͢ɽPEACH2
ͷ APIͰ͋Δ tcaCreateHandleGPU()ؔʹϗετଆͰ
ͨ͠ϙΠϯλΛ͢͜ͱʹΑΓɼPCIeΞυϨεۭؒ࡞
ʹϚοϓ͞Εͨ GPUϝϞϦͷΞυϨεͰ͋Δ paddrΛ
Δ͜ͱ͕Ͱ͖Δɽ͜ͷؔɼͱͱ PEACH2ͷ௨৴
ରͱ͢ΔϝϞϦྖҬΛࣝผ͢ΔͨΊͷϋϯυϧΛ࡞͢

ΔؔͰ͋Δ͕ɼ෦తʹલड़ͨ͠ NVIDIA͕ఏ͢ڙ
ΔKernel APIΛ༻͍ͯGPUΞυϨεΛ PCIeΞυϨεʹ
Ϛοϓͦ͠ͷΞυϨεΛऔಘ͓ͯ͠Γɼ͜ͷख๏Ͱͦͷ

Λྲྀ༻͍ͯ͠Δɽػ

3.2 σΟεΫϦϓλͷੜ

BSP ͷ PCIe ίϯτϩʔϥɼIntel ͕ࣗࣾ FPGA
Δ͍ͯ͠ڙఏʹ͚ “Arria 10 Hard IP for PCI Express
Avalon-MM with DMA” ͷ IP Λར༻͍ͯ͠Δɽ͜ͷ IP
ʹ DMAίϯτϩʔϥ (DMAC: DMA Controller) ͕
ଂ͞Ε͓ͯΓɼDMACʹରͯ͠σΟεΫϦϓλΛॻ͖ࠐΉ
͜ͱʹΑͬͯɼDMAసૹ͕ߦΘΕΔɽσΟεΫϦϓλ
ද 1ʹࣔ͢Α͏ʹಛఆͷࣜܗʹैͬͯDMAసૹʹඞཁͳ
σʔλ͕֨ೲ͞Ε͍ͯΔɽSource DMAసૹݩ PCIeΞ
υϨεɼDestinationDMAసૹઌPCIeΞυϨεɼDMA
Lengthసૹ (ϫʔυ୯Ґ)ɼDMA Descriptor IDస
ૹ࣌ྃʹͲͷసૹ͕͔ͨྃ͠Λผ͢ΔͨΊʹ༻͍Δ

IDͰ͋Δɽ͜ͷσΟεΫϦϓλͷ SourceDestination
ͷ AddressʹલઅͰड़ͨ PCIeΞυϨεۭؒʹϚοϓ͞
ΕͨGPUϝϞϦΞυϨεΛηοτ͢Δ͜ͱʹΑΓɼFPGA

CPU専用レジスタ

CPU専用レジスタ

PCIe IPコア

from/to host/GPU

Write モジュール

Read モジュール

readバス

writeバス

Descriptor Controller

OpenCL
kernel

外部メモリ

非同期FIFO

非同期FIFO

OpenCLカーネルクロックドメイン PCIe クロックドメイン (250 MHz)

ਤ 6: σΟεΫϦϓλίϯτϩʔϥͷߏਤɽ৭ͷ
ഁઢͰғ·ΕͨίϯϙʔωϯτΛՃ͑Δ͜ͱʹΑΓ

OpenCLΧʔωϧ͔ΒσΟεΫϦϓλίϯτϩʔϥΛ
ɼσΟεΫϦϓλΛ͠࡞ૢ DMACʹॻ͖ࠐΉ͜ͱ͕Ͱ
͖Δɽ

 PCIe DMACΛ༻͍ͯGPUσόΠεϝϞϦ͔Βͷσʔ
λಡΈग़͠ GPUσόΠεϝϞϦͷσʔλॻ͖ࠐΈΛ
ͰɼPCIeΞυϨεۭؒʹϚοϓ͞ΕߘͰ͖Δɽຊߦ࣮
ͨ GPUϝϞϦΞυϨεΛ OpenCL APIʹΑͬͯ FPGA
ʹૹ৴͠ɼFPGA (OpenCLΧʔωϧ) ɼड৴ͨ͠Ξυ
ϨεใΛݩʹσΟεΫϦϓλΛੜ͠ɼͦΕΛ DMAC
ʹॻ͖ࠐΉ͜ͱʹΑͬͯɼGPU-FPGAؒσʔλసૹΛ࣮
Δɽ͢ߦ

3.3 σΟεΫϦϓλͷॻ͖ࠐΈ

ਤ 6 ʹ DMAC ʹσΟεΫϦϓλΛॻ͖ࠐΉͨΊͷϞ
δϡʔϧͰ͋ΔσΟεΫϦϓλίϯτϩʔϥͷߏਤΛࣔ

͢ɽ͜ͷख๏ɼOpenCLΧʔωϧͰੜͨ͠σΟεΫ
ϦϓλΛ I/O Channel API (write channel intelؔ)Λհ
ͯ͜͠ͷϞδϡʔϧʹ͠ɼσΟεΫϦϓλίϯτϩʔϥ

͕ड͚औͬͨσΟεΫϦϓλΛ DMACʹॻ͖ࠐΉ͜ͱʹ
ΑͬͯGPU-FPGAؒσʔλసૹΛ࣮͍ͯ͠ߦΔɽͨͩ͠ɼ
CPUϗετ-FPGA ؒͰ OpenCL API Λ༻͍ͨ DMA
సૹ (clEnqueueReadBuffer clEnqueueWriteBuffer) Λ
Δɽ͢࡞ΔͨΊʹσΟεΫϦϓλίϯτϩʔϥΛૢ͢ߦ࣮

͕ͨͬͯ͠ɼͦΕʹڝ߹͠ͳ͍Α͏ʹOpenCLΧʔωϧ͔
ΒσΟεΫϦϓλίϯτϩʔϥʹରͯ͠ΞΫηε͢Δඞཁ

͕͋ΔɽҎԼʹσΟεΫϦϓλίϯτϩʔϥͷಈ࡞ʹ͍ͭ

ͯड़Δɽ

σΟεΫϦϓλίϯτϩʔϥ FPGA͔ΒσʔλΛૹ
৴͢ΔͨΊͷσΟεΫϦϓλΛ DMACʹॻ͖ࠐΉͨΊͷ
WriteϞδϡʔϧɼσʔλΛड৴͢ΔͨΊͷσΟεΫϦϓ
λΛॻ͖ࠐΉͨΊͷ ReadϞδϡʔϧ͔Βߏ͞ΕɼͦΕ
ͧΕͷϞδϡʔϧ CPUͷΈ͕ΞΫηεͰ͖ΔϨδελɼ
ϗετ-FPGAؒͷ DMAసૹΛ࣮͢ߦΔͨΊͷσΟεΫ
ϦϓλΛ֨ೲ͢ΔͨΊͷ FIFOΛ༗͢Δɽϗετ-FPGA
ؒͰ DMAσʔλసૹΛ࣮͢ߦΔ߹ɼCPU·ͣ PIO
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ਤ 7: GPU ͔Β FPGA ͷ DMA సૹΛ࣮͢ߦΔ
OpenCLΧʔωϧίʔυɽ

(Programable IO) ΞΫηεʹΑͬͯɼReadϞδϡʔϧɼ
͘͠WriteϞδϡʔϧʹ͋ΔϨδελΛૢ͠࡞ɼͦ
ͷ DMAసૹΛ࣮͢ߦΔͨΊͷσΟεΫϦϓλΛϗετϝ
ϞϦ͔Β FPGAʹϩʔυ͢ΔͨΊͷσΟεΫϦϓλΛੜ
͢ΔɽͦͷσΟεΫϦϓλΛReadϞδϡʔϧ͔ΒDMAC
ʹॻ͖ࠐΉ͜ͱʹΑͬͯɼDMAసૹΛ࣮͢ߦΔͨΊͷσΟ
εΫϦϓλϗετϝϞϦ͔ΒಡΈग़͞ΕɼReadϞδϡʔ
ϧɼ͘͠WriteϞδϡʔϧͷ FIFOʹ֨ೲ͞ΕΔɽ
ͦͷޙɼFIFOʹ֨ೲ͞ΕͨσΟεΫϦϓλΛ DMACʹ
ॻ͖ࠐΉͱɼϗετ-FPGAؒͰ DMAσʔλసૹ͕࣮ߦ
͞ΕΔɽ

͜ΕΒͷಈ࡞Λ͛Δ͜ͱͳ͘ OpenCLΧʔωϧίʔ
υ͔ΒGPU-FPGAؒDMAσʔλసૹΛ࣮͢ߦΔͨΊʹ
ɼReadϞδϡʔϧɼWriteϞδϡʔϧʹGPU-FPGA
ؒ DMAσʔλసૹΛ࣮͢ߦΔͨΊͷσΟεΫϦϓλΛ֨
ೲ͢Δ FIFOΛ༻ҙ͠ɼϓϥΠΦϦςΟΤϯίʔμʹΑͬ
ͯͦΕͧΕͷϞδϡʔϧ͔ΒͷσΟεΫϦϓλͷൃߦΛద

ʹഉଞ੍͢ޚΕྑ͍ɽͦΕΒΛ࣮͢ߦΔͨΊʹਤͷ

৭ͷഁઢͰғ·ΕͨίϯϙʔωϯτΛ Verilog HDLͰ࣮
͠ɼσΟεΫϦϓλίϯτϩʔϥʹ͚Ճ͑ͨɽͳ͓ɼ

OpenCLΧʔωϧͱσΟεΫϦϓλίϯτϩʔϥͷΫϩο
ΫυϝΠϯҟͳΔͨΊɼOpenCL Χʔωϧίʔυ͔Β
σΟεΫϦϓλίϯτϩʔϥʹσΟεΫϦϓλΛૹ৴͢Δ

ͨΊʹඇಉظ FIFO͕ඞཁͱͳΔɽͦͯ͠ [7]ͱಉ༷ʹɼ
BSPͷϋʔυΣΞίϯϙʔωϯτͱ OpenCLΧʔω
ϧίʔυͱΛؔ࿈͚͍ͯΔ board spec.xmlΛదʹฤ
ू͢Δ͜ͱʹΑͬͯɼGPU-FPGAؒσʔλసૹΛ࣮͢ߦ
Δ OpenCLΧʔωϧίʔυΛهड़͢Δ͜ͱ͕ՄͱͳΔɽ

40G Eth.
Controller

User 
app.

CoE
ctrl.

OpenCL Circuits (Kernels) BSP

Serial Links (x4)I/O ChannelsCoE Channel

CoE system

ਤ 8: Channel over Ethernet (CoE) γεςϜͷུ֓ਤɽ

ਤ 9: CoEΛ༻͍ͯ௨৴Λ͏ߦίʔυྫɽ

3.4 GPU-FPGA DMAίʔυྫ
ਤ 7  GPU ͔Β FPGA ͷ DMA సૹΛ࣮͢ߦΔ

OpenCLΧʔωϧίʔυͰ͋Γɼ1ߦͷ pragma Intel
FPGA SDK for OpenCLͷಠ֦ࣗுͰ͋Δ channelͷ༗
ޮԽΛίϯύΠϥʹࣔ͢ࢦΔͨΊͷͷͰ͋Γɼ3 ∼ 10
Ͱߦ DMA ίϯτϩʔϥʹॻ͖ࠐΉͨΊͷσΟεΫϦ
ϓλͷߏମΛɼ12ɼ13ߦͰ I/O ChannelมͰ͋Δ
fpga dmaͱ dma statΛఆ͍ٛͯ͠ΔɽGPU͔Β FPGA
ͷ DMAసૹͳͷͰɼσΟεΫϦϓλͷ Sourceʹ PCIe
ΞυϨεۭؒʹϚοϓͨ͠ GPU ϝϞϦΞυϨεͰ͋Δ
gpu memadrΛɼDestinationʹ FPGA֎෦ϝϞϦΞυϨ
ε (fpga mem) Ληοτ͍ͯ͠Δɽ·ͨɼ0∼127ͷ id
ϗετ CPU͕ར༻͍ͯ͠ΔͨΊɼOpenCLΧʔωϧͰੜ
͞ΕΔσΟεΫϦϓλͷ id 128∼255ͱ͍ͯ͠Δɽੜ
͞ΕͨσΟεΫϦϓλ write channel intelؔʹΑͬ
ͯɼσΟεΫϦϓλίϯτϩʔϥʹ͓͚Δ ReadϞδϡʔ
ϧʹૹ৴͞ΕɼϞδϡʔϧͷ FIFOͰόοϑΝϦϯά͞
ΕΔɽͦͷޙɼదͳλΠϛϯάͰ DMAίϯτϩʔϥʹ
ॻ͖ࠐ·ΕɼGPU͔Β FPGAͷDMAసૹ͕࣮͞ߦΕɼ
ͦͷ DMAసૹʹཁͨ͠αΠΫϧ͕ read channel intel
ؔΛհͯ͠ɼOpenCLΧʔωϧίʔυͰಡΈग़͞ΕΔɽ

4. OpenCL ͔Β੍ޚՄͳ FPGA ؒ௨৴
ٕज़

4.1 ֓ཁ

զʑ FPGAؒͰ௨৴Λڥ͏ߦͱͯ͠ Channel
over Ethernet (CoE) ͱ͍͏γεςϜΛ։ൃ͍ͯ͠Δ [5]ɽ
ਤ 8 ʹࣔ͢Α͏ʹɼCoE γεςϜ BSP ʹՃ͞Εͨ
Ethernet ίϯτϩʔϥ͓Αͼपลճ࿏ (HDL Ͱهड़) ɼ
OpenCLΧʔωϧͰهड़͞Ε੍ͨޚΧʔωϧ܈ͱɼͦΕΒ
ͷؒΛͭͳ͙ ChannelɼCoEγεςϜͱΞϓϦέʔγϣϯ
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Kernel
ping

Kernel
reply

32 bits

32 bits

expander

expander

Buffer

Buffer

136 bits

136 bits

280 bits

280 bits

M
u
ltip

lexer

280 bits

to I/O channel

ਤ 10: CoEૹ৴ճ࿏ͷߏɽ

ͷڥքʹ͋Δ ChannelͰ͋Δ “CoE Channel”͔Βߏ͞
ΕΔɽ

CoEΛ༻͍ͯ௨৴͢Δࡍͷ؆୯ͳྫΛਤ 9ʹࣔ͢ɽ2ͭ
ͷΧʔωϧؔҟͳΔ FPGA্Ͱಈ͓ͯ͠࡞Γɼૹ৴ଆ
ͷ “simple out” channelͱड৴ଆͷ “simple in” channel
͕ CoEγεςϜΛ௨͓ͯͯͬ͡ܨΓɼ௨৴͕ՄͱͳΔɽ

CoEͷ௨৴ϓϩτίϧͦͷ໊લ͕ࣔ͢௨Γ Ethernet
Λ༻͍͍ͯΔɽFPGAͰར༻Ͱ͖ΔϓϩτίϧEthernet
͚ͩͰͳ͍͕ɼͦͷத͔Β EthernetΛ࠾༻͍ͯ͠Δཧ
༝ɼ͞ൢࢢΕ͍ͯΔεΠονΛ༻͍ͯଟͷ FPGA͔
ΒͳΔωοτϫʔΫΛߏஙͰ͖ΔͨΊͰ͋Δɽ

EthernetΛ༻͍Δͱ͍͏͜ͱɼEthernetͷ༷ʹैͬ
ͨύέοτϑΥʔϚοτʹैͬͯ௨৴Λ͢Δඞཁ͕͋Δ

͕ɼCoEͰͦΕΒΛ͏ߦճ࿏Λ OpenCLଆͰ࣮ͯ͠
͍Δɽ͜ͷํࣜͷϝϦοτ OpenCLଆͱ BSPଆͷΠϯ
λʔϑΣΠε͕ૹ৴ɾड৴ͷ͋Θͤͯ 2ͭͷ I/O Channel
Ͱݻఆ͞ΕΔʹ͋Δɽ͠ɼύέοτߏஙͳͲΛ BSP
ଆʹߏஙͯ͠͠·͏ͱɼΞϓϦέʔγϣϯଆͰΘΕΔ

ChannelΠϯλʔϑΣΠε͕มԽ͢Δͨͼʹ BSPΛߏ࠶
ங͠ͳ͚ΕͳΒͳ͍ɽ

HDLੜ͕ੑ࢈͘ػ։ൃಈ֬࡞ೝʹ͔͔͕ؒ࣌Δ
͜ͱɼ֎෦ΠϯλʔϑΣΠεͰཁ͞ٻΕΔಈ࡞प*1Λ

ຬͨ͢Ίͷνϡʔχϯάͷख͕ؒେ͖͍ɼͱ͍͔ͬͨΒ

BSPͷมߋίετ͕͍ͨߴΊཹΊ͍ͨɽҰํͰɼ͜͏
͍ͬͨॲཧΛOpenCLͰ࣮͢Δ͜ͱੑ໘ͰͷԼ͕
೦͞ΕΔɽ௨৴εϧʔϓοτੑʹ͍ͭͯ֎෦ϦϯΫݒ

ʹੑͷ্͕͋ݶΔͨΊɼOpenCLͰ࣮ͨ͠ͱͯ͠े
ຬͤΔͱ͑ߟΒΕΔ͕ɼOpenCLͰαΠΫϧϨϕϧͰ
ͷಈه࡞ड़͕Ͱ͖ͳ͍ͨΊɼϨΠςϯγͷ࠷దԽ͕ࠔͰ

͋Δ͜ͱɼҰൠతʹߴҐ߹ HDLͰهड़͢Δ߹ΑΓ
ଟ͘ͷճ࿏ϦιʔεΛফඅ͢Δͱ͍͏͕͋Δɽ͜

ΕΒͷཁૉΛྀͯ͠ߟɼ੍ޚʹؔ͢ΔϩδοΫΛ OpenCL
Ͱهड़͢ΔϝϦοτͷํ͕େ͖͍ͱஅ͠ɼOpenCLͰه
ड़͢ΔํΛબ͍ͯ͠Δɽ

4.2 ҰରҰ௨৴

CoE ʹ͓͚ΔҰରҰ௨৴ͷૹ৴ଆͷσʔλͷྲྀΕΛ
ਤ 10ʹࣔ͢ɽ͜ͷਤ pingpongϕϯνϚʔΫʹ͓͚Δ
CoEωοτϫʔΫΛදͨ͠ͷͰ͋Γɼૹ৴༻ͷΧʔω
ϧ pingɼฦ৴༻ͷΧʔωϧ reply͕͋Δɽͳ͓ɼCoEγε

*1 ྫ͑ɼPCIe όεʹؔ͢Δճ࿏ 250MHzɼ40GbE ʹؔ͢Δ
ճ࿏ 312.5MHz Ͱಈ͢࡞Δ͜ͱ͕ٻΊΒΕΔɽ

ςϜҰରҰ௨৴͚ͩͰͳ͘ूஂ௨৴αϙʔτ͍ͯ͠Δ

͕ɼूஂ௨৴ͷػΛ༻͍ͨ GPU-FPGA࿈ܞະ࣮Ͱ
͋ΔͨΊɼຊߘͰूஂ௨৴ͷઆ໌ׂѪ͢Δɽ

CoEͷૹ৴ճ࿏ҎԼʹࣔ͢ 3ͭͷΧʔωϧ͔Βߏங͞
Ε͓ͯΓɼશͯ OpenCLͰهड़͞Ε͍ͯΔɽ
expander Χʔωϧ͔ΒͷೖྗσʔλΛ 128bit ୯Ґʹ

ύοΩϯάͯ͠ bufferʹૹΓग़͢ɽ
buffer expander͔ΒͷσʔλΛόοϑΝϦϯά͠ɼEth-

ernet ύέοτʹ͠ܗύέοτετϦʔϜΛ࡞
͢Δɽ

multiplexer ෳͷύέοτྻΛϚʔδ͠ɼ1ͭͷετ
ϦʔϜΛܗ͢Δɽ

CoEγεςϜ͍͔ͭ͘ͷૹ৴ϞʔυΛͪ࣋ɼਤ 10ʹࣔ
͢௨৴ɼ͍ߴεϧʔϓοτΛಘΔͨΊʹ͋Δఔͷσʔ

λΛόοϑΝϦϯά͠ɼ1ͭͷύέοτʹవΊͯૹ৴͢Δ
όοϑΝϦϯάϞʔυͰ͋Δɽ͜ͷϞʔυͰ expander
Χʔωϧͱ bufferΧʔωϧΛ༻͍ͯύέοτ͕ੜ͞ΕΔɽ
ड৴ଆෳࡶͳόοϑΝॲཧ͕ඞཁͳ͍ͨΊɼૹ৴ଆΑ

Γγϯϓϧʹߏ͞Ε͍ͯΔɽύέοτʹؚ·Ε͍ͯΔѼ

ઌ Channelͷ ID͔Βܦ࿏Λஅͯ͠ ChannelʹσʔλΛ
ผ͢ΔΧʔωϧͱɼEthernetϔομͷআڈΛ͏ߦΧʔω
ϧͷ 2͔ͭΒߏ͞Ε͓ͯΓɼ୯Ұͷಈ࡞Ϟʔυ͔ΒΔɽ

CoE ChannelͦΕͧΕݻ༗ͷ IDΛ͓ͯͬ࣋ΓɼIDͱ
ѼઌΞυϨεͰ௨৴૬खΛܾఆ͢ΔɽѼઌૹ৴༻ύέο

τΛੜ͢ΔΧʔωϧΛىಈ͢ΔࡍʹҾͰࢦఆ͢Δɽϗ

ετଆͷίʔυͱOpenCLΧʔωϧͷؒͷΠϯλʔϑΣΠ
εΛΧʔωϧىಈͰͨ͏ߦΊɼΧʔωϧͷ࣮ߦϞσϧʹ༝

དྷ͢Δ੍͕͋ݶΔɽOpenCLͷ༷Ͱ࣮ߦதͷΧʔωϧ
Λϗετ͔Βఀ͢ࢭΔखஈ͕ͳ͍ɽ͢ͳΘͪɼҰΧʔω

ϧΛىಈͯ͠ѼઌΛܾఆ͢ΔͱɼϓϩάϥϜ࣮ߦதมߋ

Ͱ͖ͳ͍ɽ͔͠͠ͳ͕ΒɼੑߴࢉܭͷΞϓϦέʔγϣϯ

ʹ͓͚ΔҰରҰ௨৴௨৴૬ख͕ݻఆͰ͋Δ͜ͱ͕Ұൠత

Ͱ͋ΔͨΊɼ͜ͷ੍ݶ͞΄ͲʹͳΒͳ͍ͱ͍ͯ͑ߟ

Δɽ·ͨɼIntel OpenCLڥʹ Host ChannelͱݺΕ
Δϗετͱ FPGAؒΛ Channelଓ͢Δػ͕͋Γɼ͜
ͷػΛ࣮͑ߦதͷΧʔωϧʹσʔλΛͤΔͨΊɼ

͜ͷ੍ݶΛղফͰ͖Δͷͱ͓ͯ͑ߟΓɼ࣮ޙࠓ͢Δ༧

ఆͰ͋Δɽ

4.3 ߲ࣄݶ੍

CoE։ൃதͷγεςϜͰ͋Γɼ͍͔ͭ͘ͷ੍͕߲ࣄݶ
Δɽ͍ͯͬ

• ΞϓϦέʔγϣϯͱ CoEγεςϜͷؒͷ Channel
float͔͠ܕऔΕͳ͍ɽ

• multiplexerʹ͓͚ΔόοϑΝϦϯάͷෆʹΑΓɼಉ
ʹ࣌ 1ͭͷ channel͔͠௨৴Ͱ͖ͳ͍ɽ

• ϑϩʔ੍ޚ࠶ૹ੍ޚͷ࣮ͳ͘ɼड৴ଆͷόο
ϑΝ͕ෆͨ͠߹ύέοτ͕མ͢Δɽ
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ਤ 11: ϊʔυΛ͍ͩލ GPUಉ࢜ͷ pingpongϕϯνϚʔΫΛ࣮͢ߦΔ OpenCLΧʔωϧ܈ɽ

ಛʹόοϑΝϦϯάͷػෆʹΑΓ௨৴ੑ੍͕͞ݶ

Ε͓ͯΓɼෳͷ channelʹରͯ͠ floatܕͷσʔλΛॻ
ΜͰɼ͋ΔΫϩοΫαΠΫϧͰૹ৴͞ΕΔσʔλࠐ͖

1ͭͷ channel͔Β͔͠બΕͳ͍ɽ͢ͳΘͪɼ௨৴ྗ
 32bit/cycleͰ͋Δɽ͜ΕΒͷ੍߲ࣄݶҾ͖ଓ͖։ൃ
Λ͍ߦղফͯ͘͠༧ఆͰ͋Δɽ

5. ϊʔυΛ͍ͩލGPUಉ࢜ͷ pingpongϕ
ϯνϚʔΫͷ࣮

͜Ε·Ͱʹड़ͨػΛ༻͍ͯɼϊʔυΛ͍ͩލGPUಉ
ͷ࢜ pingpongϕϯνϚʔΫΛ࣮͢Δɽ͢ͳΘͪɼping௨
৴ɼϊʔυ 0ʹ͞ࡌΕΔGPU͔Β FPGAʹOpenCL
͔Β੍ޚՄͳ GPU-FPGAؒσʔλసૹ [4]ͷػΛ༻
͍ͯσʔλΛసૹ͠ɼͦ ͷޙɼFPGAؒ௨৴ٕज़ [5]ʹΑͬ
ͯϊʔυ 1ʹ͞ࡌΕΔ FPGAʹσʔλΛૹ৴ɼޙ࠷ʹ
ϊʔυ 1ʹ͞ࡌΕΔGPUʹରͯ͠ FPGA͔ΒDMA͢
Δ͜ͱͰ࣮͞ݱΕΔɽ

ਤ 11ʹϊʔυΛ͍ͩލ GPUಉ࢜ͷ pingpongϕϯν
ϚʔΫΛ࣮͢ߦΔ OpenCLΧʔωϧ܈Λࣔ͢ɽਤ 10ʹࣔ
͞Ε͍ͯΔΧʔωϧ܈ʹՃ͑ɼpong௨৴Λड৴͢ΔKernel
pongɼड৴ͨ͠ Ethernetύέοτ͔ΒσʔλΛऔΓग़͢
Decoderɼping௨৴/pong௨৴Λࣝผͯ͠εΠονϯά͢
Δ Demuxɼͦͯ͠ GPUͱσʔλసૹΛ࣮͢ߦΔͨΊͷ
GPU-FPGA DMAΧʔωϧΛ OpenCLͰ࣮ͨ͠ɽ

GPU-FPGA DMAΧʔωϧɼΧʔωϧͷىಈ࣌ʹϗ
ετCPU͔Β PCIeΞυϨεۭؒʹϚοϓ͞ΕͨGPUϝ
ϞϦͷΞυϨεΛड͚औΔɽͦͷޙɼKernel pingɼKernel
replyɼKernel pong͔ΒɼDMAཁٻΛड͚औΓɼͦΕΒ
Λಛఆͷεέδϡʔϥʹ͕ͨͬͯ͠ॲཧ͢Δɽ

͜ͷΑ͏ʹ͢Δ͜ͱͰɼCPUͷׯবΛྗۃ͑ͨ··ɼ
ෳϊʔυ্ʹ͓͚Δ GPUͱ FPGAͱΛ࿈ͤ͞ܞΔ͜
ͱ͕ՄͰ͋ΓɼpingpongϕϯνϚʔΫ͕࣮ࡍʹਖ਼͘͠
ಈ͍ͯ͠࡞Δ͜ͱΛ֬ೝͰ͖ͨɽҎ߱ͷষʹͯɼpingpong
ϕϯνϚʔΫΛ࣮ͨ͠ߦ߹ͷ௨৴ϨΠςϯγͷධՁʹͭ

͍ͯड़Δɽ

ද 2: ධՁڥ (PPX)
CPU Intel Xeon E5-2660 v4 × 2

CPU Memory DDR4 2400MHz 64GB
(8GB × 8)

GPU NVIDIA Tesla P100 × 2
(PCIe Gen3 x16 card version)

GPU Memory 16 GiB CoWoS HBM2
@ 732 GB/s with ECC

InfiniBand Mellanox ConnectX-4 EDR
Host OS CentOS 7.3

Host Compiler gcc 4.8.5
GPU Compiler CUDA 9.1.85

MPI OpenMPI 3.0.1
OpenCL SDK Intel FPGA SDK

for OpenCL 17.1.2.304
FPGA BittWare A10PL4

(10AX115N3F40E2SG)
FPGA Memory DDR4 2133MHz 8GB

(4GB × 2)
Communication Port QSFP+ × 2

(40Gbps × 2)
Ethernet Switch Mellanox MSN2100

CPU: 
Intel Xeon 
E5-2660 v4 x2 GPU:

NVIDIA P100 x2

FPGA:
BittWare A10PL4

HCA:
Mellanox IB/EDR

QSFP+: 40Gbps x2

IB/EDR: 100Gbps

comp. node 0

Ethernet Switch (Mellanox MSN2100-CB2R)

IB (InfiniBand) Switch (Mellanox MSB7790-ES2F)

CPU: 
Intel Xeon 
E5-2660 v4 x2 GPU:

NVIDIA P100 x2

FPGA:
BittWare A10PL4

HCA:
Mellanox IB/EDR

QSFP+: 40Gbps x2

IB/EDR: 100Gbps

comp. node 1

通信経路

Kernel 
ping

Kernel 
pong

Kernel 
reply

ਤ 12: ϊʔυΛ͍ͩލ GPU ಉ࢜ͷ pingpong ϕϯν
ϚʔΫͷ֓ཁɽ

6. ධՁ

6.1 ධՁڥ

௨৴ϨΠςϯγͷ؍ʹ͓͚ΔఏҊख๏ͷධՁʹɼஜ
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ਤ 13: ϊʔυΛ͍ͩލ GPU ಉ࢜ͷ pingpong ϕϯν
ϚʔΫʹ͓͚Δ௨৴ϨΠςϯγɽIdeal [4], [5]ͷ݁Ռ
Λϕʔεͱ͍ͯ͠Δɽ

େֶࢉܭՊֶڀݚηϯλʔͰӡ༻தͷPre-PACS version X
(PPX) ΫϥελγεςϜΛ༻͍ΔɽPPXಉηϯλʔ͕
։ൃΛܭը͍ͯ͠Δ PACSγϦʔζɾεʔύʔίϯϐϡʔ
λੈ࣍ػͷϓϩτλΠϓγεςϜͰ͋ΓɼIntel FPGA
ϊʔυάϧʔϓɼXilinx FPGAϊʔυάϧʔϓͷ 2άϧʔ
ϓ͔Βߏ͞ΕΔɽIntel FPGAͱXilinx FPGAFPGA
ϓϥοτϑΥʔϜൺֱ༻ʹಋೖ͞Εɼͦ ΕΒͷ FPGAΛͦ
ΕͧΕͨ͠ࡌϊʔυΛҰମӡ༻͍ͯ͠Δ͕ɼ͜ͷධՁͰ

 Intel FPGAͷΈΛར༻͍ͯ͠ΔɽͦͷͨΊɼຊઅͰ
Intel FPGAΛ͢ࡌΔϊʔυͷΈͷৄࡉʹ͍ͭͯड़ɼͦ
ΕΛਤ 2ʹࣔ͢ɽϊʔυʹɼIntel Xeon E5-2660 v4 CPU
× 2ɼNVIDIA Tesla P100 GPU × 2ɼMellanox InfiniBand
ConnectX-4 EDR HCA × 1ɼBittWare A10PL4 FPGA
Ϙʔυ × 1͕͞ࡌΕ͓ͯΓɼCPU-GPUؒ PCIe Gen3
x16ϨʔϯʹͯɼCPU-FPGAؒ FPGAϘʔυͷ༷ͷ
ͨΊ PCIe Gen3 x8ϨʔϯʹͯͦΕͧΕଓ͞Ε͍ͯΔɽ
ຊߘͷੑධՁ PPX 2ϊʔυΛ༻͍͍ͯߦɼCPUɼ

GPUɼFPGAಉҰιέοτʹஔ͞Ε͍ͯΔͷΛ
ར༻͢ΔɽεΠονϙʔτ͋ͨΓ࠷େͰ 100Gbpsͷ
ྗΛ༗͢Δ͕ɼFPGAϘʔυଆ͕࠷େͰ 40Gbps·Ͱͷ௨
৴͔͠ରԠ͍ͯ͠ͳ͍ͨΊɼ40GbpsͷͰ༻͍Δɽ·
ͨɼͦΕͧΕͷ FPGAϘʔυ 2ͭͷQSFP+ϙʔτΛ࣋
͕ͭɼࠓճͷ࣮ݧͰยଆͷΈར༻͍ͯ͠Δɽ

6.2 pingpongϕϯνϚʔΫ
ਤ 12ʹɼఏҊख๏Λ༻͍࣮ͯ͞ݱΕΔϊʔυΛ͍ͩލ

GPUಉ࢜ͷ pingpongϕϯνϚʔΫΛࣔ͢ɽ͜ͷ pingpong
ϕϯνϚʔΫͰɼॳظσʔλϊʔυ 0ͷ GPUϝϞϦ
ʹ cudaMemcpyʹΑͬͯॻ͖ࠐ·ΕɼͦΕ FPGAΛհ
͢Δ͜ͱʹΑͬͯɼϊʔυ 1ͷ GPUʹૹ৴͞ΕΔɽͦͷ
ɼϊʔυޙ 1ͷ GPUͰड৴ͨ͠σʔλɼFPGAΛܦ༝
ͯ͠ϊʔυ 0ͷ GPUʹฦ৴͞ΕΔɽ͜ΕΛ࣮͢ݱΔͨΊ
ʹɼϊʔυ 0ͷ FPGAͰɼKernel pingͱ Kernel pong
ಈ͓ͯ͠Γɼϊʔυى͕ 1ͷ FPGAͰɼKernel reply͕

ಈ͢ΔΧʔωϧɼMPIͷىಈ͍ͯ͠Δɽͳ͓ɼى rank
ʹԠͯ͡બ͍ͯ͠Δɽ

௨৴ϨΠςϯγͷଌఆɼ௨৴։࣌࢝ t0ͱ௨৴ऴྃ࣌
t1ͷ 2ՕॴΛ OpenCLΧʔωϧͷಈ࡞ΫϩοΫਫ਼Ͱ࣌
ؒΛଌఆ͠ɼ t1−t0

2 [s]ͷࣜࢉܭʹΑͬͯٻΊΒΕΔɽArria
10 FPGAͰ OpenCLΛར༻͢Δ߹ɼΧʔωϧίʔυʹ
Αͬͯಈ࡞पมԽ͢Δ͕ɼҰൠతʹ 200ʙ250MHz
ͷൣғʹͳΓɼ4ʙ5nsͷਫ਼Ͱؒ࣌ΛଌఆͰ͖Δɽ

4όΠτ௨৴࣌ͷ࠷খϨΠςϯγ 5.04µsecͰ͋Γɼཧ
ੑͱͷൺֱΛਤ 13ʹࣔ͢ɽͳ͓ɼࠓճଌఆʹ༻͠
࣮ͨ 222.5MHzͰಈ͓ͯ͠࡞Γɼ1ΫϩοΫαΠΫϧ
ͷؒ࣌ 4.49nsͰ͋Δɽཧੑͷ Ideal [4], [5]ͷ݁
ՌΛϕʔεͱ͓ͯ͠Γɼ3.02µsec Ͱ͋Δɽ͜ͷͨΊɼཧ
ੑͱൺͯ 2.02µsec༨ʹ͔͔͍ͬͯΔ͜ͱ͕͔
Δɽ͔͜͠͠Εɼࡏݱͷ࣮͕࠷దԽ͞Ε͍ͯͳ͍͜

ͱʹେ͖͘ґଘ͍ͯ͠Δɽࡏݱͷ࣮ͰɼCoEγες
Ϝͱ GPU-FPGA DMAͱͷؒશͳετΞΞϯυϑΥ
ϫʔυํࣜͰσʔλΛ͞ͳ͚ΕͳΒͳ͍ɽ͢ͳΘͪɼ

Kernel pingɼKernel pongɼKernel replyͰɼϝϞϦί
ϐʔ͕ඞͣൃੜ͓ͯ͠Γɼ͜ΕϨδελͰσʔλͷૹड

৴Λ͏ߦΑ͏ʹ͢Δ͜ͱͰղফͰ͖ΔɽͦͷΑ͏ʹ͢Δ͜

ͱͰɼϨΠςϯγͷվળ͕ࠐݟΊΔɽ

7. ͓ΘΓʹ

ຊߘͰɼOpenCL͔Β੍ޚՄͳ FPGAؒ௨৴ٕज़
ͱ GPU-FPGA ؒ DMA సૹٕज़ΛΈ߹Θͤͨɼෳ
ϊʔυ্ʹ͓͚Δ GPU-FPGA ؒ࿈ܞख๏ΛఏҊͨ͠ɽ
GPU-FPGAؒ DMAసૹɼGPUσόΠεͷάϩʔό
ϧϝϞϦΛ PCIeΞυϨεۭؒʹϚοϓ͠ɼΞυϨεϚο
ϓͷ݁ՌΛϕʔεʹ OpenCLΧʔωϧͰ࡞ͨ͠σΟ
εΫϦϓλΛ࠷ऴతʹ FPGAͷ PCIe DMAίϯτϩʔ
ϥʹॻ͖ࠐΉ͜ͱʹΑ࣮ͬͯ͞ݱΕΔɽ·ͨɼFPGAؒ
௨৴ɼVerilog HDLͰ࣮͞Εͨ Ethernet௨৴Λ࣮ߦ
͢ΔϋʔυΣΞͱɼͦͷϋʔυΣΞͷ੍ޚϞδϡʔ

ϧ (OpenCLΧʔωϧ) Λ I/O ChannelͰଓ͢Δ͜ͱʹ
Αͬͯߏ͞Ε͍ͯΔ CoEγεςϜͰ࣮͞ݱΕΔɽ
ఏҊख๏Λ༻͍ͯϊʔυΛ͍ͩލGPUಉ࢜ͷ pingpong

ϕϯνϚʔΫΛ࣮͠ɼͦΕ͕ਖ਼͘͠ಈ͍ͯ͠࡞Δ͜ͱΛ

֬ೝͨ͠ɽ௨৴ϨΠςϯγΛධՁͨ͠ͱ͜Ζɼ5.04µsecͰ
Ͱ͋Γɼཧੑͱൺͯ 2.02µsec༨ʹ͔͔͍ͬͯΔ͜
ͱ͕͔ͬͨɽ͔͜͠͠Εɼࡏݱͷ࣮͕࠷దԽ͞Εͯ

͍ͳ͍͜ͱʹେ͖͘ґଘ͍ͯ͠ΔͨΊɼ௨৴ϨΠςϯγΛ

վળ͢Δ༨े͞Ε͍ͯΔɽ

ɼఏҊख๏ͷ࣮ΞϓϦͷద༻ͱ͍͓ͯʹڀݚͷޙࠓ

ͦͷੑධՁΛ͍ߦɼͦΕͱಉ࣌ʹGPUͱ FPGAΛޮ
తʹಉͤ͞ظΔߏػGPU-FPGAෳ߹γεςϜʹ͓͚Δ
σόΠεؒ࿈ܞΛ౷߹తʹϗετ CPU͔Β੍͢ޚΔͨΊ
ͷιϑτΣΞతΈʹ͍ͭͯݕ౼͍ͯ͘͠ɽ
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ँࣙ ຊڀݚͷҰ෦ɼʮੑߴ൚༻ߴػࢉܭར༻ࣄ

εʔύʔίϯܕ߹௨৴༥ࢉԋੈ࣍ʯʹ͓͚Δ՝ʮۀ

ϐϡʔλͷ։ൃʯɼจ෦Պֶলڀݚ༧ࢉʮੈٕ࣍ࢉܭज़։

ʹΑΔֶࢉܭࡍՊֶ࿈ڌܞͷग़ʯɼٴͼՊֶڀݚඅ

ิॿۚҰൠ (B)ʮߏ࠶ՄγεςϜͱ GPUʹΑΔෳ߹
ͷҰ෦ڀݚϓϥοτϑΥʔϜʯʹΑΔɽ·ͨɼຊੑߴܕ

ɼʮIntel University ProgramʯΛ௨ͯ͡ϋʔυΣΞ͓
ΑͼιϑτΣΞͷఏڙΛड͚͓ͯΓɼIntelࣾͷࢧԉʹँ
ҙΛද͢Δɽ
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