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Abstract: Multi-user virtual reality (VR) applications require stable networks over time to deliver high quality untethered VR.
T his imposes tighter requirements on the underlying network which have been neglected by previous studies. Our work focuses on
millimeter wave wireless networks formed by users co-located in a VR playground. Wireless VR requires 60 GHz signals to support
the required bandwidth. However, high frequency signals are susceptible to obstacle blockage, and relaying is necessary for dealing
with blockage scenarios that change much more rapidly than in general mobile networks. Our work develops stable relay methods
to overcome this issue. A relay scheme can be conceived by matching nodes that have line of sight to the AP with nodes that are
blocked. We modify existing matching algorithms to prioritize established links and propose our own group matching for
prolonging network stability. Our modified matching algorithms reduce the amount of rerouting required in Xu’s relay method by
61.8% and Zeng’s relay method by 55.6% on average. Our proposed group matching algorithm outperforms the modified
algorithms and requires only 2.73% of nodes to be rerouted at each timestep. Our numerical results indicate that prioritizing
established links in relay virtual reality networks significantly improves network stability over time.

1. Introduction
Wireless virtual reality (VR) gaming platforms provide users
with surreal gaming experiences. These platforms are developed
using millimeter wave (mmWave) technology in order to transmit
multi-gbps of data required by VR head mounted displays
(HM Ds). Access points (APs) and VRHM Ds are equipped with
mmWave transmitters and receivers respectively, and
communication occurs on line of sight (LOS). LOS
communication is essential for mmWave technology, which uses
microwave frequency signals that suffer from obstacle blockage
and signal attenuation. Prior works and existing solutions [1, 21]
overcome these shortcomings through novel system design. [1]
introduces programmable mmWave mirrors, while [21] proposes
using multiple APs. Although these systems work well for few
users, systems capable of supporting untethered VR for massive
multiplayer scenarios have yet to be explored.
Virtual reality (VR) applications range from ultra wide
panoramic video streaming to spatially interactive multiplayer
games. Recent studies explore how 360° VR video streaming
should be enabled in 5G networks [14, 16]. However, multiplayer
VR games have much more stringent requirements compared to
360° VR video streaming. Some requirements include each user
must receive unique visual and audio content based on their
location and orientation, user inputs other than head and eye
movements must be handled and displayed correctly, the virtual
world must remain in a consistent state, and the associated
processing and transmission delay must not exceed 13ms to
maintain immersive VR application quality. This means the
server responsible for graphics rendering and hosting the virtual
environment needs to be located near users at the edge of the
network. Our network model thus simply consists of a p owerful
AP that communicates on mmWave links with user nodes.
We propose relay virtual reality networks for utilizing
mmWave communications in VR networks. In our network, user
headsets are equipped with mmWave transceivers so they may act
as relay nodes that reroute transmission when blockage occurs.

User nodes naturally form bipartite graphs consisting of nodes
with LOS to the AP and nodes whose LOS has been blocked.
M atching can be performed on the bipartite graphs to yield a
routing scheme that minimizes network latency and overhead for
resource constrained user nodes. All node reachability can be
guaranteed in the case of perfect matches.
Distributed association and relaying with fairness in mmWave
networks has been discussed in [22]. They introduce centralized
and distributed solutions for load balancing among multiple APs
and user relays, and state that a centralized coordinator for client
association and relaying is hard or impossible to have in practice.
We argue that a centralized coordinator is appropriate for relay
VR networks because of three reasons. One, these networks are
provided with commercial VR playgrounds that are operated by
businesses [19, 20]. Two, centralized solutions avoid distributed
computations imposed on resource constrained user nodes, and
three, it is inherently convenient to do so because multiplayer VR
gaming platforms must already retain global information in order
to correctly render graphics for each user.
The centralized approach in [22] is formulated as a variant
multi-dimensional assignment problem with nonlinear objective,
which can be relaxed to a non-linear convex optimization
problem. Our formulation considers only a single AP and assumes
that all transmission channels have the capacity to support the
required bandwidth. The problem reduces to matching on a
bipartite graph that changes over time, where the objective
function is equivalent to maximizing the number of matches.
M aximal matching with Ford-Fulkerson algorithm maximizes the
number of matches in O(Ef) time, where E is the number of edges
and f is the maximum flow in the graph [9], whereas the fastest
maximal matching algorithm for n-vertex bipartite planar graphs
has O(n log3 n) time complexity [6]. Since our networks are small,
relay schemes can be quickly found in response to link blockages .
Recent works in relay mobile networks include [17], which
optimizes user connectivity and average delay by allocating relay
APs, and [23], which optimizes system performance with stable
user pairings. These works rely on a utility metric based on path
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loss gains in transmission link channels for determining user
pairings. The two schemes above can be adapted to our problem
by simplifying the utility gain from admitting a node to be
constant. If user nodes act as relays in [17], their algorithm can
be considered as multi-stage maximal matching. On the other
hand, the optimization in [23] is equivalent to stable matching.
When maximal and stable matching are used in relay virtual
reality networks, user pairings frequently change. In our
experiments with 100 users in a 50x50m VR space with the AP
placed at 2m height, maximal and stable matching causes 25.9%
and 22.9% of all nodes to switch relays at every timestep. At 4m
AP height, this is reduced to 6.2% and 5.3% respectively. We
believe that network instability will significantly degrade VR
application quality, as VRHM Ds require steady streams of
packets to maintain VR quality. Stable routing decisions over
time are necessary in the presence of node mobility.
In this work, we devise a number of matching algorithms that
prioritizes established links in order to maximize network
stability over time. The algorithms include a baseline greedy
algorithm, modified versions of maximal and stable matching,
and a novel group matching algorithm. We also evaluate a 2-stage
greedy matching algorithm for 2-hop relaying. When the AP is
placed at 4m and 2m, prioritizing established links reduces
rerouting in maximal matching by 66.2% and 57.5%, in stable
matching by 57.1% and 67.1%, and in 2-stage greedy matching
by 67.1% and 57.4%, respectively. Since VR applications are
typically goal-oriented and team-based, users and their
movements follow some structure that can be exploited in
matching. Our proposed group matching algorithm produces the
most stable routing decisions in which on average 2.73% of all
nodes are rerouted per timestep when the AP is placed at 4m
height. This makes group matching most suitable for relay virtual
reality networks.
Although we are aiming to maximize stability, the reachabilit y
of our algorithms is no smaller than the reachability of previous
works. Even when we choose to have much denser node
distributions than in the real VR networks, our algorithms achieve
maximum reachability when the AP is placed at 2.2m height ,
which is slightly higher than the tallest possible user. When the
AP is placed 2m high, our single-stage matching algorithms have
at least 99.99% matching success. This falls slightly to 99.9%
under node mobility, but VR application quality should remain
unaffected. Our 2-stage greedy matching algorithm retains
maximum reachability in all mentioned cases.
When the AP is placed on the floor, multi-stage matching
algorithms have significant reachability gains over single-stage
matching algorithms. Our 2-stage greedy matching algorithm (or
simply greedy depth 2 matching) achieves 97.32% matching
success over the 75.91% of its single-stage counterpart, and
produces more stable networks than typical multi-stage matching
algorithms. However, multi-stage matching forces user nodes to
incur additional network latency and heavier network workloads
in order to route to more children. In typical VR playgrounds, the
AP is located at a vantage point, and it is unnecessary to perform
multi-stage matching.
In the floor AP setting, matching performance can be improved

by partitioning the VR space into user-only and AP-only space.
We show that when 10x50m AP spaced is allocated on the one
side of the room and the AP on the floor, greedy depth 2 matching
achieves 99.97% matching success. It is important not to allocat e
too much AP-space to avoid congestion and restricting users’ play
area.
Our work is different from recent studies on multi-user virtual
reality wireless networks that optimize subcarrier allocation [7]
and propose multi-path routing for wireless transmission [10]. We
address the basic requirements in using mmWave technology for
communicating between APs and user endpoints. Previous
studies neglect LOS requirements imposed by mmWave signals
and assume endpoint users can be reached directly. In multi-user
scenarios, mmWave wireless links are unreliable, and existing
relay schemes have yet to account for this unreliability. Even
when there is no obstacle blockage, users themselves can block
communication links, and a new relay method must immediately
be determined. We show that stable networks can be formed using
our matching algorithms in ultra-dense virtual reality networks.

2. Background
2.1
Virtual Reality Playgrounds
M ultiplayer VR applications can be enabled by virtually
connecting users over the Internet. However, VR experience is
not entirely immersive as users typically control their virtual
avatar using a console and are not physically engaged. When
users are located in the same VR space or playground, the virtual
environment is an augmented reality. The VR experience is more
immersive because users are able to interact among each other
simultaneously in virtual and real worlds. VR playgrounds are
appropriate for amusement parks and
arcades [19, 20].
In this work, we simulate multiplayer wireless VR playgrounds
and study the network formed by 100 users. We consider VR
playgrounds as predesignated areas where users freely move and
interact. It is difficult to obtain user traces from VR playgrounds,
so we construct a simulation model that imposes spatial
constraints on the boundaries of the virtual environment. Virtual
objects such as walls and pillars can be included but are omitted
for simplicity. This simplification does not detract from our work
because experiment parameters have been tuned to favor
blockage.
2.2
Millimeter Wave Technology
The underlying system of our relay virtual reality network uses
mmWave technology. Research in mmWave communication is
progressing rapidly. 60 GHz signals can be used to stream multigbps of data to VRHM Ds, 6.4 gbps per-headset in the case of the
HTC Vive. These signals can be emitted with compact phased
arrays due to their short wavelengths. Phased arrays are
electronically steerable and can be packed densely into planar
patch elements that can be integrated with VRHM Ds and APs. A
6x6 square-inch patch can include up to thirty -six 60 GHz 100element arrays [24]. If each 100-element array transmits at 2 gbps,
the patch can transmit a total of 72 gbps or support up to 11 HTC
Vive headsets. Although the number of planar patches can be
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scaled to meet bandwidth requirements, a naive wireless system
capable of delivering 640 gbps required by 100 users is still far
from believable. In reality, optimization techniques like
compression, rendering memoization [4], and removal of
redundant information are needed to make the system practical.
Planar patches inherently have less than half-space of coverage,
thus multiple patches are needed for omnidirectional
communication. Narrow directional beams can be produced by
the antenna arrays to minimize interference. Non-LOS
interferences such as reflections and side lobes are tackled in [18].
Although directional beams have their transmission range limited
by the FCC, [12, 18, 24] have shown that 60 GHz signals are still
reliable at 100m indoors and outdoors under various settings.
Directional beams require transmitter and receiver beams to be
aligned. User mobility causes beam misalignment which breaks
the communication link. [12, 18, 21] handles beam alignment by
introducing efficient methods for beam forming, beam searching,
beam steering, beam switching, and beam adaption. [1] shows the
additional delay incurred in their underlying mmWave system
does not degrade the performance of VR systems. It should be
noted that our contribution does not lie in application level
optimizations nor in PHY layer designs. Instead, we focus on how
matching can be used to make suitable routing decisions when
users are able to act as relay nodes in highly dynamic mmWave
networks.

still possible for parent nodes to have 2 descendants. These
constraints imply that nodes can be at most two hops away from
the AP.
Under user mobility, V set membership and LOS changes .
Network stability is important for maintaining VR application
quality. Our main objective function is to maximize network
stability over time by minimizing the number of different output
pairs in S across timesteps. This is defined as to minimiz e
∑ 𝒕|𝐒𝐭 − 𝐒𝐭−𝟏|.
Although our main goal is to maximize the stability, we also
want minimize network latency and overhead for each user node.
This means minimizing the number of hops to every node. Perfect
matches are optimal since each node will either have one or no
descendants.
1
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Inputs:
W = {1,2,3,4,5,6,7,8,9,10}
Vt = {6,7,8,9,10}
LOS are the edges
Output:

3. Problem Formalization
Denote the number of nodes by 𝑛. At time step t, our input
consists of a set of vertices 𝑾 = {1, … , n}, a set of blocked nodes
𝐕𝐭 ⊆ 𝐖, and LOS(x, y), which is a Boolean function that returns
true if there is LOS between nodes x and y. The function returns
false otherwise. We limit obstacle blockage to only users
themselves. The desired output at each timestep is a set of node
pairs
𝐒𝐭 = {(1, p1,t), (2, p2,t ), … (n , pn,t)},
where
pI,t ∈
{ 1, … , n}/{i} is 𝑖’s parent. If node 𝑖 is communicating on LOS
with the AP, then p I,t = ∅ . All node reachability is obtained
when pv,t ≠ ∅ for ∀v ∈ 𝐕𝐭. For example, in Fig. 1, our inputs
are 𝐖 = { 1, 2, 3,4,5,6,7,8,9,10 } , 𝐕𝐭 = {6,7,8,9,10} , and the
LOS(x, y) is true for every LOS communication edge shown. A
possible perfect match output is 𝐒𝐭 = {(1,∅ ), (2, ∅ ), (3, ∅ ),
(4, ∅ ), (5, ∅ ), (6, 1), (7, 2), (8, 3), (9, 4 ), (10, 5 )}.
User nodes that have to relay information to one node must
support the combined data rate of two nodes. In the case of the
HTC Vive, nodes that have to relay information to one node must
receive 12.8 gbps and transmit 6.4 gbps. This amounts to
processing 12.8 + 6.4 = 19.2 gbps. Parents with two children must
process up to 12.8 + 12.8 + 6.4 = 32 gbps. Since user nodes are
resource constrained, their processing power is limited. We
assume user nodes are as powerful as middleboxes that process
packets up to 40 gbps [11]. Each parent node can therefore have
at most 2 children. Parent nodes with two children receives on
one link and transmits on two links. In dense mmWave networks,
interference may overwhelm the underlying system. We mitigat e
this issue by allowing user nodes to receive on only one link and
transmit on one link. Interference is reduced as receive and
transmit links are typically on opposite sides of the headset. It is

( 1,∅) , ( 2,∅) , ( 3,∅) , ( 4, ∅) , ( 5,∅) ,
}
St = {
( 6, 1) , ( 7,2) , ( 8, 3) , ( 9,4) , ( 10,5)

Fig. 1. User nodes in relay virtual reality networks form a
bipartite graph. The inputs and a possible output are shown.

4. Matching Algorithms
We introduce modified versions of greedy matching, maximal
matching, and stable matching that prioritize established links.
The staple versions of the algorithms are used on the first timestep
as there are no previously established links. The terms ‘pair’,
‘link’, and ‘match’ are used interchangeably.
4.1
Greedy Matching
Greedy matching pairs blocked nodes with relays randomly
until all blocked nodes are paired or pairings can no longer be
made. Our proposed greedy matching prioritizing established
links is shown in algorithm 1. Greedy matching is used as a
comparison baseline.
ALGORITHM 1: Greedy M atching
1: For each node w in W:
2: If LOS(𝑝𝑤,𝑡−1, 𝐴𝑃) and LOS(𝑤, 𝑝𝑤,𝑡−1):
3:
𝑝𝑤,𝑡 = 𝑝𝑤,𝑡−1;
4: For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:
5: If ∃𝑢 s.t. LOS(v, u), and LOS(u, AP):
6:
If 𝑝𝑢,𝑡 = ∅ and 𝑝𝑖,𝑡 ≠ 𝑢 for ∀𝑖 ∈ 𝐖 :
7:
𝑝𝑣,𝑡 = 𝑢;
8:
Else if 𝑝𝑢,𝑡 ≠ ∅:
9:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑢,𝑡 = ∅;
10:
Else if ∃𝑖 ∈ 𝑾 − 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢:
11:
𝑝𝑣,𝑡 = 𝑢; , 𝑝𝑖,𝑡 = ∅;
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In each timestep, all nodes’ parents are initially null, and
blocked nodes are assigned a parent that are in their LOS and have
LOS to the AP. In the first timestep, greedy matching randomly
assigns parents to blocked nodes. This assignment is greedy
because parents are not reassigned. In subsequent timesteps,
assignments made in the previous timestep are preserved unless
LOS between parent and child or LOS between parent and AP
becomes blocked (lines 1-3). Unmatched blocked nodes are then
assigned a free parent at line 7. If there are no free parents, node
pairs using previously established links that have clear LOS to
the AP are unpaired. The unpaired nodes become free parents and
are assigned to blocked nodes in lines 9-11. Breaking previously
established links improves node reachability but hinders network
stability.
4.2
Maximal Matching
M aximal matching finds a matching with maximum number of
pairs [15]. The algorithm represents the optimization of the
centralized scheme proposed in [22] for our problem formulation.
We implement Ford-Fulkerson algorithm [9] and use it to assign
parents in the first timestep. Our proposed algorithm, shown in
algorithm 2, is used in subsequent timesteps.
ALGORITHM 2: M aximal M atching
1: For each node w in W:
2: If LOS(𝑝𝑤,𝑡−1, 𝐴𝑃) and LOS(𝑤, 𝑝𝑤,𝑡−1):
3:
𝑝𝑤,𝑡 = 𝑝𝑤,𝑡−1;
4: For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:

clear LOS to the AP. This breaks previously established links.
M aximal matching achieves maximum reachability possibly at
the cost of greater network instability compared to greedy
matching.
4.3
S table Matching
Stable matching pairs blocked nodes with relays so that no
unmatched blocked node and relay both prefer each other over
their current pairing [15]. The term ‘stable’ here refers to
satisfying the preferences of relays and blocked nodes. We
implement stable matching using Gale-Shapley algorithm [5].
[23] optimizes system performance using data rate based on
distance. We represent their scheme by using Euclidean distance
as node preference. In our implementation, parent nodes have
precedence over blocked nodes and prefer matches with closer
nodes. Altering parents’ preference did not noticeably change
results. Blocked nodes are tested with three different preferences :
preferring closer nodes (stable distance), preferring taller nodes
(stable height), and preferring closer nodes that are taller than
itself (stable close).
Although stable matching always satisfies the preferences of
blocked and relay nodes, our proposed stable matching algorithm,
described in algorithm 3, does not always lead to stable pairings.
Our algorithm prioritizes established links over stable links in
order to prolong network stability.
ALGORITHM 3: Stable M atching
1: For each node w in W:
2: If LOS(𝑝𝑤,𝑡−1, 𝐴𝑃) and LOS(𝑤, 𝑝𝑤,𝑡−1):
3:
𝑝𝑤,𝑡 = 𝑝𝑤,𝑡−1;
4: While ∃𝑣 in Vt s.t. 𝑝𝑣,𝑡 = ∅ and
4: ∃𝑞 ∈ 𝑾 − 𝑽𝒕 s.t. 𝑝𝑖,𝑡 ≠ 𝑞 for ∀𝑖 ∈ 𝑾:

5: If ∃𝑢 s.t. LOS(v, u) and LOS(u, AP):
6:
If 𝑝𝑢,𝑡 = ∅ and 𝑝𝑖,𝑡 ≠ 𝑢 for ∀𝑖 ∈ 𝑾 :
7:
𝑝𝑣,𝑡 = 𝑢;
8:
Else if ∃𝑖 ∈ 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢, 𝑝𝑖,𝑡 ≠ 𝑝𝑖,𝑡−1, and
8:
∃𝑢 ′ s.t. 𝑝𝑖,𝑡 can be assigned by 5-9:
9:
𝑝𝑣,𝑡 = 𝑢;
10:For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:
11: If ∃𝑢 s.t. LOS(v, u) and LOS(u, AP):
12:
If 𝑝𝑢,𝑡 ≠ ∅:
13:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑢,𝑡 = ∅;
14:
Else if ∃𝑖 ∈ 𝑾 − 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢:
15:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑖,𝑡 = ∅;
16:
Else if ∃𝑖 ∈ 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢, and
16: ∃𝑢 ′ s.t. 𝑝𝑖,𝑡 can be assigned by 11-17:
17:
𝑝𝑣,𝑡 = 𝑢;
M aximal matching allows for link replacement when node
reachability is improved. When a node u cannot be matched, all
matched nodes that are connected to u are checked for a free
parent. If there is a free parent, an assignment of parents can be
made such that u is matched. This occurs recursively in 8 and 16
of algorithm 2. Although recursions are inefficient, our network
is appropriately small for such algorithms to work well.
The priorities of assigning parents in algorithm 2 is the same
as in greedy matching. Our algorithm first assigns previous
parents to their children granted LOS requirements are satisfied
in lines 1-3. The algorithm then maximally matches unmatched
blocked nodes with free parents from lines 4 to 9. If blocked
nodes remain, another round of maximal matching is performed
by including the preserved pairs from lines 1-3 whose nodes have

5:
5:

Let 𝑼 ∈ 𝑾 − 𝑽𝒕 s.t. for ∀𝑢 ∈ 𝑼 : LOS(v, u), LOS(u, AP),
and 𝑝𝑢,𝑡 = ∅;

6:
7:
8:
9:
10:
11:
12:

S ort U according to v’s preference;
If ∃𝑢 ∈ 𝑼 s.t. 𝑝𝑖,𝑡 ≠ 𝑢 for ∀𝑖 ∈ 𝑾 :
𝑝𝑣,𝑡 = 𝑢;
Else if ∃𝑖 ∈ 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢, 𝑝𝑖,𝑡 ≠ 𝑝𝑖,𝑡−1:
If u prefers v over i:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑖,𝑡 = ∅;
For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:

13:
13:
14:
15:
16:
17:
18:

Let 𝑼 ⊆ 𝑾 − 𝑽𝒕 s.t. for ∀𝑢 ∈ 𝑼: LOS(v, u),
LOS(u, AP);
S ort U according to v’s preference;
If ∃𝑢 ∈ 𝑈 s.t. 𝑝𝑢,𝑡 ≠ ∅:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑢,𝑡 = ∅;
Else if ∃𝑖 ∈ 𝑾 − 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑖,𝑡 = ∅;

Like greedy and maximal matching, parents from the previous
timestep are first assigned to their respective child if possible in
lines 1-3. The staple version of stable matching is then performed
with unmatched blocked nodes and free parents in lines 4-11.
Blocked node v’s preference is considered in lines 7-11 by
traversing U in order of v’s preference. Parents’ preferences are
considered at line 10. Any remaining blocked nodes are handled
in lines 12-18. That is, node pairs whose nodes have clear LOS to
the AP are unpaired. The pair containing the most preferred node
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4: For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:
5: If ∃𝑢 s.t. LOS(u, AP), LOS(v, u), 𝑝𝑢,𝑡 = ∅, and 𝑝𝑖,𝑡 ≠ 𝑢
5: for ∀𝑖 ∈ 𝑾:
6:
𝑝𝑣,𝑡 = 𝑢;
7: Else if ∃𝑢 s.t. LOS(v, u), 𝑝𝑢,𝑡 = 𝑗 for 𝑗 ∈ 𝑾 − 𝑽𝒕 and
7: 𝑝𝑗,𝑡 = ∅, and 𝑝𝑖,𝑡 ≠ 𝑢 for ∀𝑖 ∈ 𝑾:
8:
𝑝𝑣,𝑡 = 𝑢;
9: Else if ∃𝑢 s.t. LOS(u, AP), LOS(v, u), 𝑝𝑢,𝑡 = 𝑗 for 𝑗 ∈ 𝑾,
9: and 𝑝𝑗,𝑡 = 𝑖 for 𝑖 ∈ 𝑾 − 𝑽𝒕:
10:
𝑝𝑣,𝑡 = 𝑝𝑢,𝑡, 𝑝𝑢,𝑡 = ∅, goto 4;
11: Else if ∃𝑢 s.t. LOS(u, AP), 𝑝𝑢,𝑡 = 𝑗 for 𝑗 ∈ 𝑾 − 𝑽𝒕 ,
11: 𝑝𝑖,𝑡 = 𝑢 for 𝑖 ∈ 𝑾, LOS(v, 𝑝𝑢,𝑡) and 𝑝𝑖,𝑡 ≠ 𝑝𝑖,𝑡−1:
12:
𝑝𝑣,𝑡 = 𝑝𝑢,𝑡, 𝑝𝑢,𝑡 = ∅, goto 4;
13: Else if ∃𝑢 s.t. LOS(u, AP) , 𝑝𝑢,𝑡 = 𝑗 for 𝑗 ∈ 𝑾 − 𝑽𝒕,
13: 𝑝𝑖,𝑡 = 𝑢 for 𝑖 ∈ 𝑾, and LOS(v, 𝑝𝑢,𝑡):
14:
𝑝𝑣,𝑡 = 𝑝𝑢,𝑡, 𝑝𝑢,𝑡 = ∅, goto 4;

is unpaired first. The preferred node is assigned to the blocked
node while the other becomes a free parent. This minimizes the
number of broken links. Although lines 12-18 form pairings
without considering the preference of relay nodes, these pairings
are just as reliable because of our highly dynamic network
context. The probability that the LOS between the pairings made
from considering the preference of both relay and blocked nodes
becomes blocked is the same as that of the pairing made by only
considering the preference of the blocked node.
4.4
Greedy Depth 2 Matching
In the case where all nodes v in Vt can’t be matched, a new
bipartite graph is formed from nodes in set Vt consisting of the
set of matched nodes 𝐕𝐭′ ⊆ 𝐕𝐭 and the set of unmatched nodes
𝐕𝐭′′ ⊆ 𝐕𝐭 , where 𝐕𝐭′ ∪ 𝐕𝐭 ′′ = 𝐕𝐭 and 𝐕𝐭′ ∩ 𝐕𝐭 ′′ = ∅ . [17]
proposes that another round of matching be performed between
𝐕𝐭′ and 𝐕𝐭 ′′. The output is included in S t , and is referred to as
depth 2 matching. Although the optimization in [17] is equivalent
to multi-stage maximal matching for our problem formulation ,
we use greedy depth 2 matching instead to evaluate stability gains
from prioritizing established links as there is negligible
difference between greedy and maximal user pairings when the
AP is positioned at a vantage point. Greedy depth 2 matching in
the first timestep consists of two rounds of greedy matching. The
first round assigns free parents to blocked nodes, while the second
round assigns paired blocked nodes to unpaired blocked nodes.
ALGORITHM 4: Greedy Depth 2 M atching

The algorithm first assigns parents to their child from the
previous timestep in lines 1-3. When a relay node communicat ing
on LOS with the AP becomes blocked, all its descendants default
back to LOS communication with the AP if they are not blocked.
This is because the AP cannot use the same route to transmit
packets to these descendants. Network latency and overhead is
minimized if the descendants switch back to LOS communication
with the AP. These nodes will also be able to act as relays for
other nodes.
Blocked nodes and descendants are assigned parents in lines 414. Our algorithm minimizes rerouting, and network latency and
overhead by first assigning free parents to blocked nodes in line
5-6. The algorithm then searches for free depth 2 parents in line
7. If all candidate parents are in depth 3 branches, then it becomes

1: For each node w in W:
2: If LOS(𝑤, 𝑝𝑤,𝑡−1) and 𝑤 has a path to AP with length ≤ 2:
3:
𝑝𝑤,𝑡 = 𝑝𝑤,𝑡−1;

Lines 9-10

or

or

AP
Lines 11-12

Lines 13-14

Fig. 2. Greedy depth 2 matching priority for breaking established links. The figure illustrates which links are replaced firs t starting from
line 9 in algorithm 4. Solid lines represent pairings from previous timesteps while dotted lines represent pairings made in the current
timestep. Empty circles represent relay nodes; filled circles represent blocked nodes. A dotted circle indicates that rerouting has occurred
for that node in the current timestep.
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necessary to break established links. This process is detailed in
Fig. 2. Since detaching a leaf breaks only the leaf node’s link, leaf
nodes with LOS to the AP are first assigned to blocked nodes in
lines 9-10. Once the leaf is detached and assigned, two depth-2
branches are formed. It is possible that the leaves of these
branches can be assigned to a node that could not be matched in
an earlier pass. The algorithm performs additional passes over
unmatched blocked nodes using goto 4. Depth 2 nodes with LOS
to the AP are then traversed in lines 11-14. These nodes have
blocked children that have either been paired from the previous
timestep or the current timestep. Pairings formed in the current
timestep are altered first in order to preserve established links.
Depth 2 nodes are forced back to LOS communication with the
AP, and their parents are assigned to the blocked node. This
results in two depth-2 branches that can each accommodate a
blocked node where goto 4 is used again.
4.5
Group Matching
We propose group matching in algorithm 5 especially for node
group distributions. Node groups are given as additional inputs to
our problem. A node group is formalized as 𝑮𝒊 ⊆ 𝑾 for 𝑖 ∈
{1, … , 𝑚}, where m is the total number of groups, 𝑮𝒊 ∩ 𝑮𝒋 = ∅
for ∀𝑖, 𝑗 ∈ {1, … , 𝑚} and 𝑖 ≠ 𝑗, and 𝑮𝟏 ∪ 𝑮𝟐 ∪ ⋯ ∪ 𝑮𝒎 = 𝑾 .
Group matching prioritizes nodes within the same group for
matching, and then nodes which are closest. The basic version of
the algorithm performs stable matching within groups, then if
there are still unmatched block nodes, these nodes are greedily
assigned their most preferred parents. If there are no groups, the
algorithm works like greedy matching with preference.
ALGORITHM 5: Group M atching
1: For each node w in W:
2: If LOS(𝑝𝑤,𝑡−1, 𝐴𝑃) and LOS(𝑤, 𝑝𝑤,𝑡−1):
3:
𝑝𝑤,𝑡 = 𝑝𝑤,𝑡−1;
4: While ∃𝑣 in Vt s.t. 𝑝𝑣,𝑡 = ∅ and ∃𝑞 ∈ 𝑮𝒋 − 𝑽𝒕 where
4: 𝑣 ∈ 𝑮𝒋 for 𝑗 ∈ {1,… , 𝑚} s.t. 𝑝𝑖,𝑡 ≠ 𝑞 for ∀𝑖 ∈ 𝑮𝒋 :
5: Let 𝑼 ⊆ 𝑮𝒋 − 𝑽𝒕 s.t. for ∀𝑢 ∈ 𝑼: LOS(v, u), LOS(u, AP),
5: and 𝑝𝑢,𝑡 = ∅;
6: S ort U according to v’s preference;
7: If ∃𝑢 ∈ 𝑈 s.t. 𝑝𝑖,𝑡 ≠ 𝑢 for ∀𝑖 ∈ 𝑮𝒋 :
8:
𝑝𝑣,𝑡 = 𝑢;
9: Else if ∃𝑖 ∈ 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢, 𝑝𝑖,𝑡 ≠ 𝑝𝑖,𝑡−1:
10:
If u prefers v over i:
11:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑖,𝑡 = ∅;
12: For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:
13: Let 𝑼 ⊆ 𝑾 − 𝑽𝒕 − 𝑮𝒋 for 𝑗 ∈ {1, … , 𝑚} s.t.
13: for ∀𝑢 ∈ 𝑼: LOS(v, u), LOS(u, AP);
14: S ort U according to v’s preference;
15: If ∃𝑢 ∈ 𝑈 s.t. 𝑝𝑢,𝑡 ≠ ∅ and 𝑝𝑖,𝑡 ≠ 𝑢 for ∀𝑖 ∈ 𝑾:
16:
𝑝𝑣,𝑡 = 𝑢;
17: For each node v in Vt s.t. 𝑝𝑣,𝑡 = ∅:
18: Let 𝑼 ⊆ 𝑾 − 𝑽𝒕 − 𝑮𝒋 for 𝑗 ∈ {1, … , 𝑚} s.t.
18: for ∀𝑢 ∈ 𝑼: LOS(v, u), LOS(u, AP);
19: S ort U according to v’s preference;
20: If ∃𝑢 ∈ 𝑈 s.t. 𝑝𝑢,𝑡 ≠ ∅:
21:
𝑝𝑣,𝑡 = 𝑢, 𝑝𝑢,𝑡 = ∅;
22: Else if ∃𝑖 ∈ 𝑾 − 𝑽𝒕 s.t. 𝑝𝑖,𝑡 = 𝑢

23:

𝑝𝑣,𝑡 = 𝑢, 𝑝𝑖,𝑡 = ∅;

Node pairs from the previous timestep are maintained in lines
1-3. Stable matching is performed among unpaired nodes of the
same group in lines 4-11. Blocked nodes, which could not be
paired, are greedily assigned their most preferred free parent from
another group. If not all blocked nodes have parents, paired nodes
from previous timesteps, whose nodes both have clear LOS to the
AP, are assigned to the blocked node in order of preference.

5. Simulation Design
We simulate 100 users on a 50x50m square space discretized
as 2500 points. There can only be one node at a point. The AP is
placed in the middle of one side of the square space. Placing the
AP in the center of the playground leads to less blockage, but it
is practically difficult to do so, especially for outdoor VR
networks. VRHM Ds require a minimum signal strength of 20 dB.
[1] has shown that 60 GHz signals only drop below 20 dB beyond
70m indoors. Path loss is ignored in our simulations. Users are
modeled as cylinders with 0.25m radius and with randomly
distributed height between 1.2m and 2m. The simulated nodes are
larger and more widely distributed than actual targeted users.
LOS is defined by tracing a vector to and from each user’s 3D
coordinate, (x, y, height). Blockage occurs when the vector
intersects another user’s cylinder. Self-blockage is excluded since
VRHM Ds are worn atop users’ height where the probability of
self-blockage is low. We allow communication only on LOS.
5.1
Node Distribution
We evaluate our relay virtual reality network with four node
distributions: uniform, random, Poisson, and random-group .
Uniform distribution is constructed as a 10x10 grid centered on
the playground with users spaced 5m apart. Only users’ heights
change across trials. Random distribution is uniformly random:
the probability of generating a node at each point is uniform.
Random distribution is associated with VR games where users act
independent. Poisson distributions are discussed in [2] and are
generated as in [8]. The simulation space is divided into subregions, and a Poisson value is drawn for each sub-region to
generate the respective number of nodes. 16 sub-regions best
represent actual Poisson distributions. Poisson distributions tend
to be clustered and represent VR applications with interaction
among users. Random-group distribution generates specific sizes
of groups randomly. The position of each group is determined by
its leaders’ position, which is generated randomly in the entire
space. Group members are also generated randomly, but in a
10x10m square space centered by the group leader. The group
sizes are 1, 2, 4, 5, and 10. Random group distributions represent
team-oriented games. 100,000 trials were performed in each
experiment.
5.1
Mobility Models
We use random waypoint [3] and group random waypoint [13]
for our mobility models. Node movement under these models is
relatively more chaotic than actual user movements. User
movements in VR applications are usually goal-orientated and
contain some structure. These mobility models are suitable for
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testing network stability as links are often broken. In random
waypoint, each node moves towards a randomly generated
destination. Upon reaching the destination, the node remains
stationary for some time period, and then a new destination is
chosen. The cycle repeats for up to 100 timesteps. In group
random waypoint, group leaders move according to the random
waypoint model, while other members try to maintain their
relative position to their leaders. Random waypoint is group
random waypoint with group size of 1. Random-group node
distributions with corresponding group sizes are initially
generated when simulating group random waypoint. We allow
nodes to move 1m horizontally and 1m vertically in each timestep.
Nodes move on the shortest path to their destinations. The rest
time is randomly distributed between 0 and 5 timesteps. We
perform 10,000 trials and run experiments up to 100 timesteps.

6. Results and Discussion
Our numerical results are provided below. We first evaluat e
network stability over time and show that prioritizing established
links significantly reduces rerouting in schemes adapted from
previous works. The impact of preference on stable matching is
assessed, and unstable pairings are discussed. We then show that
our proposed group matching requires the least amount of
rerouting. Finally, the reachability of our algorithms is presented
and allocating AP-space is considered as a possible solution in
the worst case scenario.
6.1
Network S tability under Node Mobility
Fig. 3 compares the average stability of maximal, stable, and
greedy depth 2 matching against our modified versions. By
prioritizing established links, rerouting is reduced in maximal
matching by 66.2% and 57.4%, in stable matching by 54.1% and
57.1%, and in greedy depth 2 matching by 67.1% and 57.4% for
when the AP is placed at a height of 4m and 2m respectively. This
translates to 2.1 and 11.0 fewer routing table changes per timestep
for maximal matching, 2.4 and 9.8 fewer routing table changes
per timestep for stable matching, and 2.0 and 10.9 fewer routing
table changes per timestep for greedy depth 2 matching
accordingly.

The stability values of maximal and greedy depth 2 matching
are almost identical in both AP settings. Initially, all blocked
nodes can typically be paired in one round of matching. In
subsequent timesteps, greedy depth 2 matching is expected to
produce more stable networks than maximal matching becaus e
newly blocked nodes can be paired with nodes using established
links if there are no free parents. M aximal matching must break
established links if free parents are unavailable. Greedy depth 2
matching is more flexible, yet its stability values are not much
different from single-stage maximal matching. The reason being
is that previously established links become blocked and there are
always free parents. M aximal and greedy depth 2 matching select
relay nodes randomly. This randomness is the primary reason that
the stability values are so large. Links formed between random
pairs are often vulnerable to blockage because paired nodes are
often far apart. Shorter links are less likely to be blocked than
longer links. Network stability can be improved by preferring
shorter links. Stable matching produces more stable networks
over time because blocked nodes are paired with the nearest
relays.
The stability values of our modified stable matching algorithm
with different preferences are shown in Fig. 4. The average
number of routing table changes decreases with group size when
the AP is placed at 2m, but remains fairly consistent when the AP
is placed at 4m. This is because blockage occurs densely when
the AP is placed at 2m. As group size increases, it more likely for
nodes within the same group to be paired. Pairs between nodes of
the same group tend to be more stable because nodes in the same
group maintain their proximity to one another. The number of
reliable candidates therefore increases with group size and
network stability is improved. Stability remains fairly the same
when the AP is placed at 4m regardless of group size becaus e
blockage occurs sparsely. Short nodes are often blocked, and tall
candidate relays tend to be far away and part of another group.
As group size increases, the number of nodes in close proximity
increases, making it more like that a group member will block the
LOS to the tall relay node. The probability of blockage increases
with group size and network stability suffers.

Fig. 3. Average stability of baseline algorithms and our modified algorithms prioritizing established links. The average number of routing
table changes is equivalent to the percentage of nodes rerouted per timestep since 100 nodes were simulated. Left: Stability values for
when the AP is placed at 2m height. Right: Stability values for when the AP is placed at 4m AP height. Baseline algorithms ar e shown
as dotted lines while our modified algorithms are shown as solid lines. All modified algorithms show improvements in average number
of routing table changes. The average is taken over all group sizes simulated for group random waypoint.
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Fig. 4. Stability of stable matching algorithms prioritizing established links with different preferences. Left: Number of ro uting table
changes when the AP is placed at 2m height. Right: Number of routing table changes when the AP is placed at 4m height. Distance refers
to preferring the nearest node, height refers to preferring the tallest node, and close refers to preferring the closest node that is taller than
the node itself. Parents prefer the nearest node for all cases.
Distant links are more prone to blockage than shorter links
because the number of nodes that can move to block the LOS
between distant pairs is greater than that of neighboring pairs.
Preferring height is advantageous at 2m AP height because there
are many blocked nodes and tall relays are highly contested. The
nearest blocked node is paired due to parent’s preference.
Preferring height exhibits inferior performance at 4m AP height
because blocked nodes are often paired with distant relays.
Close stable matching slightly outperforms distance stable
matching in both AP scenarios for all group sizes. This is becaus e
the nearest relay may be short, making it more likely to be
blocked. Thus, a taller relay node is more appropriate. When the
AP is placed at 4m, height stable matching achieves the best
balance between selecting a tall relay and a close relay; whereas,
when the AP is placed at 2m, close stable matching achieves the
best balance.
The average stability values over all mobility models of each
matching algorithm prioritizing established links for AP heights
2m and 4m are shown Fig. 5. Group matching outperforms all
other algorithms. Network stability experiences an initial hump
because more blockage occurs as nodes move to their destination.
New links are formed and unstable links are replaced. Perfectly
stable links are rare, and links inevitably experience blockage due
to the random nature of our simulations. Routing table changes

are necessary for maintaining node reachability. Stable and group
matching produce less concave humps than greedy, maximal, and
greedy depth 2 matching because these algorithms select stable
links in the beginning while the latter algorithms select links
randomly. The algorithms eventually settle on the most stable
matches while coping with random blockages.
When the AP is placed at 2m height, the algorithms differ in
reachability by a tiny percentage. This tiny percentage represents
the trials in which slightly different pairings are formed by greedy,
maximal, and greedy depth 2 matching. M aximal matching
results in the most number of routing table changes becaus e
established links are replaced in order to maximize reachability.
Greedy depth 2 matching forms additional pairings on top of
greedy matching, making their stability values alike. When the
AP is placed at 4m height, greedy, maximal, and greedy depth 2
matching produce the same stability values because blockage
occurrence is low and they all form pairings randomly.
The average theoretical maximum number of routing table
changes is shown in Table 1 for each group size used with random
waypoint. This is calculated from twice the number of blocked
nodes. All previously blocked nodes switch back to LOS
communication with the AP and newly blocked nodes switch to
non-LOS communication. Stability values achieved by our
algorithms for each group size are shown in Fig. 6.

Fig. 5. The average number of routing table changes over all mobility models is shown for each algorithm at each time step. Left:
Stability values for when the AP is placed at 2m. Right: Stability values for when the AP is placed at 4m. The average is taken over all
group sizes simulated for group random waypoint.
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Table 1: Average Theoretical M aximum Number of Routing
Table Changes
AP Height
2
4

Group Size
1

2

4

5

10

33.50
6.76

34.62
7.73

36.62
9.24

37.58
9.88

42.00
12.95

Fig. 7. The matching failure of all distributions and algorithms is
shown as a single averaged plot.

Fig. 6. The average stability values for each modified algorithm
at AP heights 2m and 4m are shown with respect to the group
sizes used in group random waypoint.
The average number of routing table changes is substantially
smaller when the AP is placed at 4m compared to when the AP is
placed at 2m. Group matching results in the most stable networks
with an average of 12.37 and 2.73 routing table changes per
timestep when the AP is placed at 2m and 4m respectively. These
values indicate that stable routing decisions can be made in relay
virtual reality networks if the AP is placed at 4m. Stable matching
has the second best performance, followed by greedy, greedy
depth 2, and maximal matching. In reality, the AP can be placed
at lower heights because user movements in actual VR
playgrounds are often structured and random blockages that
perturb the network occur less frequently.
The average number of routing table changes generally
decreases with increasing group sizes because it becomes more
likely that group members are selected or preferred as parents.
Parents in the same group are reliable because they maintain their
relative position to group members. Greedy and maximal
matching performance decreases with increasing group sizes
when the AP is placed at 4m because the probability that a
randomly matched parent is a group member is low when fewer
nodes are blocked. Group matching shows the largest
improvement because it utilizes group members explicitly in
matching. Since group matching produces the most stable
networks, it is most suitable for making routing decisions in relay
virtual reality networks.
6.2
Maximum Reachability
In the previous subsection, we have shown that our algorithms
are significantly more stable compared to previous works;
however, this improvement could have transpired at cost of
reachability. We show in this subsection that the reachability of
our algorithms is no smaller than that of previous works. We

evaluate our matching algorithms from 0m to 4m AP height with
0.2m increments. M atching failure occurs when not all blocked
nodes can be paired with relays. Formally, ∃𝑣 ∈ 𝐕𝐭 s.t. pv,t = ∅
in the output. The average matching failure of all algorithms
across all distributions with respect to AP height is summarized
in Fig. 7.
Blockage occurs more frequently in distributions where users
are more congested. Uniform distribution has the least blockage
occurrence, followed by random distribution, random group 2, 4,
5, Poisson distribution, and random group 10 distributions. The
results show that blockage is reduced and node reachability is
improved as AP height is increased. At 2m, all node reachabilit y
is guaranteed 99.99% of the time. M aximum reachability is
achieved at 2.2m AP height. This height is slightly higher than
the tallest user and provides the AP with an overarching view of
the playground as well as large field of view (FOV). M ore nodes
can communicate on LOS with the AP. For AP heights below 2m,
greedy depth 2 matching outperforms other algorithms as it is
least constrained. M aximal matching has the second best
performance, followed closely by greedy matching, and then
group and stable matching.
In group random waypoint, nodes typically cross the
playground to get to their destination. The center of the
playground becomes more crowded and more nodes are blocked.
Although matching is always successful when the AP is placed at
a height of 4m, matching performance deteriorates slightly when
the AP is placed at a height of 2m. In the latter case, maximal and
stable matching produce the best and worst matchin g
performance for single-round matching algorithms respectively.
The worst matching performance occurs under group 10 random
waypoint. In this worst case scenario, maximum node
reachability can still be guaranteed at least 99.9% of the time.
This indicates that relay virtual reality networks can guarantee
user connectivity under node mobility.
The performance of each matching algorithm when the AP is
placed at 0 height is shown in Fig. 8 for all distributions. Greedy
and maximal matching have similar performance because the
majority of cases in which they fail are ill-posed: the number of
nodes in U is smaller than the number of nodes in V. In wellposed problems, maximal matching is successful in all cases. It is
easy to arrive at a perfect match because there are many
connected users in the graph that can reroute transmission to a
node. Group and stable matching have the lowest node
reachability since they impose more constraints on the matching
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Fig. 8. M atching performance when the AP is placed on the floor.
result. Stable matching forces all matching pairs to have no
incentive to undermine their assignment by joint action, whereas
group matching only enforces stability among group members.
Greedy depth 2 matching achieves a success rate of 97.32% in
the worst case when nodes are distributed in groups of 10. All
node reachability cannot be completely guaranteed, but overall
VR quality should still be enjoyable. Depth 2 matching improves
node reachability at the cost of heavier workloads for user nodes.
Although application quality might not be hindered, more power
is consumed. Since user nodes are resource-constrained, depth 2
matching is less practical for relay virtual reality networks. On
the other hand, maximal matching fails with 22.821% probability,
and matching failures are detrimental to system performance.
APs should be placed at vantage points to accommodate resourceconstrained user nodes. This setup requirement is effortless
compared to setup required by other systems, i.e. the placement
of multiple mmWave mirrors in [1] would be tedious in multiuser scenarios. M atching performance can be improved by
allocating AP-only space. This is discussed in the next section.
6.3
Impact of AP S pace on Node Reachability
Allocating AP space improves node reachability. Nodes are
generated further away from the AP, so they take up less of the
AP’s FOV. This allows more nodes to communicate on LOS with
the AP. The average matching failure of each algorithm over all
distributions with varying AP-only space is shown in Fig. 9.
Allocating AP space improves node reachability. Nodes are
generated further away from the AP, so they take up less of the
AP’s FOV. This allows more nodes to communicate on LOS with
the AP. The average matching failure of each algorithm over all

distributions with varying AP-only space is shown in Fig. 9. The
average matching failure increases at 1m because nodes can no
longer be generated directly to the side of the AP. Nodes are
confined to a smaller space while AP FOV is not improved.
M atching performance starts to improve at 2m of AP-space. The
improvement decreases as more space is allocated because nodes
are generated in smaller spaces. This results in more congestion
and blockage. Allocating more than 10m of AP-space improves
matching performance, but users’ space becomes more limited.
Since user experience is affected by the size of the playground,
we consider only up to 10m of AP-space for our system. Greedy
depth 2 matching improves to 99.968% and maximal matching
improves to 92.969% at 10m of AP-space. If VRHM Ds can
tolerate heavier workloads while maintaining application quality
and AP space can be allocated, then the AP can be placed on the
floor. Otherwise, maximum reachability can only be guaranteed
if the AP is placed at least 2m high.

7. Conclusions
Our numerical results indicate that stable networks over time
can be achieved by prioritizing established links. Our modified
maximal and stable matching improve network stability from
their baseline counterparts by reducing rerouting by at least 70%.
At 2m and 4m AP height, our proposed group matching produces
the most stable networks over time at 12.37 and 2.73 routing table
changes per timestep respectively. We find that AP height plays
a significant role in determining network stability. As AP height
is increased, blockage is reduced and fewer routing table changes
are required to maintain maximum reachability over time. We
show that all node reachability is guaranteed 99.99% of the time
when the AP is placed at 2m; whereas, maximum reachability is
guaranteed all of the time at 2.2m AP height. When the AP is
placed on the floor, greedy depth 2 matching achieves 97.32%
matching success. This is improved to 99.968% if 10m of APspace is allocated. Depth 2 matching requires VRHM Ds to handle
more network traffic, but should be unnecessary because APs can
typically be placed at least 2m high in VR playgrounds. In reality,
random blockages do not occur as often as in our simulations.
Our work demonstrates that relay virtual reality networks can be
used to enable high quality untethered VR for massive
multiplayer VR applications in VR playgrounds.
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