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TN IR VEDORA N AT s 5L —%
DEAFEDIIEL T D, IHIT—FR VI —DRERT
TV = a v D—2I% )OO H 5 HEEEE O
TlE, KHIELHPC & 2 7 L 25 L T8 2 Ertage 3
B0z, T —=FWHEEDONHE % E D 2 D A
BUSEA TS (7], 18], (9]

INHD~NTFRY T RaAVE L —TF 4 V7, EEEE
DRBBNFIY & v o T EefffBi:, SDarEa—%
T—X77FvDARBELT, T—Fky¥—T—F%77
Fr DFGFHC O RERFEL 6T, 2D, FEY=
7 AR DY — 2 BUCHE & L TEIRO i 21X 5
EWVIITRAFLADS, ANTFRIZT ALEREE RO — N
bl avR—xv 277 ) r—ravichibyd i
MBI CEICHEAT DL AT LNEERNEE S LEZ
5, FORR, 7=y =%y 7=t RKDEND
JRAIR EEBIEANDERIZEF T ETEL 25, ZHUSHL
T, IAEBRTHHIN TV 2 RS ECLHETE T —5
LV INRY FPT—JICHEATAIET, 774 7NHKD
%5 10 Thps fDHAHAY 2030 FEICIFFEHFRETH % L »
I REDRE T B [10][11],

Tz iz, T X9 RHABREARHE N— P = 7 LA
WHEEZHARDLYEFH LAy Ca—F4 7854
ALTHD 77—y by rava—T4v7, %
FREL (12, ZOFEFRICHIT TR Al Z v P Vit 7 7
7 F (Flow in Cloud) DFd¥ICET L7 [13][14], &5
WK ATLY 7 P72 7DERD»HIE, Y AT LARDH



BRLEZSARHRES
IPSJ SIG Technical Report

—d FPGA instance

| /1
Data center =W
W —

| GPU server

(17

GPU

(a) BBFT—% v %

Data center =54

Vol.2018-HPC-163 No.19
2018/3/1

Process
4 N\

w
]
(1]

sliceil

Process

s

T
shas
EHHH

- AN J

T2 EEERERECENET
RS A R KK

NI (FoESL—45) OERT—IL

(b) $ET R T 4

1 799 ReiAFRY=7RaVEa—T4 V7  PWHETFT—FRVY (a) LRES AT L
ERALET7 7270 —%2777F (b) LMK

JRR R MRS % s b 3 % > A 7 MU oA, &
Oz BBLL 7T =%y I T4 FRI LT =2T7D
FRWHEE 22, Fer i3, BlEO Al P v Ein s
7u—IZEH L TEBEEHEZTIELL, 20T Pv
7 =7 % FlowOS LW, ffERFEZED T 5,
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ATHHEEDEHICARZ LI bH L, —F, BEED
BHIARTIC Al = P v ) — R ousia 4okt 2 73 %
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3. FlowOS

3.1 FlowOS O¥E

FlowOS iZ, 77+t 7L —% 2777 F (FiC) O&FETH
LAYV ) —FERL v F /) = FERE-INCERL,
FIAFZ ISR L <, N7 7 r— a vIETEREECH
LATAARRET 29I PAL Y =7 Th 5,

FTIRWIC FlowOS I8 2 HFE2 E#T 5, 7'mE A
EATA ZADBIRIZK 1b b B S iz,

o IR —oD Al VY v CHEIWET 2 PO HAL, £
Hi. AtHJ189 X =% O EE» SR S D,
WD FERIE C++. Python, CUDA, OpenCL, HDL
% HWEFRIIIGU W2 2 L3 TE 5,

o 70— MBEORNIIIEL TH¥ A7 Z8IFbD, Hi
By 27 OHNEBBEDY 27 DATNTEFT» Y
ZET, Ju—mET 5,

o ATFAR: 7u—%2FETT 540D EE (Al
PYDHER) THH ., FlowOS 13 A T 4 AHALTHEIE
ZEIRICHERR - RIS 2, k. —EMERI R 7
A AEENDZ T 75 L —F 8- EHIZAETH B,

o JOER: —2DOT7 V75— a vOETHNITH
TV =Y avig—ob o7 e =2 oI N,
—OPEDAT A ATEITEING,

FlowOS O FELHEEEIZU T L E D THh 5,

o Al Yy DHEFEM

o THERDTA 7Y A I IVER
o TUVT IV B

B 2 12 FlowOS D% 7~ $, FlowOS 13312 FlowOS-
API, FlowOS-RM (Resource Management), FlowOS-
Driver @ 3 JE@2 5 HER S 115,

WED 7 5 AYEHI FLy 2713, Kt/ —FEic
Linux % 7 VHEBED OS D38i{E§ % 2 L 2 HifEE LT3,
—Ji. FiC T, 77V 7 —> a vOETHEEZERL.,
Al Py F— I E R T 272 dic, AJREZRR Y 4+
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B 3 FlowOS D&t flfll 7L —v & 5F—% 7L —v Doy

6 OFBENHIT20ELH 5, 22 CHR 3ITRT L
Jiz, OS DfEEZME L —v EF—% 7L — ook
L. MR EBEEEDOMNI 2 X2 L W) BHRIcE -7, T—
Y7L —=d, TV = a VEFICEHLL BB TH
D, xR CPU RN T AI VY VETEET -9 DR
e ch 5, —H, T L — i3, EEEH, 21—
PEBIC A BRI 2 R L. FlowOS L Al =V Y
v/ = FiE#E s nHI#HA CPU L TEfEY % FlowOS
agent D5HEET 5 Z L TEIET %,

3.2 FlowOS-API

FiC TRAAIIC~T B Y =7 A k&R Z b7
TRTT IV TBEIC I 503, T NA A OME1EBIE
PESZILTE D, MR TH 5 2 LA, F@ER
K\, ¥, TRl IR THTAII VY R ER
THHERH L, Z T, FlowOS-API Tl 754 R f[ifd
BEEINT—FDlEk s LTHELL, WHD 7 a—Ii
Ehl7mr oI v 7 z2u@gicd s, I6IT, BT 5
FlowOS-RM L 3Eiff LT, WHABLE=S Y v 7L
T, MBICEGESR A T4 AR HEET 3,

FlowOS-API i3 Python 74 777V £ LCHEELTED,
Uiz, FlowOS-API Z H\Wi-HffiZz 7 7V r—> a3 v
Bl RT, 4~10fTHT2 2D ¥ A7 add_scalar. def &
sub_scalar_def ZE#&T %, 13~17fTHTHIRD ¥ 2 7
ZRAALT70—2ERT 2, 19fTHT7 B =TI
TAITA AZMRL, 21fTHT7 v —%2%f775%, 22
AL APLIZ 7Y S5 4 7 & 72 2 {EK%E API TdH % 73,
FERD T 7)) r— a i, G ZASEEREEE T O sk R
API ZFIA L TRk 2 2 Lick 3,

import flowos as fo

# AT DER

add_scalar_def = {’task_name’: "add_scalar",

’iport_nametypes’: (fo.int64, fo.int64),
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’oport_nametypes’: fo.int64,
’fun’: add_scalar_fun}

add_scalar = fo.task(add_scalar_def)

sub_scalar = fo.task(sub_scalar_def)

# 70— DER

a = fo.flow_input(’a’, fo.int64)

b = fo.flow_input(’b’, fo.int64)

c = fo.flow_input(’c’, fo.int64)

d = sub_scalar(add_scalar(a, b), c)

o = fo.flow_output(d)

s = fo.slice(o) # A7 A ADHEMR

vs = s.run(1l, 2, 3) # 70—DHET
print(vs) # [0]

s.free() # A7 A4 ADMRIX

3.3 FlowOS-RM

FlowOS ICEBW T, Y AT LA LKOBREH ATV, 7

TV —avhsDERIINLTAIA RAZE Y Y T2

DB, FlowOS-RM TH %, HEMWICIE, mido 7w 75

LMEITIEZ AR ED Al LY Py ) — FCHETT 3 0H

AICHIEEL TRV, ZORATY 2= v 7 %{79 2

& 2 FlowOS-RM O%EITH %, FlowOS-RM 1£5 A7 %

Alzvy v/ —Fies7eAsf L, Al=vy v/ —FiElo
B EBOEZDIZAAL v F /) —F2RET S, 6170

CADE=SY) v IBEBERREEL, Al =YY v ORI HE

AL TEZ X, HEIROFENCEIE A7 2 -

VLD FRERMET 5, BB, FiIC Y AT LB

BZATY =) B L TR, TR SICHE T 305

BH 5,

o FPGA DK TTHE 22 784 A Tldd 208, e
K, By FA MY —LEEDPSTHHBKETEEDD L
CPU LB B3 ur/su—FERBEDL ATV
SIENEETELR G, LMo T, KAl VP ViCE
DEIBRTRTILABT 7oL INTRE0LE0
T AT a—= )T 508ERH 5,

e *V M= FRuYEEELT, LA T
DRI A EINT 5,

o AA v F /) —VFIHEBRIN/ FPGA ZH\icAf v 3
F7—=r Ty vy (R EORE LA
E) 2ERET 5,

777 L—%P5ND PCH— NIZBIL TH FlowOS H

MCEREHERET 22, EOT -2y ¥%2T7 7%

ZVL—%27 77 FMbT 256, BEED Hadoop *° Spark,
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MPI L Vo 7o &7 L —20 7 =7 EHEL L WEEIE, 7
7 A EREIS A7 LD Apache Mesos [15] /8y F3
AT LTHD Slurm & ELHBETRRTE A2 I ENEF L
W, FlowOS-RM % Apache Mesos D7 L —L7—7 L L
THEATTHTFREA 7> a VBB E LTHRfEL T 5,

3.4 FlowOS-Driver

FlowOS-Driver 1&. A7 A4 A &R T 2 EIROMEL - fiE
B, A7 DTTaAE Al P VIR T 2 8E- 7
7 ZDMBALETH %5, Z 2 TlF FlowOS-Driver D EAEk
il & L C. Bare-Metal Container (BMC) & FlowOS-FiC
2oV 3,

Bare-Metal Container (BMC) [16] i, 2 ¥ 7+ & % v
=27 —bF, VE— MEFREZHAEDE S Z LT,
TV =y avicEbL 72— FE OS H—%
NEERIGHAGDY T T uA $50HAaTHSL, —
7. Docker EDa v 5+, 77V r—3 a vETEE
DHRMED TR AR EAMITH 503, ]Kilw> v LId5
O, MAFZEROS A—F N ZEIRT 22 LIZTE R,
FlowOS Tlt., A7 A4 A2 PC % —\ (CPU) &4,
BMC FI A4 N%ZRMALTHETERELZ T 7’0l 95,

RIZ FlowOS-FiC R 7 A4 N EIZ >V TBR~N3, T
5DMEF —2LTiE, FiC 2y P =7 %BET 272D
D FiC AA v FHR—FZHFEL T3 [13], FiC A4 v T
F—Flx, FPGA (Xilinx Kintex Ultrascale XCKU095).,
DDR4 * €Y 20y b, 8 XD 10Gbps U 7L ¥ 7,
KO D Rasberry Pi 3 (BT, TRasPij &59) R—
FroRIN%, FiC A4 vy FHR—FEiZiZ> Y 7
VoD —%y b AL v Fudy 7PN, 2 —F 0
Py 7 EEHEADLIHEERHD (S—=rVar7a s
L—savafE), Al v e LTHIERET 3, £,
RasPi @ GPIO & FPCGA 28I NuT8 D, av 747
L=y a v 7= DEZARPR, ML T— 5 DRZD
HHETH 5,

FlowOS-FiC K7 4 3%, RasPi L® Linux TEIfET %
FlowOS-FiC agent &##§ L., XOEREZ 24t T 5,

e IV 4L —YavF—yDhyua g

e IV 4L —YarvF—yonFrug

e IV 4L =Y arvTF—YDEZIAL

o ALV F VT T =T NDE5AEES

o ZOMDF—FiiAHEE (GPIO ¥y DA X)

FlowOS-FiC K74 NiE FlowOS 7 7V 7 — a Vb5
DERIIGL T, av 747V —var7—8D77uA
PEIAAZIT MBI, ¥ihoa<wy FE L CHETREL
FEtE LT3,
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4. FlowOS DE & FiwE

4.1 FiC EERIBOEE

FiC & /—F7 = 7 £ lif7 L T FlowOS D% %D %
7o D IR 2 B L 72, BEREI IR, ATV P
J=FELTPCITNA A, 77V r—varvnil
RIIGL T, PC Y= PCI 7N A DEEkt % B £
Wy 208t Lz, ST AL v UMz IEBEERT
% L) FiC AKD HIWIZEK TE 22 \225, FlowOS D%
BB %2 MRE T 5 Ici3+ o ch 5, BlZIE, GPU ZHHT
277V —=2a i LTI GPU Y FRAYZAT LA
ELTHBE L, GPU IAEL DM 2 b L — P HSphg
7TV —2a v Il Tid NVMe 258 L 727 5 A
FHATARELTHRETZZ L3 TE S,

PCH—NEPCITNA AZTA AT V= avd
5§ & LC. ExpEther [17][18] %> rCUDA [19] H37E
%, ExpEther I& PCI Express 73N A % —f#[}) 7% Ethernet
EICHRIRTE % PCI Express over Ethernet $fli T&H b |
& Z b PC & ExpEther 52 b N2 74 7% %FH L T,
PCI Express BUSHERNLT NA 2% 2w b7 — 7B LICK &
T3 EWAERICZR S, —JF, rCUDA X, RIET N4 A
I NVIDIA #1 GPU IZfR6 01523, CUDA 9477V %
LT3 2T, YVE—F PCDGPU TS A% 2y
FY— 2B LICH b —AINVITHEIET 20D X 5 ITH]
HTE28MiThH b, LT TlE, ExpEther & rCUDA I
D\, PRI & HEREIRIIC D W CERET 5,

KEBREECTIX 40 ¥ A4'E v b Ethernet 24 v 5% 4L
T, 4BDPCH =&t 4 5D ExpEther I0 2= b 23
eI 4T3, ExpEther I0 2= v MZiX, &itcEznz
4 %® NVIDIA P100 GPU, XU Intel NVMe SSD 73
SN T35, PCH—ND#ILER 1 IS8T, &E,
PCI T NRA ADFy b 77 VT REENT D702, h—*
JVELEREA 7> 2 v & L, pci=pcie_bus_safe #{J5 L
Tw3, K47y a voORIWEMICX D PCle 87 v F D~
AB—FDPNSL%5,

4.2 ExpEther & rCUDA DLLE

ExpEther 13 10 2= v MM I N7z PCI 734 2%
Ethernet #HH TEBNIC PC Y —NICBHT 5N —FU =
TEMTH B, OSHLLIFHEMDOY 72724 VA b —
NWET LR, WHEDOPCIT/NA AL L CR#EIN
%2, LEdoT, R7uY =7 FTHEL TV 2 EEYAE
7L — 57— 7 EISHE S CEfEY 5, —/7, rCUDA &
V7 by zTEMiTHY, EHON—FY 2T IIAETH
573, CUDA & QLRI Tl wo T, BRI
o4 2 I3 HIRY D 2, Bl 21X, SSCHEBR AT
cuDNN (258405 L T2 W, Chainer % DeepBench
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& 1 FEBRBEEOHIT
Compute Node
CPU 10-core Intel Xeon E5-2630v4/2.2GHz
M/B Supermicro X10SRG-F
Memory 128 GB DDR4-2133
Network ExpEther 40G HBA
InfiniBand | Mellanox ConnectX-2 (QDR)
Disk Intel SSD 480 GB
Resource Pool
GPU NVIDIA P100 x4
NVMe Intel SSD 750 x4
Software

OS CentOS 7
Kernel Linux 3.10.0-514.26.2.el7.x86_64

NVIDIA CUDA 8.0

rCUDA v16.11.04.02

1000

=
2
a
=100
=
e
s
©
3
@ 40 b

1e+01 1e+02 1e+03 1e+04 1e+05 1e+06

Message size [Byte]

B 4 ib_write_bw

HRIEFRFETTLI L TE R o7,

PERETRI COHIE 24T 9 72 &, CUDA B bandwidthT-
est 700277 &, nbody 70 277 4, KU DeepBench % 5
L. ML 7%,

rCUDA Tli. CUDA BB ZWOHT 77347 &,
CUDA ¥tz GPU LTF477 %% — 1 Df#% TCP/IP I
&3V /ry MifEd L < 13 InfiniBand @ RDMA {3 % H
WTEHET 5, TERE L <, ABREIZE T 5 InfiniBand
QDR TOMWEEMREZITE L7z, EREZE 412587, A v
=¥ A4 XD 1 KB LD RECEAIEH 3.3 GB/sec D
PERENLE L THHTWw 3,

bandwidthTest 12 & . CPU & GPU X & Y [HD¥R%
Hig % 4 /¢4 — > (local, ExpEther, rCUDA(RDMA),
rCUDA(TCP)) THlE L %z, local T, PC #—3D PCle
Gen3 21 v b (x16 L —v) IZE#E GPU BMFEAZI LT
%, tTCUDAZBIL Tix, 7 74 7~ b - —[HD@EEEE
& L CHiR O InfiniBand QDR ZfEH L., 7Ymatanr e L
TIZ RDMA & TCP/IP ® 2 8% — v &FHIL %2, %28,
40G ExpEther HBA X O InfiniBand HBA X x8 L — ¥ ®D
PCle Gen3 A1 v MIFAZINT WS, SHEIIFA X E
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JELTR=Yuy 7 XEY24HEH) ¥ T/DT, OSTD
R=Y UV 7IRHEL R, FEEEREZER 5108 d, E—72
TEIEHAE (host to device) 1%, local T 11.7 GB/sec TH %
D% L T, ExpEther Tl 2.2 GB/sec, rCUDA(RDMA)
T 3.1 GB/sec, rCUDA(TCP) T 1.5 GB/sec & 40G Eth-
ernet L < 13 InfiniBand QDR OHAHEOHIRIC & h | 5
32, £, 1 KBUTORIWX YL —ViEXIE Ex-
pEther 2% \A3, 100 KB ML EDOKE R X v &2 — kT
i rCUDA(RDMA) %358V, 24L& PCle 287 v F D<A
O—FI3/NEL, RERA Y —VERD L — N~y I8
REOLIEDPHEHL EEZ S,

R 2 12 DeepBench [20] (2% £ 1L 51751 (GEMM) &
BHIAAFEE (Convolution) DHEFDOR Y F<v— iR %
AT, INGFFEEEECHIET 2 —FVHETH %,
GEMM D 7 — % )Vi3 M=5124, N=9124, K=2560, & &
ABD AT A4 X1E W=224, H=224, C=3, N=16 & L
oo BHEA YTV 7THY, KA L - TN A OIHG
DEBIZMETE 5 DT, local & ExpEther 12 WHE 72 4
BEZElE v, B, tCUDA TIRRZ I —ICk D EFTER
not,

BT, 1BDPCH—"»oEHD GPU MW 3
7 —A L LT, nbody DEREZR HIEL L 72, /X7 X —% N &
256000 & L. /NERTHELOREEE & L C FP32 & FP64 =l
Wiz, E, FP32 OB GYERE DB DIK &
(%, ERZE 612737, 1 GPU TOMREMETIX £ 2
HRRICEERHTE 5, —H, 2GPUICk % & GPU HLl{E2
FET 270, local & ExpEther IIXX 51CR L2 XEY
BRI PEREZDSRIA & 7 > THD R MERBE T 2YE L 5, RIS
FP32 Ok, GPU BZRER L CHBFITHEREMME T LT
W3, ZOWBEKTORRICOWTIESHI s IERT 2
TETH 5,

RBIZ fio RV Fe—2%2HWT, NVMe DA FL—3
TEREZHIE L 7, dKB DS v ¥ LHmESZ D IOPS 2K 7
IZRY, 2 f#T T ExpEther DYEBEAE F SR CE 72, &
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