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Abstract: We design a support system to assist caregivers looking after aged people. The system collects gait information from residents of a retirement home using a network of IP cameras. If an elderly person goes missing, the
caregiver initiates a visual search of the immediate vicinity of the home. We use another set of IP cameras to detect
people outdoors and match their gait features to those collected from the residents inside the home. Using gait features
enables our system to work at a distance, does not require the cooperation of subjects and preserves their privacy. We
have tested our system on a group of more than 20 volunteer subjects under different carrying, clothing and illumination conditions. We evaluate the recognition accuracy of our system, report its strengths and investigate challenging
situations.

1.

Introduction

The use of video surveillance systems has been rising over
the past two decades. Most recently, the need to improve public safety has contributed to a dramatic increase in the demand
for surveillance systems. This has resulted in thousands of hours
of recorded video being available. Browsing through such huge
amounts of data is practically beyond the ability of human operators. For that reason, several techniques have been developed in
order to automate the analysis of relevant information contained
in video sequences.
Visual surveillance applications are getting more varied in
everyday life. Applications in security and safety in public spaces
are among the most common ones. For that reason, a lot of work
has been done in human activity recognition [1] and tracking
across cameras [2]. However, our focus in this research will be on
applications geared towards the elderly. Population aging is seriously affecting demographics in Japan and many other countries
[3]. As a result, retirement homes have been built to accommodate aged people and technological assistance is required to be
present in such places.
Studies related to elderly people applications have often focused on abnormal activities that may occur in elderly homes [4].
Such anomalies usually signal the need for medical intervention.
A particular attention has been devoted to the detection of the falling event in order to reduce its serious effects, specially on the
elderly [5]. Most of these studies have been limited to indoors
scenes [6].
Our work in this paper is also concerned with visual surveil1
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lance applications for the well-being of the elderly. However,
unlike mainstream work, we design a whole surveillance system
that works both indoors and outdoors. Our system gathers visually identifying information about the residents of a nursing
home. Our purpose is to assist in locating residents who leave
the home and are unable to find their way back due to mental
disorders or other illnesses. We do so by detecting and matching
subjects observed in the neighborhood of the house with those
collected by the system indoors. Corresponding people appearances across multiple cameras is an important aspect of the reidentification problem. The problem becomes more challenging
when those cameras have non-overlapping fields-of-view (FOV).
The output of our system provides clues for the area where the
missing person may be located.
1.1 Our Contribution
We design a surveillance system for monitoring elderly people.
We merge the latest in re-identification technology, using privacy
preserving gait information, along with aged people surveillance
applications, all into a fully autonomous monitoring system. Unlike previous work in this area, our system is designed to work
both indoors and outdoors. Moreover, we extensively evaluate
the performance of the whole system under multiple conditions of
weather/clothing change, numerous illumination conditions and
different carrying states. To this end, we design the experiment,
collect surveillance data, detect and track subjects, extract distinguishing features using the recently developed STHOG descriptor
[7] and finally, evaluate the performance of all the components of
the system as a whole.

2.

Related Work

In this work, we are designing a full surveillance system for reidentification. We join techniques for human detection, tracking
and matching, unlike most work done on re-identification which
1
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focus on matching pairs of images of perfectly tracked subjects.
Hence, many areas of computer vision are involved here. It is
not possible to cover the literature related to all the parts of our
system in this section. For that reason, we briefly touch upon the
major related work.
Object tracking is an area of computer vision that has seen a lot
of advances over the past two decades. A classical survey by Yilmaz summarizes the early advances [8]. More recent work in that
area is overviewed in [9]. However, our approach for tracking in
this paper is slightly different. We begin by detecting humans in
the scene, then associate the individual detections into tracklets
and finally, merge tracklets into full tracks. Many object detectors that have shown to be quite effective are based on Histograms
of Oriented Gradients (HOG) [10]. HOG encodes the orientations
of maximum image intensity changes into feature descriptors that
are trained for each object model. Naturally, we are interested in
human models for the present work.
Re-identification has been the focus of recent advances in computer vision. Each attempt at the problem addresses an individual
challenge or several challenges simultaneously. Most difficulties
in re-identification originate from appearance changes of people
between different cameras. Those changes are due to differences in orientation, lighting conditions, occlusions and other factors. In that regard, some works have considered illumination
changes [11], others attempt partial occlusions [12], while some
trials have addressed the challenge of differing carrying conditions [13]. Other approaches merge different features in order to
achieve a better performance [14]. Recent work considers the
consistency of associations across a network of cameras as opposed to pairwise associations [15]. A recent and more comprehensive survey of modern trends in person re-identification can be
found in [16].

3.

Re-identification Approach

We describe the technical details of our approach in this
section. We have integrated recent techniques for the detection,
tracking and re-identification of human subjects. We provide a
description of the different components in the following subsections.
3.1 Subject Detection
In order to provide more autonomy to our monitoring system,
we enable it to survey the scene to search where human subjects
are located. This is performed using the Deformable Part-Based
Model (DPM) [17]. DPM uses Histograms of Oriented Gradients
(HOG) for identification of parts of the human body at a low level.
At a higher level, DPM allows deformations in the human body
by learning a model for its different parts. We train the model
using the publicly available datasets: INRIA [10] and PASCAL
[18]. We have used DPM in particular for the detection task because it achieves state-of-the-art under difficult situations such as
the PASCAL challenge [18].
DPM may occasionally return false alarms: non-human objects incorrectly identified as humans. To counter this problem,
we pre-process the video sequences in order to eliminate nonmoving objects from any further processing. This is consistent
ⓒ 2017 Information Processing Society of Japan

Fig. 1

A typical frame (left) and the corresponding motion frame (right)
obtained by frame differencing followed by morphological binary
operations.

with our application of interest, since we are only concerned with
moving people in this paper. By restricting the analyzed scene
only to the parts which contain moving objects, we significantly
reduce false detections of “human-like” stable objects. As a byproduct, we are also able to considerably improve the detection
speed, since the scanned areas are now much smaller.
In order to detect scene motion, we employ an efficient, yet
accurate, frame differencing approach. We subtract consecutive
gray scale frames at a reasonable step size. High intensity patches
correspond to areas with large motion content. We also attempt
the problem of high noise content in difference images. We first
binarize them, then perform morphological operations (closing)
to remove “salt” noise and bridge gaps. A representative frame
and the corresponding motion frame are shown in Fig. 1.
3.2 Subject Tracking
We employ tracking-by-detection as our approach for tracking.
This is a simple, yet effective approach that proved to be robust
for our dataset. Tracking-by-detection was used in [19] to track
for human subjects. It was also used for more general objects in
[20]. Our approach is rather similar to the latter. Our choice is
based on the fact that it is more efficient and does not require prior
training. We use the DPM detection results readily available from
the previous step.
At this stage, the subjects that are detected in each frame have
to be associated to those detected in the following frame. We
must ensure that the pairs of associations correspond to the same
subject. The sequence of associations forms the track for that
subject. We use a greedy approach to determine the associations
that preserve the identity of subjects. DPM detections are returned as bounding boxes. Let Bi and B j , be two bounding boxes in
two consecutive frames ft and ft+1 . We compute the similarity S
of the two boxes as in Eq. 1:
S =

Area(Bi ∩ B j )
,
Area(Bi ∪ B j )

(1)

This measure evaluates the extent of overlap that exists between the bounding boxes in the successive frames. We expect
that the more two bounding boxes overlap, the more likely they
are to belong to the same track. This is further illustrated in Fig.
2. Similarities are computed for all possible pairs of boxes that
exist in every two consecutive frames at each time step. Then,
for each box in the first frame, we associate the box in the second
frame with the maximum similarity score S , larger than a certain
threshold. The chosen boxes are incrementally added to the track.
The threshold is carefully determined in a manner that allows the
continuity of tracks. A larger threshold results in more discontinuities whereas a smaller one may join detections that belong
2
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Fig. 3 Original frame (left) with detected bounding box and sizenormalized cropped detection (right).

Fig. 2 Sequences of bounding boxes forming tracks.

to different tracklets. Non-associated boxes either end a current
track or start a new one.
We already mentioned in the previous subsection how we
handle false alarms of the DPM detector. However, false alarms
are not the only type of errors produced. On occasions, some subjects may not be detected for a few of frames (false negatives).
The effect of this type of errors is to have interruptions within
one subject’s tracks. At the same time, we do not want to confuse
those false interruptions with actual beginning and ending points
of tracks that result from subjects appearing or quitting the surveyed scene, respectively. To address this problem, we run a similarity match as previously. However, this time, the similarity is
computed between the bounding boxes at both ends of the tracks,
computed at the previous stage. Here also, we choose thresholds
to cover occasional interruptions of a few frames. If any tracks
are matched, we approximate the missing part by interpolating
the end point of one track with the start point of another, since
the discontinuities do not last for more than a few frames. Finally, we smooth the computed tracks using an average moving
filter.
3.3 Features Representation
We extract distinguishing features of subjects using gait. There
are many reasons to use gait in the current scenario. First, gait
can identify subjects at a distance. Second, gait is a non invasive
biometric that preserves the privacy of surveyed subjects. However, this comes at the price of reduced accuracy. The challenge we attempt in this work is to offer a compromise between
the advantages and disadvantages of using gait. Most gait analysis techniques segment subjects first before extracting features.
In our application, however, it is difficult to obtain good quality
segmentation due to the low resolutions at which the videos are
captured and the poor illumination in some cases. Hence, we
use a segmentation-free gait analysis approach to extract features directly from the detected bounding boxes. For consistency
of feature size, we normalize the sizes of the bounding boxes as
illustrated in Fig. 3.
We use the Spatio-Temporal Histogram of Oriented Gradients
(STHOG) [7] as gait feature. The STHOG extends the HOG algorithm [10] by adding a time component to the gradient vectors. It
computes 3D gradient vectors of the intensities of image sequences in the space-time domain. This contrasts it to HOG, which
computes 2D gradients of still images. HOG was initially deveⓒ 2017 Information Processing Society of Japan

loped for solving the problem of detection of people in images.
The average of HOG was later also used in gait identification. It
achieved state-of-the-art in that area [21]. Thus, we expect the
STHOG features to further improve the identification of moving
people in video sequences.
3.4 Feature Matching
At this stage of the process, each subject is represented as a
sequence of STHOG features, one feature vector for each frame
in the image sequence. To match the features of the different subjects, we employ the baseline algorithm [22]. The major difficulty
in matching image sequences of walking people is to align their
phases. In order to do so, we need first to partition the query
sequences (probes) into disjoint gait cycles, since walking is a
periodic motion that repeats every cycle. Let the probe sequence
be represented as P = {P(1), . . . , P(MP )} and the gallery sequences as G = {G(1), . . . , G(MG )}, where MP and MG are the number of frames in the probe and gallery sequences respectively.
Let the cycle length be N, then, the kth probe subsequence is:
Pk = {P(k), . . . , P(k + N − 1)}. After that, we adjust the phase by
trying all possible alignments of the probe subsequence against
the gallery sequence then we choose the alignment that yields the
minimum dissimilarity. The dissimilarity of a probe subsequence
against the gallery sequence for a specific alignment l is:
P
Diss(Pk , G)(l) = Nj=1 kP(k + j) − G(l + j)k2
where the Euclidean norm is used as measure of dissimilarity.
Finally, the dissimilarity between a full probe sequence and a
gallery sequence is measured as the median of the dissimilarities
of the individual cycles of the probe as in Eq. 2. Thus, the probe
is matched to the “closest” gallery.


D(P, G) = mediank max Diss(Pk , G)(l)
(2)
l

4.

Performance Evaluation

4.1 Experiment Design and Data Collection
We have collected our dataset for elderly people inside and
in the neighborhood of Toshima residence meeting room, in
Ikebukuro-honcho, Tokyo [23]. The data was collected over 3
sessions between October and November 2016. We have obtained the informed consent of all the subjects participating in this
experiment. The data was collected using 4 cameras: 2 inside the
building and 2 outside. The indoors scenes are illuminated using
electric light. As for the outdoors scenes, the first session was
partly cloudy to sunny while the second was cloudy, both in the
early afternoon. The third outdoors scene was captured in night
time, illuminated by street light. Weather conditions dramatically
3
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varied across the three sessions, affecting the clothing of the subjects. Typical frames from each session are shown in Fig. 4, while
clothing change is illustrated in Fig. 5. Each subject was captured
twice within each camera: once carrying a bag and once without
bag. Fig. 6 shows all views of a subject, with and without bag.
Over 20 subjects participated in each session as follows:
• Day 1: 21 subjects (4 males / 17 females)
• Day 2: 22 subjects (4 males / 18 females)
• Day 3: 22 subjects (4 males / 18 females)
The resolution of the captured videos is 1920 × 1080 at 30
fps. However, for a more efficient processing, we downsample
the frame rate to 10 fps and the resolution to 640 × 360. The
cropped bounding boxes are all normalized to a size of 128 × 88
pixels and cycle lengths are empirically determined to be 10 frames (1 sec). Interruptions in tracks (false negatives) were allowed
for up to 5 frames (half a second) and the smoothing window size
is 9 frames (about a second).
4.2 Evaluation Results
Inline with the problem definition of searching a missing subjects who left the retirement house, gallery sequences are the ones
captured indoors while probe sequences are captured outdoors.
We compute both identification and verification results. For identification, we use the rank-1 and rank-5 rates. Those denote the
percentage of query subjects for which a correct match appears
as the first, or within the first five matches, respectively, in a 1-toN matching system (N is the database size). For verification, we
use the correct acceptance rate (CAR) corresponding to a false
acceptance rate (FAR) of 1% in a 1-to-1 matching system.
We perform 4 experiments for each day as follows:
• Exp. 1: Cam 3 vs. Cam 2; without bag
• Exp. 2: Cam 3 vs. Cam 2; with bag
• Exp. 3: Cam 4 vs. Cam 1; without bag
• Exp. 4: Cam 4 vs. Cam 1; with bag
The reason we have chosen those pairs of cameras for the evaluation is that they have a similar view. Re-identification accuracy
severely drops as the view changes. In a real surveillance system,
a probe will be compared against all views of the gallery subjects
and the closest match will be chosen. This match will naturally
correspond to the similar view.
Table 1 shows the results of the 4 experiments for all 3 sessions.
4.3 Discussion
By analyzing the results in Table 1, we clearly observe that the
re-identification accuracy is superior during the first two sessions
but significantly drops during the third one. This is mainly due
to extremely poor illumination conditions in the third day (night
time). By taking a closer look at the subjects in the third day, we
notice that the image is severely blurred. Since STHOG relies
on gradients, poor edge quality remarkably affects its capability
to identify different subjects. In addition, street lights result in
strong shadows with marked edges as shown in Fig. 7. This is
another source of noise that affects the performance of STHOG.
Those types of noise were not present in the first two days nor in
indoors scenes.
ⓒ 2017 Information Processing Society of Japan

Table 1 Performance evaluation of our surveillance system. Results are indicated both as a percentage and as the actual number of subjects
correctly identified.
Experiment

Rank-1 [%]

Rank-5 [%]

CAR [%]

Day 1 / Exp. 1

95.2 (20/21)

100.0 (21/21)

95.2 (20/21)

Day 1 / Exp. 2

90.5 (19/21)

100.0 (21/21)

95.2 (20/21)

Day 1 / Exp. 3

95.2 (20/21)

100.0 (21/21)

95.2 (20/21)

Day 1 / Exp. 4

85.7 (18/21)

100.0 (21/21)

95.2 (20/21)

Experiment

Rank-1 [%]

Rank-5 [%]

CAR [%]

Day 2 / Exp. 1

90.9 (20/22)

100.0 (22/22)

90.9 (20/22)

Day 2 / Exp. 2

100.0 (22/22)

100.0 (22/22)

100.0 (22/22)

Day 2 / Exp. 3

95.5 (21/22)

100.0 (22/22)

95.5 (21/22)

Day 2 / Exp. 4

100.0 (22/22)

100.0 (22/22)

100.0 (22/22)

Experiment

Rank-1 [%]

Rank-5 [%]

CAR [%]

Day 3 / Exp. 1

50.0 (11/22)

81.8 (18/22)

31.8 (7/22)

Day 3 / Exp. 2

50.0 (11/22)

86.4 (19/22)

27.3 (6/22)

Day 3 / Exp. 3

68.2 (15/22)

95.5 (21/22)

50.0 (11/22)

Day 3 / Exp. 4

72.7 (16/22)

95.5 (21/22)

63.6 (14/22)

To tackle those challenges, we propose to extend this work
as follows in the future. Regarding blurred edges, we suggest
blurring gallery sequences using multiple smoothing kernel sizes.
Under this scenario, probe sequences will be matched against all
qualities of gallery sequences, returning the closest match. As
for the shadow problem, this requires a trained model that distinguishes shadows from subjects’ bodies. Several shadow removal
techniques have been developed within the computer vision community [24]. Once shadows are identified, STHOG features will
be extracted only for the body parts.

5.

Conclusion

This paper describes our system for monitoring elderly people.
We combine state-of-the-art gait identification technology with
detection and tracking techniques into a stand-alone system for
re-identification of aged subjects. Our monitoring system works
inside and around a retirement home to look after subjects who
go missing outside the home. We have collected our own dataset with over twenty subjects using multiple cameras. We use
DPM for the detection of subjects. We then employ a trackingby-detection approach for tracking. As for re-identification, we
use the spatio-temporal HOG (STHOG) feature. We rigorously
evaluate our system in sunny and cloudy days as well as under
poor lighting conditions at night time. We also study the effect of
carrying bags on the re-identification accuracy. We discuss how
the different conditions affect the performance and suggest how
we can address those challenges.
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