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Optimization Techniques for Reducing Branch Divergence on GPUs

SEryA Kato!'® REew1 Supal'®)  YosHINORI TAMADAL®)

Abstract: Recently, GPUs have progressed tremendously in computational power. Thus, the role of GPUs
has become important in the field of computational science with the introduction of programing languages
for GPU computation such as NVIDIA CUDA C. On the other hand, a problem called branch divergence
has appeared as the feature of the programming model of CUDA called SIMT (Single Instruction Multiple
Threads). Because of this, GPUs are more likely to be affected by conditional branch instructions than
CPUs. Therefore, optimization of conditional branch is very important on GPUs in order to utilize the
entire computational power. This paper proposes two techniques for reducing branch divergence on GPUs.
Dynamic work assignment is applicable when almost every part of the kernel is a loop whose number of
iterations is different with respect to input data. This technique increases the GPU execution rate by as-
signing data to each CUDA block and assigning data to each thread dynamically in the block so that the
amount of computation of each thread becomes equal to others in the block. Branch path unification is
applicable when almost every part of the kernel executes the different branch path by a conditional branch
depending on data. This technique increases the GPU execution rate by assigning multiple data to a thread
and exchanging the order of data assigned to threads so that the same branch path is executed by as many
threads as possible and all the branch paths are executed one after the other. The effectiveness of these
techniques has been confirmed by the experiments with the sample codes.
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__global__ kernel(){
preparation();
for(int i = 0;i < 0000000000 i++;)
function();
settlement();

}

01 0D0bobooooooobooboobo
Fig. 1 An example of kernel code suitable to the dynamic work

assignment method.
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i = data[blockIdx.x * blockDim.x + threadldx.x];
preparation();
while(branch(i)){
function();
i = next(i);
}

settlement();

04 OD0O0O0ODOOOODOODOOOODOODOOD
Fig. 4 Pseudo kernel code before using dynamic work assign-

ment method.
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Fig. 2 The pseudo flow of the execution of a kernel before applying the dynamic work
assignment method. Alphabets corrspond to those of Figure 3.
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Fig. 3 The pseudo flow of the execution of a kernel after applying dynamic work as-

signment method. Alphabets corrspond to those of Figure 2.
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__shared__ counter;
if(threadIdx.x == 0)
counter = blockDim.x;
i = data[blockIdx.x * blockDim.x + threadldx.x];
__syncthreads();
preparation();
while(1){
(while(!(branch(i)))){
settlement();
//000000000000000000000UoUO
int next_data = atomicAdd(&counter,1);
if(next_data > DATA_PER_BLOCK)
return;
i = data[blockldx.x * blockDim.x + next_datal;
preparation();
}
function();
i = next(i);

}

05 0DOO00o00oDbObooobobbooooooog
Fig. 5 Pseudo kernel code after applying the dynamic work

assignment method.
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__global__ kernel(){
preparation();
f(00ooooooooon)

functionA();
else

functionB();
settlement();

}
06 ODOOOOO0DDODOOOOOoDOOOoOnO
Fig. 6 The kernel code suitable to the branch unification
method.
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i = data[blockIdx.x * blockDim.x + threadldx.x];
preparation();
if(branch(i)){
functionA();
else
functionB();

}

settlement();

09 0D000D000O0O0O0OOO0OODOODOOO
Fig. 9 Pseudo kernel code before applying the branch unifica-

tion method.
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counterA = 0;
counterB = 0;
data = &(data[(blockIdx.x * blockDim.x + threadIdx.x)
* DATA_PER_THREAD]);
while(1){
//if 00
i
data_exist = false;
while(counterA < DATA_PER_-THREAD){
i = data[counterAl];
counterA++;
if(branch(i)){
data_exist = true;
break;

}
}
if(data_exist == true){
preparation();
functionA();
settlement();
}
//else 0O
data_exist = false;
while(counterB < DATA_PER_-THREAD){
i = data[counterB];
counterB++;
if(!(branch(i))){
data_exist = true;
break;
}
}

if(data_exist == true){

preparation();

functionB();

settlement();
}
//0000000000000000D0O000000DO0OoO
if(counterA > DATA_PER_-THREAD

&& counterB > DATA_PER_THREAD)

return;

010 DOoooooooooooooooooo
Fig. 10 Pseudo kernel code after applying the branch unifica-

tion method.
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Fig. 7 The pseudo flow of the execution with a kernel before applying the branch
unification method. Numbers corrspond to those of Figure 8.
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Fig. 8 The pseudo flow of execution with a kernel after applying the branch unification

method. Numbers corrspond to those of Figure 7.
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function(int tmp){
#pragma unroll 128
for(int i = 0;i < LOOP_NUM;i++){
tmp = Oxfiff & (tmp * tmp + tmp);

{

return tmp;

}
011 DO00DO0O0DO0ODODOOOOoOoOo
Fig. 11 The code used in the experiment for the dynamic work

assignment method.
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01 0000000000000000000”LOOP.NUM”O
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Table 1 The comparison of the consumed times of the experi-
ment with the dynamic work assignment method with
respect to LOOP_NUM.

LOOP.NUM | 00D 0oo
1 0.003578s  0.006199s
2 0.004829s  0.006539s
4 0.005982s  0.007417s
8 0.010972s  0.011640s
16 0.021037s  0.020873s
32 0.044515s  0.044844s
64 0.085638s  0.081224s
128 0.172095s  0.153413s
256 0.327804s  0.301698s
512 0.655889s  0.593056s
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Fig. 12 The rate of consumed time between before and after
the optimization with the dynamic work assignment
method.
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function(int tmp){
#pragma unroll 100
for(int i = 0;i < LOOP;i++){
tmp = OxfIff & (tmp * tmp + tmp);
{

return tmp;

}

013 ODoooooooooooooa
Fig. 13 The code used in the experiment for the branch unifi-

cation method.
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02 0O0O0OO0OO0O0O0O0O0O0O0O0O0Oo

Table 2 The consumed time before the optimization with the branch unification

method.
LOOP O DATA_PER_-THREAD | 1 4 16 64
1 0.000041s  0.000052s  0.000174s  0.001356s
10 0.000043s  0.000055s  0.000172s  0.001353s
100 0.000058s  0.000087s  0.000240s  0.001449s
1000 0.000144s  0.000404s  0.001364s  0.004465s
10000 0.001015s  0.004047s  0.013259s  0.043370s
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Table 3 The consumed time after the optimization with the branch unification method.

LOOP O DATA_PER.-THREAD | 1 4 16 64

1 0.000038s  0.000040s  0.000043s  0.000059s
10 0.000035s  0.000042s  0.000049s  0.000078s
100 0.000041s  0.000054s  0.000105s  0.000303s
1000 0.000142s  0.000384s  0.001338s  0.005165s
10000 0.001119s  0.003426s  0.012963s  0.051003s
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Fig. 14 The rate of consumed time of before and after the

optimization with the branch unification method.
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Table 4 The execution rate of the branch path before and after

the optimization with the branch unification method.
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DATA_PER.-THREAD | 1 4 16 64
50.0% 51.8% 66.6% 79.5%
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__device__ int function(int tmp){
#pragma unroll 128
for(int i = 0;i < LOOP_NUM;i++){
tmp = OxfIff & (tmp * tmp + tmp);
}
return tmp;
}
__global__ void kernel(int *input_array,int *out_array){
int input_val = input_array[blockldx.x * blockDim.x + threadldx.x];
int num = input_val;
while(1){
num = function(num);
input_val—;
if(input_val == 0)break;
}
out_array[blockldx.x * blockDim.x + threadldx.x] = num;
}
__global__ void kernelEnhanced(int *input_array,int *out_array){
__shared__ int counter;
if(threadIdx.x == 0){
counter = BLOCK_DIM;
}
_shared__ int result_temp_array[ARRAY_PER-BLOCK];
_syncthreads();
int current_array = threadIdx.x;
int input_val = input_array[blockldx.x ¥ ARRAY_PER_BLOCK + threadldx.x];
int num = input_val;
while(1){
num = function(num);
input_val—;
if(input_val == 0){
result_temp_array[current_array] = num;
int next_array = atomicAdd(&(counter),1);
if(next_array < ARRAY_PER_BLOCK){
current_array — next_array;
input_val = input_array[blockldx.x * ARRAY_PER_BLOCK + next_array];
num = input_val;
}
else{
break;

¥
}
}

__syncthreads();
for(int i = 0;i < ARRAY_PER_BLOCK/BLOCK_DIM;i++){
out_array[ARRAY_PER_BLOCK * blockIdx.x + threadldx.x * (ARRAY_PER_BLOCK/BLOCK_DIM) + i]
= result_temp_array[threadldx.x * (ARRAY_PER_BLOCK/BLOCK_DIM) + iJ;

0 A1 00O000DOOO0OO0DOOOO0OOOOODOO
Fig. A-1 The kernel code used for the experiment of the dynamic work assignment

method.
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_.device__ int functionA (int tmp){
#pragma unroll 100
for(int i = 0 ;i < LOOP;i++){
tmp = (0xfIfF&((tmp * tmp)-+tmp));
}
return tmp;
}
_device_- int functionB(int tmp){
#pragma unroll 100
for(int i = 0 ;i < LOOP;i++){
tmp = (OxfFff&((tmp * tmp)+tmp));
}
return tmp;
}
__global__ void kernel(int *length_ary,int *out_ary){
int length = length_ary[threadldx.x + blockDim.x * blockIdx.x];
int data = threadldx.x + blockDim.x * blockIdx.x;
if(length_ary[data] & 0x4){
data = functionA(data);
}
else{
data = functionB(data);

}

out_ary[threadldx.x + blockDim.x * blockldx.x] = data;
}
__global__ void kernelEnhanced(int *length_ary,int *out_ary){
int index = DATA_PER_THREAD * (threadldx.x + blockldx.x * BLOCK_DIM);
int counter_A = index,counter_B = index;
while(true){
{
int use_data = -1;
for(int i = counter_A;i < index + DATA_PER_THREAD;i++){
if(length_ary[i]&0x4){
use_data = i;
counter A = i+1;
break;
}
counter A =i+ 1;
}
if(use_data > 0){
int data = use_data;
out_ary[use_data] = functionA (data);

¥
}
{

int use_data = -1;
for(int i = counter_B;i < index + DATA PER_THREAD;i++){
if(!(length_ary[i]&0x4)){
use_data = i;
counter_B = i+1;
break;

}

counter B =i + 1;
}
if(use_data > 0){
int data = use_data;
out_ary[use_data] = functionB(data);
}
}
if((counter_A > index + DATA_PER_THREAD) && (counter_B > index + DATA_PER_-THREAD))break;

}

}

0 A2 0O000O0O0OO0O0ODOOOOOOOOOO

Fig. A-2 The kernel code used for the experiment of the branch unification method.
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