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JTHE, Graphic Proccesing Unit (GPU) ED7 7 k&7 L—4 734 R & AW LHFE
2% High Performance Computing (HPC) THEH I TV 5.
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LEFLRTAMERD Y, 2—F N TNORd TN 2SVERHD. 2 )0 B5
BREOZERILE W BBICKL, 77827 b—2 ORBEICKFE LR\ T 17T I JBREE
OpenCLY 78 Khronos & Apple #hi2 X » THAEF E &7z, OpenCL 25 = & T,
TIETL—2ERWEEAICRB T 5T RS T AOARERITETE 5.

EBIT, GPUZ FAZ DX e~ LT /7 — FREICEWT GPU 0 TRV EREZ 15
DEEBIERTHS. LHrL, GPU Z 7 AXD XS 7258 A€ U RNFIEREIZKS N T |
T AT EATO TeOICIE, / — RRE(E 12 Message Passing Interface (MPI), /— K
NOT 77 L—ZIZk L UEEHORBREEEZHVDIRLERSH Y, 22— SO
KRB, TRTTIVTPEFICHEEL 2o TN D.

ook urI I aXx hofBEICKL, fBRXEBINT S 2T/ — FHdEL
RHCFRTE % Partitioned Global Address Space (PGAS)? Z38 XcalableMP®)  (2X
TXMP LFld) BRI TVWD. BRa— FZBINS TR~ E XMP 22031 F
DEBAL, /— FEoO®@E, KOV—7XDWsbEITH. £z, XMPO7 277 L —%
1} S 2EHLIE T 5 XcalableMP Acceleration Device Extension® (LU F XMP-dev & i
7T) bR SN TN D.

XMP-dev OEREHARIIER 2 2T 787 L—F &55R L LT 5729, XMP-dev &\
5ZLTGPU Y TAL EICBWCOEGRT v I VI NAREL 725, LivL, XMP-
dev ®FEZ1T NVIDIA @ GPU OH#E#E CT& 5 Compute Unified Device Architecture
(CUDA)® TiTbhTW\5 (il 720 AR Tik CUDA IZ L 0 £ S TV 5 XMP-dev
% XMP-dev/CUDA & %£F095) 728, BIfET 5x1%0L NVIDIA © GPU L ThO&H L7325
TW5.

Z 2T, AW TIE XMP-dev @ OpenCL #%E (ffil% 0 72 ¥ XMP-dev/OpenCL & 52
T) 1772, AR TlE XMP-dev/OpenCL & HW T N EBBEOMREZ HIE L, NVIDIA
» GPU & AMD @ GPU IZRIDFHFET T v b 74— LBV THLY —Aa— R T7'n
TILEFATTHIENTELI L &EER L. 6T, GPU 7 7R % LT/ — N
INZHE S T=PERED R — L b HER T & 72,

2. XMP-dev

TR, AR TEELEYEED T L 72D XMP-dev [IZ W T B 2k~ % . XMP-
dev i, WHIESFEXMP O7 787 L—XWEITSEILETHY, GPU 2 L= AT
D RNGHIE R T A ENEDEW e IS I U ST ATH S, £, XMP OEE
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a—F4l BLHID 738 A A—S
#pragma xmp nodes p(4)
#pragma xmp template t(0:MAX-1)
1 |int x[MAX]
2 | template t |
3 | #pragma xmp nodes p(4) #pragma xmp distribute t(BLOCK) onto p
4 | #pragma xmp template t(0:MAX-1)
5 | #pragma xmp di.stribt{te t.(BLO.CK) onto p | node 1 | node 2 | node 3 | node 4 |
6 | #pragma xmp align x[i] with t(i)
7 #pragma xmp align x[i] with t(i)
8 | main(){
9 |inti; nodel | node2 | node3 | node4
10| #pragma xmp loop on t(i) ¥ 3 3 3 |
11| for(i=0;i<MAX;i++) array| node1  node2 | node3 | node4
12 x[i]=func(i);
13| } #pragma xmp loop on t(i)
for(i=0;i<MAX;i++) {....}

1 XMP sample code

fHARIL XMP-dev OH CHZDOEFFIHTHZ LN TE S, BRa— RICHERCEBINT
HZET, T7ETLVL—FERAWEA Ly RIFHLE B RICFER T 2 HENTE 5.

2.1 XMP

XMP OFEATFETF MOV TIEIRS 283 LA, 22Tl XMP THWSLRD WL S5
DIFR L % V— 7 L OWFNFAT 2 FIc 2 Tk =%, XMP 1% OpenMP”) D X 512, 7—
HAFUERC S A7 WHUE TR B D MBI 72 B 2 FER C TRl 375 Z &Ik D, HR=—
KRNSO RNVERCWIHLEITH Z ENFARETHS. Lo L OpenMP L8758 LT,
SrERA | VENESGH M E X — Sy e LTk L oo T B 728, XMP ORI L
THE ATV RNHHEM TOT =2 O5#He/ — FREBEEZITO ZENRFRETH L.

K 112 XMP 12X 57— 5Hbo a— RfilzrRd. XMP TEET / — ROESEZER
L7=Db, F—XDORHeN—7 XDV~ =7 V7% template & FEEI 2 IKARR 72
index B4 % IV TIT 9. align fER-XE AW CT —% Otz L, loop R T/ —
TXOWEN EFRT D, A—TDOWHIFEITIE, template RSN~y B 7352k
Ta—hN /) —RKOT—4DHLEHL, £/ —KTRLTr I T AREITEINS.

2.2 XMP-dev D 7RAYSIVIETIL

::TiXMR®v®7B7?:Vﬁ%?W%W~fi®ﬁﬂiﬁ%W1%ﬁfﬁNé
XMP-dev IZFHRDEY XMP ©OF 7 &5 L—& AT SEHETH Y, XMP THlE -
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int x[MAX],y[MAX];

#pragma xmp nodes p(4)

#pragma xmp template t(0:MAX-1)
#pragma xmp distribute t(BLOCK) onto p
#pragma xmp align [i] with t(i) :: x,y

ONOULAE WN R

main(){
9 |inti;

11 " #pragma xmp loop on t(i)
12 | for(i=0;i<MAX;i++){

13 x[i]=func(i);

141 ylil=func(i);

Execution
HOST

15 \ )

16 Dat

17 | #pragma xmp device replicate (x,y) ata

18| { Allocate
19

20 Data Copy
21 | #pragma xmp device replicate_syncin (x,y) —> Host to
22| DEVICE
23 | #pragma xmp loop on t(i) device .

24 | for(i=0;i<N;i++) Execution
25\ ylil+=xIi]; DEVICE
26

27 | #pragma xmp device replicate_sync out (y) Data Copy
%8 DEVICE to
29| } HOST
30 |}

2 XMP-dev sample code

Blsl a4 ) — RICE#EH ST\ 5 GPU CWFISEIT S # 5.

2 (Z XMP-dev IZ k57 —# ¥k 2 — R&7R7. F—7— K device ZZLefTH
XMP-dev DHRLTHD. GPUIITHEHOAEY (LATFTF /A 2 AEY LIESR) DML
T 572, GPUICHEAZITOEALOIIIT NA ARAEY TOT—FESKUHE A FAE
UMHT NA ARAEY ~OREEZ LR T H2LERHSH. XMP-dev Tl device replicate i
IR TTNA A LTT—HDES %17\, device replicate_sync f8/R3LTHRA b« T/3A &
M7 — & @5 %59 5. device replicate /R L CHES SN T — 4%, K228\ T
1829 TH CRRR SN COHRENTH H. BBERIFOHZT —Z DES LRETTH Z &
T, TAARAFY ZRELMES LB TED.

23 1T B2~ device loop fiR" X T/L—7 XD GPU ETOWFIFETEFLRL TS,
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] DEVICE

HOST

[ Processing Element ] [ Compute Unit ]

3 OpenCL platform

DOE, V=T DATL—2arPNaf FILL->TGPU LOKA Ly RIZEID Y ToHi,
N—THNDOa— R GPU L CHFNFATRRER 2 — NIZE#BIND.

DXL, FRXEBENTSZETGPU ETOWHETEREEE LTS, XMP IZ
X OMIZH Y X7 2 a X shadow FEIRZE W BESO D OF/RINEEINTE
v, FEMISTRY ICRLTH 5.

3. OpenCL

Z 2 CIIARES T U EIE LRIV 2 OpenCL O E 2 FiH 4%, BE GPU & H
W 7e 7T AEBIFET AEBE L LT, NVIDIA 7285 CUDA 7, AMD 75 AMDPP A
LI TS, CUDA & AMDAPP IZEWZ C SfEEEELESETH DD, THE
RMIENRR D120, K£_X0F O GPU TFu /7 I 07 %2175 102X, FnEnili
V—=RAa— REFLBRTOIMNERSHD. ZOLD Y —Aa— ROrREORBEIC L, N
ZROT 787 L—Z kA7 L WHIEEREE & L C OpenCL MBI S 7.

312”7 L 91T, OpenCL BRI LT HEAET T > M7 4 — AIEHAEHA R b & HEEH
FTRA AL ZOIZHFEEIND. HRA MICPU A% L, OpenCL @ API #MOM L,
TNA ADIER, 7T —FDEE, I —RNVORITEOHEFREEZITS. 734 21X GPU %
DT 72T L—2BHY L, WIHEDZODO I —FVETFLTT 5. OpenCL IIHEA K &
THRAABFAET DHODDFHAT Ty N7+ —LEXGLELTEY, HOFRA LTS
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A OWEFED ED TR, PCl-express 721 T72 < Ethernet 2/ L7zAR A b+
T REEER S b BIEFREE B X oD, 2D XK 51, OpenCL 1% GPU 721 T/
<, ZEOBEET A AIHLTHRL Y —Aa— REHWTHI#EIT L Z ENFAHRETH Y,
a7 AOFAAME, ROBEDEOUENHFEFTE .

4. ARAROREFE

Z 2T XMP-dev/OpenCL (229 C, CUDA & OpenCL OfEEEDZER K UNEHN L 7=
FUHALTAT TV RO, LT A ORI DWW TR RS,

4.1 SURALSA4TS)DEM

OpenCL 78 CUDA L 875 8E LT, FFar 73X bollanzxzrohs. avr7%
A M OpenCL OFEITET MZBNTT AL R&H D 12D OfFREETH 5. OpenCL T
07T LEFEITTIE, 1 OOT A AR L1203 T XA MBRER SN, T8 AD
BROT —HDEE, TAAZATEIET S 7075 A0EENTHONS. CUDA 2B T
TNA ADBIII R T A N D Z ERFEETH 523, OpenCL TixH HHRMIZIRE
L7eiFiudZe 6720, 20728, XMP-dev/OpenCL Tl platform OHfE, 2> 7% & b
DAIERR, T3 ADOBAHIBET 28HUL T v Z A KaiBm LTz,

IHIZ, arTFXANICBITSavy RE¥a—0OFEM D OpenCL M B Ok & L T2
Fonsd., AL AEZRITRTOa~y RiEFa—cAnbh, BICFEfTESND GEIERF
FATHRETH D) . BET A AZWH DI D a~ Yy Fya—%a T XA A
WAER T 2 MER B L. SEIOFEETIELDOa~vy R¥a—%ERL, 1 751 2004k
ILERE e TV DD, SHOIERMAAEE LT o~ > ¥ =2—%¥CTTGPU & CPU
WHICEHEETDED LWV L b EXHND.

F£72, CUDA & OpenCL D70 7SI VS ATHE LTS AE LT, AR MIT
FITTHHRA ba—RET RS ZUTEITTEHT A A2 — RO 2 D3 CRRik 35 &
W EMFETHND. HIZHEA Fa—FiE C L CH+TRBEBHAEETHY, T/ 23—
NX CEBTA 7 RIBREHEEMN O CRBEITY. FRAPa—RZBWIT—XDESR
F—H Rk, B —FVFETEOTRRICITT v Z A L APL WS 720, R1IORT LI,
CUDA & OpenCL TITRAR 5B EZ SR H 5.

XMP-dev/CUDA, XMP-dev/OpenCL (ZILI27F{b#% D 2— RIZB T, £ 1ITRT
TNENDT v H A L APT OT v _3—BEIES. RIS Tl OpenCL O 7 & A 5 API
BFATT DT v A~ OBMEIT 7. £72, OpenCL TIiTA —F/VIEEk D515k % BRI
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% 1 CUDA & OpenCL ®F %A 5 API O—4

B ik CUDA OpenCL
AE Y Ok cudaMalloc()

clEnqueueCreateBuffer()

T — 4 Rk cudaMemcpy () clEnqueueWriteBuffer()
B —FVFELT | kernel< <<grid,block>>>() | clEnqueueNDRangeKernel()
G cudaThreadSyncronize() clFinish()
XMP-dev XMP-opencl

Sxmpcc sample.c —enable-cuda Sxmpcc sample.c —enable-opencl

[ sample.c (serial +directive) ] [ sample.c (serial + directive) ]

xmpce xmpcc
: : ¥
sample.cu sampied sample.¢ sample.cl
varallel : parallel PE-cPp :

g+t

mpicc nvce

sample.o

sample.o

sample.xmpcuda.o sample.xmpopencl.o

runtime
compiler

]Uﬁ
[=]
o

XMP runtime XMP runtime

4 a3 VDN

\Z APl THETLIMERH L. 20D, BIBOBEICHT LT 24 A biBME To7.
4.2 aVIAIILEBEDOFN
OpenCL E¥E#{TH12H7- 0, XMP-dev/CUDA L[ U Y —A=— F%& AT CUDA
i, OpenCLRDIFATT 7 A NEAEKT D Z ENRVERFKE 2D, ZDi=Hd XMP-dev
BRI E IS, a v AT v a2 ET HZ L TCUDA IZ X 55k =—
K& OpenCL IZ L 2 FI{k=— F& 4T 5. XMP-dev/CUDA & XMP-dev/OpenCL
DALNANVEEOFHAIUIE 4 D E 51272 5.
X4 2BWTC, BRTHERTODEINARMECTEMLIZa L A TEETH .
KOffie L LT, KRENRHNELITIZRT.
(1) MPIWFIIR=— K& T /31 RWFIR = — ROERK
(2) MPIMSIR T — RO A L RFNA Aa— KD a8 )b
(3) 1, 2 TERLETZ7ANE XMP FV 2L LT7A4TZ7VDY Y
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(4) (XMP-dev/OpenCL O&) FATREZ L /A MIZ L HEL R

FF, BR=— RIZHEARLEZBI L7 sample.c 225, XMP-dev/CUDA Tl sample.i
(MPI W5l = — K) & sample.cu (734 X W HIR=— F) 24K 5%, XMP-
dev/OpenCL Ti¥ sample.i, sample.cpp (7 /3A AW HIK =2 — K) , sample.cl (7 /34
AMHI—F N2 —R) BAEKTSH. MPLWFHIK = — K sample.i TiEEIZT 31 25| = —
RDZ o _R—BEREL, XMP-dev 7> % A A APl 5. H—3 Va1 T
LBz A nE, XMP-dev/CUDA Tix NVIDIA @ GPU O 2 34 Z &% w5
7%, XMP-dev/OpenCL Ti& C++a 2731 T2 TV 5. ZhlE OpenCL (T FEATHRFIC
HA—FNA—=Ra ) FT 570, HIIIT A A 20— R 3 23 VT 2 0ERpNT20)
Thd. £LTXMP, XMP-dev ICBT 25724 2%V 7L, FIT7 7 A NVEAERT
5. Wt&IC, XMP-dev/OpenCL TIXFATRE 2 /3 A UIZ K o TEIMIZ T —R /L a— KA
ELREN, Tas T ARFETEIND.

5. 1% &g ¥ fff

AR CIXENFHEZIT S NAKRME, ROT5H%Z AV, XMP-dev/OpenCL = > /%
A T OISR R MR EEERRIZ OW TRl 21T o 72, HEERHlo 72912, NVIDIA @
GPU ##i# L7z kT4 /—FDr A%, KONAMD ® GPU ##i#iL7=1 /—FD~
v ERWE. Ak AMD @ GPU 2## L% GPU 7 7 A X i HiICAVWEOREE L
WS, BREEA WO AR CTIZER ) — ROARMEEITo 7. WEICHAWEEREEZR 212
AT FEiz, NEREICE 1 %kochlS %, 1THFE T 2 ot & O CRHFE 2 {ThHE .
XMP-dev (28T, 1 RICkS & 2 IRGTESITIED —RNVANDO R — B NI A T v 7 AT
BT 2B OBISGED R D 5720, SRS E AV SEORIENLETH D L5
Zbhiz. 27T, NEBEOMIZ, L<ambnidrXvF~—r L LTUIREEZHNCS Z
Le L. 7pd, NIRRMED FLOPS %354 2B8%, sqrt B%%% 1IFLOP & LTAh v~
FLTW5. Z#UE, NVIDIA & AMD T OpenCL OFEIEFHEINE S 72, 2 IFLOP
L, AHEERSEDTHD.

FTEAGHHE S LT, CUDA & NVIDIA 3232 X% OpenCL O 5 — /LB D 2 2
k&bl L7=. CUDA, OpenCL 3£ 1024%1024 A L v RAERT B 72T DZED 1 —F )V
ZEH L, 1000 BEOFHRRAZBEE Lo REAR 31277, K3 LY, b LARVED
T —F N R R UREIT 2854, OpenCL DAV TEBIFFRIAEVZ & 23b35. Lo
L, Z&D7E3E 4 30 micro sec TH Y, ARV NKREETIEOR F~—7I128
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GPU 7 7 2% Hik< v
CPU AMD Opteron Processor 6134*(8core*2) 2.3GHz Intel Core2Duo E8400 3.00GHz
Memory DDR3-1333 2GB*2 DDR2-800 2GB*4
GPU NVIDIA Tesla C2050 (GDDR 3GB) AMD Radeon HD6970 (GDDR5 2GB)
Network InfiniBand QDR N/A
(O} CentOS 6.0 CentOS 6.0
MPI OpenMPI 1.4.3 N/A

CPU Compiler, option GCC 4.4.4, -03

Device Compiler

NVIDIA CUDA Toolkit ver4.0 NVCC4.0,0penCL 1.0

GCC 4.4.4, -03
AMD-APP-SDK-v2.5 OpenCL 1.1

% 3 Kernel launch time

avg [sec] standard deviation
CUDA 0.000178 6.03e-07
OpenCL 0.000147 1.45e-05

W, BRI L CERIBICEN 2D, B — L OREIEFRA XMP-dev/CUDA &
XMP-dev/OpenCL OMEREIIRDESICHRE /722 & LCERNLD Z LTV eEEX NS, £
72, OpenCL IZHEWTIEEHERAZDHEARE N L bbh s, HEIOERFFIZIZTO D& A,
LT, UTOMEMRICBNTH T n T 25880 LUET L EHOEE LTW5D.

5.1 Nk R &

9 NVIDIA @ GPU 7 5 %4 1node, 2node, 4node ® 3 2D4fET XMP-dev/CUDA
& XMP-dev/OpenCL IZOWTEHMIiZAT 5. BEY A 213 N AR 2 RIEOKTH Y,
16k (k=1024) & 128k @iﬁuﬁﬁfk%r])ﬁ‘? 7%E 5T, K505, XMP-dev/CUDA,
XMP-dev/OpenCL 3 — FEUHE- 7= MERER BN R BN 5. 5, 128k DATE 1node

(2% L T 4node St;ﬁkl FIF 4 BOMRENE O, £72, XMP-dev/CUDA & XMP-
dev/OpenCL DOHEBRIZZAEN W Z L3 D . ZHULFATT 57 731 A03462 NVIDIA @
GPU THDHZ EE, ZLTARIO N KD 77 7' ATiE CUDA & OpenCL 2B\
TT A Aa— F‘@%i@ft@fﬁé\w:@%mﬂ%u\f:abf*;!bé LEZLND. £, RV A
AWV SWIGAIZ Inode 12T 5 4node DPEREDMENZ &A%, ZOFEKE E LTI
XMP-dev @Nﬁ&:— FIZRIER S 5 1) TidZe <, XMP-dev IZEST MPI {5 217 9
e, HIZ/— RHOBRE=2X hOMBETHL EEXHNLD.

WILTn 7 I 17 ax hOBETHERT 57HIZ, XMP-dev/OpenCL T 5k L7z

XMP-dev/OpenCL (Tesla C2050) XMP-dev/CUDA (Tesla C2050)

® 1node ® 1node

T m2nodes | m2nodes

1 ®4nodes -~ M4nodes

16k 32k 64k 128k 16k 32k 64k 128k
Number of particles Number of particles

B 5 N-body XMP-dev/CUDA vs XMP-dev/OpenCL

22— K&, MPI & OpenCL #HW ik L7 BEIFS| 22— K (ZZ 7 Tl hand-coding &
FLY) ORI AT o 7. 6 |2 NVIDIAGPU 7 7 A% 4node |28\ C, REYT A X
% 16k, 32k, 64k, 128k & L7=3aOMERRE R 3. K6 0o, AEINL L2 —F
BRI 2 — NIZH A TG R RO T A3 2 o TIEZRW 23, XMP-dev/OpenCL
OPEREN BIEI S 2 — RICHARTRRET LTS Z E8bnd. oMK TORKA &
LT, /— FHBEZIT ORISR L2 AT VERE £ L O, 7 —rULipf v
T I AN —HIVIRA VT v I ANERT BEOF — "~y RRZFZLNDE. £,
XMP-dev/OpenCL 13 N KRB < Bk = — F 121 {7126 L, 22 1T OHR LA BINT
% Z & THFIHEAEAT > T D, ZhUIx L TEIEIES = — RIIZBET 218 T E L 72 5.
N EMEL Y & & BITHEMEARZEICB W TIE, MPI & OpenCL O&EEA LV skD BN, &
DIc7a I 7aRxAMPERLTLES. 2072, XMP-dev/OpenCL L& K =7 —
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GPU cluster 4nodes (Tesla C2050)
400
350
300
250
200 -
150
100 -
50 -

W XMP-dev/OpenCL

GFLOPS

B MPI+OpenCL
(hand-coding)

16k 32k 64k 128k
Number of particles

B 6 N-body XMP-dev/OpenCL vs MPI4+CUDA (Hand coding)

single node (Radeon HD6970)

W XMP-dev/OpenCL

GFLOPS

W OpenCL
(hand-coding)

4k 8k 16k 32k

Number of particles

7 N-body AMD GPU

RS DD IRNET TSI EFRIEEE LTV AR THIR THDI B LS.

Iz, Y —Aa— RORHEIZOWTHREET 272912, AMD © GPU ECTHRIE%
1To7-. WY A X 4k, 8k, 16k, 32k IZBWTHIE LR E2R 7 (RT. WETl A
O~ EHNTED, XMP-dev/OpenCL & HW IR EEA TEW T B /T AL,
OpenCL CTEHEW=7a /T AOKE{T> TIN5, TICR B S, XMP-dev/OpenCL
DPEREN OpenCL TiHEWo o — RIZx LRI T L TWAFIR E LT, k-1 v
F oy AEHRA X MVEREZOND. 2B, TORIEICIE NVIDIA © GPU ETHTLE
a—REFILY—Ra— REHWTWS. XMP-dev/OpenCL 22734 ZIZE DRI Y — 2R
a— REAWTERA BT NA A ECEET 270/ 7 AT TEL LEMERLE. 20
FERM D, XMP-dev/OpenCL TRHRIEDOH B Y —Aa— REAERTE D Z LRI NT-.
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XMP-dev/OpenCL (Tesla C2050) XMP-dev/CUDA (Tesla C2050)
B lnode M2nodes M 4nodes M lnode M 2nodes M 4nodes
120 120
100 100
Qo 80 ¥ 80
g 60 g 60
© 40 - O 40 -
20 A 20 -
0 0
2k 4k 6k 8k 10k 2k 4k 6k 8k 10k
Matrix size n*n Matrix size n*n

8 Matrix Multiplication XMP-dev/CUDA vs XMP-dev/OpenCL

5.2 11 3 %

Ny Fv—27 L LT N KEEOMIZATFIH A H T XMP-dev/CUDA & XMP-
dev/OpenCL ORI #1T>72. £3 NVIDIA @ GPU 7 7 A X2 T, lnode,,
2node,, 4node & BHAERL LI=HEOWEHREZE 8 (R, BEY A XIZA7F 0 A
ATV, 2k, 4k, 6k, 8k, 10k & LEHAIZB W THIEZIT->7=. N KREORIEHER L
FU<, XMP-dev/CUDA & XMP-dev/OpenCL D H#ZIZ B W THIFIERLEOMRE, KO
J— REEESO LT A OMREDO A — AR A BN D. $£T, B—FVNT 2 RITCAESIDA
T I ABBEITSTHETYH, ELIERMEOND Z EPRENTT. REBARTIZIN &
MELATFIRE COBN L F~v—7 ZBfTolzlod, XMP-dev/CUDA & XMP-dev/OpenCL
THRSEOHERESHEONTVWED, KM a— REEIMBEOHLET SV r—a il
BOWTHELESTERDVBOND EEZZOND. TOHAE, XU —NED TEANTH
A1 T2 > TS CUDA ZAWVW=14, %W XMP-dev/CUDA W\ Ca—R%
IR L7 AOHN LD BWERESLZ ENTE L EEXDND.

wiZ, AMD @ GPU % i\ T XMP-dev/OpenCL ORIEZ{To7-. Y1 X% 1k, 2k,
3k, 4k, 5k & L72BEORERREEZR 9 IR T. {THIFEIZB W TE, XMP-dev/OpenCL
DFR L TW I Z4T > T2 HIERE R & OpenCL O &% AW CRLR L7z 2 — RO R % Lk
L72. NAERIEEL R U< OpenCL OAZ HWTER Lz 2 — RTRWHEENELN TV S.
IR LT, RICBRI2A T v 7 ZAEMa A NMERFRRE L TExBND. £, 1k
RED AIHRIEDBLAE A5, NVIDIA @ GPU & AMD @ GPU TRIL Y —2Z 22— F& V-
LA ENBIEROERN RN WO BN S D, AROBERRETIE, ALY —
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single node (Radeon HD6970)

B XMP-dev/OpenCL

M OpenCL
(hand-coding)

1k 2k 3k 4k 5k
Matrix size n*n

B 9 Matrix Multiplication on AMD GPU

A a— REHWZH4 TiE AMD @ GPU (RadeonHD6970) @445 TeslaC2050 £V & R
WPERERAE STV, LavL, Zh6 o0 GPU TIINERGERR R B0, Blx 7
GPU IZBWTENENRWERER M 72012iE, 7T—%7 7 F v (]I L7 fili{b 2 fi g™ &
ERHDH. LIz o> T, XMP-dev/OpenCL IZEB W Th, HEAITITIERED Al T
EBERLTERELRDENEELNEBIOND.

6. BEHE

OpenCL % iV 72 GPU O_ > F~— 27 13K AI TP T4, Du 5% X OpenCL T
Sl EN T Y — R a— ROMERERM:Z, NVIDIA & AMD Ol ® GPU % AV TRk L
7. ZORER OpenCL X7 O GPU TENFIUTE(L LIz — RNV EFRRTHZ L T
HERE— 27 D 50% L EOMREEZ T Z EMFIRETH 523, [F U — R /L OMERE vt 1L %
WZ EEHGMNZ L. £72, GPU LSMZ S, Cell/B.E. DX F~—2 % OpenCL % ]
WTIFbh T 5. Breitbart 59 1% Cell/B.E. O¥EREFFAfi 2171 >, OpenCL i3 Cell/B.E.
WCBWTHRN T u S IV 7ETATHLZ EEHLMNILE

ARFFEOMIZ Y, WL OPERIXR—AD GPU [AF 7 u 77 I v 72T AR SN T
W%, OpenMP @ GPGPU #:3E L LT OpenMPC!? & OMPCUDAY 232317 b, Z#
5LIZBR 2 — Kb OpenMP OIEEIRRCIZ LT CUDA =— R&ART 5. £7-, PGI
#o GPGPU [l 2734 5 L LT PGI Accelelator = > /3 512 2%F 5%, PGI
Accelelaor = > /3A Z3F 27 0 7T LMEHTIZ L - T CUDA »—x/v0 BEhidE b wl
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BELE LTWD. &bl 7785 v—2ldis7n 5 I 7 EF AL LT OpenACCH)
DOHAFENFHFE S 7=, OpenACC X OpenCL L[RIUL 7T v b7 4+ —AITIKIFELR, £
7787 L—4XRBTORBRECTCHD. 7787 —22HW\Wi7we s 7078
F % B 70 VB % FR R SO — A T HUICFIR AIEE T, T3 A a— ROk E THE)
TITHOHHEE 7e> T 5. OpenACC X NVIDIA, PGI, CAPS, Cray 512 X » THARR
E, BRMTbITEY, KBECEET 220 X/ FLIMARKRINDI EEZLND.

7. WERESBRORE

AL TlE XMP-dev @ OpenCL E3%# 1772, 2 FEDO R F~— 7 OBEERE RIS,
XMP-dev/OpenCL i% XMP-dev/CUDA & [A%EOMEREZED Z LN TEL I & xR LTk,
AlEE 2 FEHOHAM X F~—7 AW, XMP-dev 27 7'V 7 —a »~mAL
72454, XMP-dev/CUDA & XMP-dev/OpenCL IZB W THEREDERN AN Z LD
+aBEZLNE. E£, RTT I T aX NOBRNS L XMP-dev OF AMEZ BREET
52 ENRTER. &5, XMP-dev/OpenCL IZEWT, OpenCL ORI TH DT /3 A A
BRI LAWY — 23— ROEWRELHER LZ. 4EE 2 S0R2 % GPU L ToORHE%:
1T, BREERT 78T L—FF A A LETHEFICE ZERHFRTE5. 5%0
MEE LT, FEORTIET A Aa— RO A, 10T v 7 AEBROF—/S—~y
FHRZ2 ERRT O D, £, MEREOFHRIEE WS HT, BAbT A AR THLE LI
BAHTZENTED LW T o —F L RBEILRDEELLND.

HEE RO, ERIEAERERI R e EE (R ARIIZE) TR A hXX
A=A a—T 4T DD T VL= T = Tu I3 0 \2h5.
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