2012 HPCS2012
High Performance Computing Symposium 2012 2012/1/24

Gather BREZ B T HAEY TS L—3DETIHIFHEADIS A
FH % 7%* TINER ﬁé’@%i I ER EmE et ot

AL TIE, BTN MAFEDORT MR T N A A YIZAD & HRWVIEE K e m
OWFNIRF AR RT 5. RRFEIL GPU 28 Gather HEfEZ AT 5 RARIEREA T Y (AT
TIRT V=)V T VAT HVAT AERND. RVMTEEYIRITY B T Bt g7 v =
U X2 (Fold i) DBAMAKEEE LWSIWEEZED D, ZHUNAER LTS ZEE L TRV
HIL GPU MITOT 7 EZEFIZLTWS., 7a ) X RO aLr s g 2RV THRE R
DM 2T > 7. FOFEE, BT 7 20EHET 7 2ok, BEEMEERIZEEETE D
BR 412 E L7z, GPUNF v v v a a0 S 8. GPU [Elo 1% 13815 2 582421
PEBRFIREIC LTEERRIC LD A —F B 7 ( IIRAESNTHY, WEEATV LA ¥ T2 —R
DrN—A MEEAS Y RIECTHIK S5 BUAMEREIC ) — REE TR U2 b OB WS EHERE L 725

Application for Sparse Matrix Computation of a Memory Accelerator with
Gather Functions

T I I
NOBORU TANABE , JUNKO KOGOU ,  YUKAOGAWA ,
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MASAMI TAKATA and KAZUKI JOE

In this paper, we propose a parallel processing strategy for huge scale sparse matrix-vector
product whose vector cannot be held on a device memory. The strategy uses a system with
GPUs and functional memories named Memory Accelerator with gather function. Proposed
algorithm named "Fold method" improves load distribution and parallelism. Transposing
matrix produced by it improves access sequence for GPU. We evaluate the performance of
proposed strategy with University of Florida Sparse Matrix Collection. The result shows the
4.1 times acceleration over the existing performance record with a GPU in the maximum
case. There is no risk of performance degradation by overflowing cache capacity on GPU.
Because of the architecture without inter-GPU communications, scalability is guaranteed.
Therefore, parallel effective performance is the product of number of nodes and single GPU
performance limited by burst transfer bandwidth of interface of functional memory.
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(A3 FiE 8GBls) msc10848 10,848 620,313 57 300 | 49.4
oS Fedoral0 exdata_1 6,001 | 1,137,751 | 189 | 1501 | 390
CUDA Cudas.0 G3_circuiit | 1,585,478 | 4,623,152 | 2 4| 22
thermal2 147,900 3,489,300 23 27 6.9
hood 220,542 | 5,494,489 | 24| 51| 13.3
® 2 AEHIE(C2050 FiF) F1 343,791 | 13,590,452 | 39 | 306 | 20.0
CPU ;ngglé’@HXZeon(R) CPUX5670 1door 952,203 | 23,737,339 | 24 | 49 | 12.9
A e 5. ECEFAMETHET S £ bilETHS  x
717‘/'( ~ UF PCI express x3136 Genzs, PROITNG. 07, FFHRROKCEZ Hik
(E’ijv*‘p‘/ e 8GB/s)‘ };‘f@ﬁﬁﬂj\‘\ﬁ FMLUVEEDR G 5 2 & Z ARHFE IR E
0S IRed Hat Enterprise Linux Client| LTsY, quﬁig%ﬁﬁg TIE:) . e
reloase 5.5 F 7z, AR T B IEREREN OFIFHIZ DV T,
CUDA Cuda3.2 CG #ED X 2R CATTHZ AW T T E § 41 iR

ZHOAEY T ¥ RV ENELTNDZ &b AH
BTV EAAN—T BB ENRTREIND.
Bnkoom@E Y, HMC DI Scatter/Gather HEHEDS A
HAFEMENRRKRENEEZBND.

BAKRO B RE A £ ) ORERe, £ Z THLNDE A
Wi 7 7 & ADEN N RGO ST 5
LoLT 5.

6. o :ﬁ

6.1 RERIRIBETAMTSI

ARl DO RERIZ AW FHREER 5T 2 3 1(C1060 BREE
*) % L UF 2(C2050 BREDIRT. £72, FEBRISHW
72415 % % 31T

17 %11X University of Florida Sparse Matrix
Collection[8] 7> H¥k¥E LT, 2B ITABIZE N FEE T
5 P27 MR GPU DT AL ARAEYICAD
EHRWVIFERZTVIE] TixZew. oL, AKFF
TIEZEDL D I RERBEEIRE Y AT A Lo
% GPU IZ5EI L CFATT 285612, 4 GPU (X401
ENDT—Z N ERROITIIE L REOWE 2R L
TWB ERETSD. AT TH S Cevahir H DO
Ze[4] T H REREDTTH &2 AV CTERATHI 7 R AVFEDE
TMEZ AR LTV, SEITFRHZ Cevahir HD T
077 ATHEY EB(L LR 272 b D& IR
HeL 7z,

ZZTHOLNTOWDITHIO Y A X TIEHRKTH
TP AT MUT 6.3MBIZTE R, ZiUTT A
AAEVRBIARD EMA 122D THD. Lo
T, AKIETHIRMEY L0720 v v 2 g
ERTUVRIL GEATRFZE ISR 2R ILGR E) TOFE
fiTHY, ¥ viaz AR RESFRUITITARH
TR E T ORI 22 5.

KW 1E Cevahir » O B8 & [ £E 12 Mixed
Precision iterative refinement 7 /L = X A[9] 2 fiF
FZEEHELTWDS., ZoT7 Iy AT
preconditioner & L CHIEED CG Y 3—% i

* Intel , Intel Core I3, K[EI L O DMDEIZISIT 2 Intel
Corporation O FHFE T,
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LBATHINR Y MREEFITRT D L2 ELTWD.
X~ T, CPU 726 GPU 1% L CHHEBIEOIER%Z
KD A BRI, GPU OB N T L CPU
NEEAER A EERT I N AREL A DR AR T
BEzl & LT, BHERI%R O CPU~GPU OiEE
BN WD TR REEH Il OFE I E s VN 2 & &
5.

B, RMFRICBWTIE, #EATVIZBITS
Gather BEO A V—T"y NMI+HTHD T, £
DRI MAFZE[14] [151I2B W THERN R N— R
=7 EIZL Y PCI express D32 Riig & g LT+
DBIRAN—"T" EBELNTWNA Z LIZL 5.

257 TITHERE A £ U »>GPU [ DMA #ri%k %
GPU TOME LI1FIFA— 1 —T v 7L Tkl E T
HIENHEETHD. LoT, RIFEMCIIMEE AT
U35 GPU OF /3 R 2 U~ DMA $EER3 &
S TVWBEINELOT —4 % GPU IMEWEHT B0k
HOMREZHIET 5.

F7-, BLERCEIE S BRS A AR T D EV Ay D
FRRNIATA) 1 8 LC 1 RIFZT 0D DOHRT, %
Rl FAT I N5 B RHE ORI TR RS L7
WG 2 AR TH 5 DT, AX FPC LT
B& T2 5TV 5.

62 FEHTOISLA
REOFHMEIZ AW CG O v 7T Mdh—%
WEDBNRT "NVT 72 AFERRL AL TO 3
FTHD WINL 4 ETHA LIALE 217572
HOWZ L TEITHIANR Y MR ZITY Ko7 e
T U o TVND. ZILBIZE > TH—FRIERDF
RY WIVT 7B ATIEDENOIHZRN ED XK 5 (AL
HWEICNMEINDEONEMDZENTED.

1) 727 AF ¥ ATV

A7 7T KEGPUDT 7 AF v AE VITHIARY
MLEEAIL, Tex2D BEIC L~ CTT 7 v 295
ZETT IV AT ¥ XY v a2 DR ERAT S L
DTHD. MREOHUMEL L THWD L LB, IR
95 F COXERBOEBR BT, #ikT 2060
FiERE & L CE Dz V5.
Q) HH ATV

A7 T MMIEEAET)ZNLTT AL ZARAE
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U EOFIRT NVET 7B ATDEHEEOTHD.
Fermi(C2050 BiEClE L7 7 AN HF v
vva LI BLOL2 ¥ vi=) (Lo TLE
Ehb.
3) R AT LMK

K7 T T DIRBV AT DL TTF /A AR

Y EIHERT BRNCEI S NTFINRT M veET

JRALTCHREIAWA LD THSE. V—RAa—F

FIERESRONDVIZT T4 v SNTNLE~D

BESBIZCLIAZRN—ZANT 7R LERY,

Coalesced 77 & A L 7p %, 3ik[14] [15] oAk ¢

TR AETY T I EAANL—T v hBELND D

DERETS.

6.3 TOVRAFYXrvialBltdeyrE

C1060 BEIZBITH)D T2 VI DT 7 AF %
FrvaDby FEEHE L. BEIITT e >
7 A4 7 &% H Wiz . CUDA3.0 2 & W TIlX
tex_cache_hit 3 J tex_cache miss & 9 MHEE
T OMEEFT S N TED.

K 6 1278 A RETE E T 7/ AF vy v =
by NROBRERT. [TENREL b /NS T
TJAF XX v apbIRT MVT 7 AR TR
H3 728, v FEREBE Lo TR DN,
I 21T - 72356, RIBRMERCTE TR TH
D, ITENPREL R Z OB TE v FERR
TARB EAFEORERBLL EDORKE X OITFTIEF
T vV aDOFRITITE AP TE 2N

BEIZHWEATI O R TR LITHEDZ W
G3_circuit(74% 1,585,478) Tlxt v MR 7.74%\C
WEF, ZOREOREIDITIITHLT 7 AF ¥ %
T Va TV ENTHRNUTOARELE VDX S
218720, G8_circuit 1% 1 175 7- 0 OIFFRIEHENF
¥ 2 Lhipnizd, 74 VRNICERIHEND T —4
MELAEH TV RnZEbey FREKLST 5
KK EEZHND.

T AR (T ETVRFYEVNEDRB R
80
>
_ 70 + C1060
=60 § — #5## (C1060)
£ 50 \»\ ¢
20—
830
x *
3820
10 03
0 ‘
0 500000 1000000 1500000 2000000
row
K 6. 1730178 L Texture F¥ v =& v FROD

BEER.

6.4 AAFvyLalzHBITBEVE

C2050 BREFEIZB T 2D T 0 7T AOWPWHF v v
va Ll1F¥rva) Oby MREERIE L. HIE
Zix7ve 774 %A=, CUDA3.0 2B\ Tix
11_global_load_hit 3 J O' 11_global_load_miss &
WOMERR I U X DEZFHIT A Z LA TE 5.

B 712478 A RETH) & Ll Fv vi=b v MR
DORRERT. F+¥ v 2D Preference 13 L1 F+v
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v aNRkEH@LL A 48KB, HAH AE VU 16KB)
LR BBREICBIT DR THD. 1TENEL DL
T AF XY v DA EREREZ, By FERRN
L o T B D, G8_circuit 7Y 26.5%
ThHY, TIVAF¥F¥ v ok Cl060 L THWS
T74% LV IFHE L TWD. B K 6 LXK 7 %41
BY5HE F1l 377 AF ¥ vaz2H05548
ey FERASEEELS 2V, WHxvy v 2k
FWAEAIE 23.9% L by NERTRS. ZOH%
A X v v v 2 OBA, HRAEN N TEIT —
AETHFy v iabFBALTLE-THY, FEHE
FREZ D F1 Tlde v FRBBEDT LRI
Sl=EEZLND.

THYAXETROELI EV R ED B R
60

— %0 5
= > o
= 40 T R
z
320 |
hr * C2050 L1 hit
o — #&% (C2050 L1 hit)
0 I T
0 500000 1000000 1500000 2000000
row
X 7. 1750178 E L1¥ ¥ v ¥ = by FROBHR.

6.5 1GPU HIZIRFEDERITHINIMILIEMERE
LEROBATINC T DB THIN 7 N VEE DML
BEAZHE L. BEFEORRE L L TURESNLTWS
fE1Z, R AT AL > TGPUMERT B %1 3
7 EVENZ GPU OF /34 2 A€ EIZHEREA T
VLAV a— RBRET LTS ERE LSS
OMIBEE T 5. KX R M S L.
BRFIECHOVWTIHVBEREZITEHD 1.5 %
(@=L TIT I BB OWTHIE LTZ. ZDfERA2HR
41T T

R4 BATIIRINUREERE [GFLOPS]DAthsE LD

B
JDS[4] REFE
1 GPU $1070 C1060
Nab 3 5.31
msc10848 3.5 8.38
exdata_1 3.4 8.01
G3_circuiit 9 15.08
thermal2 3.3 13.54
hood 11.5 13.18
F1 7.1 11.25
ldoor 9.8 13.30

T BAL Z LIC L v RsAT S BRI
FRREEEM SN D 2y, 23RO BRI e~
TN ENE D LRI LTS, FOMRME, 1T
D 20%TULOBBINE(R A ZMENIRELTH
57, q DI bz T HUIEE % 2R OITFITED X
FIKMER MR T A L5 TEBI L, FAELELT
WCOWTII TN BRI W HLE ¢ &, %
DOBEFEINFEE L W KEW—ATHNOIEEEREHOE S
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ONFENFATREMOR N L 72D 2 & h, KPOIT
FICTITBERMNFERR 24 L TE 2 ThikmD K%
EpNEEZEZBNDTDTHS.

s & LT Cevahir & OAFZEIZEBT 5 FEHME
kA0 77 7 hbEAEY, Rl Tnb.
S1070 DHE X C1060 L [F% A 4 fEA - TV 5 HL
mMTH DML EELKARETHS. EitiT
JIDS FEROFTFIREGANEE FEIC L TR Y, Fix Okl
fbFgHE N FEEF L Tnb. LnL, JDS B
K ClX GPU 1A D REEFIN 4 FEIC /2> TR D,
Fex D 2FEEL Y L. I5HIZ, Texture A€ VIZxf
THEFRY v Lo TR RIgESELTWD
HLODRY MAA~DT 72 ATHEESRTHH7-90,
ENLELCTWAE LS. &ToIrFIcseEki4 o
PEREX D @mEb L TWA. &b EEbLZb Dk
thermal2 C, ¥+ v aD@hHEzE 2 fE- TN
W20 53, Skl D 4.1 RO MRENE: ST,

F7z, IDS A CIIEROEZIARIZEBWTHH
BRI/ > TEY, ZoE5S) Coalesced access
275720, gk, DS BRUTMEER I b
7 hvTat v iticlE En- R THY, =
DRTHT LY GPU [MFIZ78 > T2V, ZAUTHE
L CIRESF N TITROEZIAL BT Coalesced
access I[Z72->TRY, ZOHRHENET TWDEK
D—oEEZBND.

SEED 1.5 (EOMETOI Y B L RE
TTY RN Lo THE 5 DX IZFE AL —
T8, FATERNC RIS T RIE T 1/5.3, ¥ 1/3.0 &
2 BDIHT L, fTH(A Ly REIXARIE L7247
FNTHRE U TIE 1.2 21 UL U Ze o 7-. FEZE
FRBN S\ AL 5 FHICE 95 & 1.08 fi5ic
U2MTIXHE 2 72\, ATOEMRIIFI ORI EIZL S
EHA LA O D FIICE< A3, K& 2R{T8ITIAT
HIMBENEKEECH D, LoT, #70BRIIITHY
A XD L THE LVMEA 2R LTWD Z &
Y VIRVl

R, TPDLAMSEN ) T TV
thermal2 OIZOUVNTIL 1.5 fEDOAEDOIT Y H VA
KEZBZ, PTEHMIBE L2272, Lo, =
DA OEEITR B AR & [F COmESR DIc/i 5.

ERTCIHTY BRSO 1.5 FICETE L CTHIEE
1To72. LovL, Z0 1.5 & W35 q (I3 5 2R
W 2T TR L, HEHIE DN 7= ORI
MEZRBIZEMEITBE RN, SF D, EE{bos
AL TWA.

BB, MEAT)VDA X T72—ALLT32 Y
KMiE?D GDDR5 A€ VU AR— |k 1 R— hy2dBnEh
7=%81%, 28GB/s 972 H 14GFLOPS 8%, PCI
express Gen.3 x16 O 2fFHFFD /N NI ZHERE A T Y
T RRAZHANDZ LN TE D, TORE, HEE
FYVDA L HE T2 —ADNNY RIEIER LRy 712
RHnWkEZ NS,

6.6 FIRIMLTORREDENZLSH—RILELT
B

ARRO 3 FEEORME T v 7T LD I — 3 VL THE
Mz 5 ITRT. TR ORRE % AR TH
DE LU SEBEZ R LT 5. BEERIEIZIE CUDA
Event Z W2 5 Tiro7-. HHOEEDOETH
PLIXI VB THD. BRO D —F VB THIR S
IVFEDRYEDHFE ZH - TWEN, 1T 0 B LD
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£5  FIRIMLT IR EDEZENEBEFTERR [ms]

C1060 C2050

texture | £F | #E | £F | X
Nab 0.082 | 0.110 | 0.037 | 0.048 | 0.040
msc1848 0.205 | 0.392 | 0.119 | 0.128 | 0.113
G3_circuit 1.281 | 1.558 | 0.750 | 0.757 | 0.583
thermal2 0.942 | 1.451 | 0.518 | 0.495 | 0.440
hood 1.176 | 2.338 | 0.812 | 0.827 | 0.740
F1 4.770 | 7.404 | 3.596 | 2.890 | 1.981
1door 4,987 | 10.33 | 3.568 | 3.577 | 3.188

3.00

m [ Texture@C1060
1 W Shared@C1060

O Proposed@C1060
[ Shared@C2050

B Proposed@C2050

0.00
Na5  msc1848 G3_circuit thermal2  hood Fi Idoor

X 8. FURTMLTIEREDEN K DU EELL

RO LIABEAT D BAERIZ W T — R V4t

(RARTOET) LmoTH5.

Cl060 DT 7 AF ¥ X x v arxHANTZH D
(Texture)% 1.0 & L7-BOEE L ZX 8 1T, %
RLLTUL, £2ToTIlcBWTIRET AN EET
HD. 2L, BIN—Fu=27 ORI NALD
INSDHOITFNCKE L TIIRER TH D Z LoD,
COMRES VAR D L, BEANA— RTINS
WTANCBIT AT 7 AT v Xy v a2 x v >
T alnBAHRRENNTHBIRED GPU DA L—
v NEREU EOANV—T " N X v v 2 OR
WO FICE SR ATRETH D Z ERbs . miff
DERLVITHOERIUITZF ¥ v ¥ 2 DRNEZH S
TZEEARDED L, ARIOFER LY KX 275 %
FANWD LERN— R =T OB L DTN D
LEZHNA.

C2050 L TIZ C1060 ETHE v &dfk Lotz
Shared D712 7T LIRT /A A AT Y X RED[H]
EERHAF Y v 2 DOFFRIZE 5T C1060 oS
FHRAITEEL L. Z O OTHIH A XTI
L1 AR, £ L2 Tlde vy hLTWBE EE X
Hd. L L L1 RIS~ T L2 OF &I TR
KEWDITTIEARWOT, L1 & FEEEZRRAEIZ T4
EEBIZKRES LU LHEELTAEEZONS.

7p¥, CEk161i2iE F1 & 1door @ 2 DTN
EREEOYED C2050 FTOBATHIAY MARED
JDS B2 W= 58 ORI 2N iedk ST
5. BEVAT DERAOCTHIBEOAZH N TV D 4
P OFRI(C2050 @ Shared)lE, F1 O5A13CHk16]
@ JDS @ 1/4.1, ldoor DIFA X ELL O 1/2.74 OFF
MTHD. (GHEE L BREEOBENT/NY RIgNYsy
THILZ LIZEY 2 FHOMREENHD Z L 25E

LT, BT LY X A[Fold 1R 721 TH itk
FREVEEERELN TS EEZ 5D, Fold
1% Segmented Scan(SS)¥E[17] & R IZ AT/ HL
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ZikET AN, ERRTHRY B R scEk(16] BT
WE Sz SS kv b RigICE®E TH 5. Fold
IIBIGIC LD T I &/ aT LA RT 7 &2 %21{E
L2 B 5508, TAMAIT SS ENRAERIC
GPU OiHEIRGER L A DOWHNEITRES) & A%
FATE 20 DIZK L, Fold EIZPREEE A BRI
LI-OANMEHTE L L0 2 OVERE A 4T =
LizrrtEZLNS.

6.7 1GPU RNIZINESLLETIIRS MILIETERE

F9, BEVAT A LETHBEAT ) ICT -2t
v B ENTAREDLBATHINR Y M AFEORE R % 1 1]
GPU L CHELKDD LT TOMRERE 2 5. 1REY
AT AT 1 BOBREATY EFIUCES LTS
GPU %/ —F&LTC, ZERH2MTHEICE-»T, —
FEIOWEEZE<ITHT, TRIZHINEET 5.
LT, BIEAEVIZET HRERT MURAY X
LI KR EREOSA1ICE, GPU MERE &V )
2 —=Z VT 4 HIRERZZEICHRRL TN 5.
Z D72, GPU WNITIE 2B THIR7 N VREDMRE
12, J—FEEFRL-bONY AT LAEROMRE
725, 612, GPU M@EEN/ERTHL Z &b
WEVAT LADORTr—F YT 4 LATHIORARIT R
BfRTH5.

BRIV AT A LTI GPU BB RiE &k
BEAE U DEH AL RIRDONRZ 2 A0 T GPU
LHEHE A £ ) DO LR Z IO IER . FERE
Y EFEHANZGEIZER 1 XSy Lo
aE—EREA TV IR ESND. ZODERD
HHEA Y A EEOTTHWDBEAE, R
ML %4 T OMRE A T U ICEX AT RN EE O A
—R—y FE L Tb5E. ZOF— =~y KN
KEED T 1 75 5O d TRk T & 2RV A TR
%O FLOPS fEIX A T4 T 5. RETIEOXEE
DT YT A~DFIE LTRSS 7ROREE T 5.

ZOF— =~y RIFEROBR A N ~OER 4R
L, RA IO LMERE AT U ~OBOERN S 72 5.
IRBIFVTREANN— R NEXEIZR D720 PCI
express FH AAEGHE_E TIIRMICizE S, FHA
WA e it L T/hEWnW e EZ 2 55, JiEGR 2
R ADEZENEHONWTIIET D /) — RTHHEI T T
HOTATIr—7 )T 4 ICEBEH 200, #%EHEE
BEAE Y ~OHIZHONTIE, RIUF—2 %242 TIC
HokET ABEITR Yy T — 27 lORRIC L > TAL
—7y bE ) — FBUZIHRFIZCTE S, DFED, 7
— RECIEIRAT 2 5 T OBIE N H - 72 & LT,
Ar—F VT 4 ICEEE 2K D ICFEET S
ZENTES.

—77, Cevahir &OFZEl4]Tix, LEROFAMTH
WZATHNZ DN TIE PCI express A1 I T S
7~ TeslaC1070 N D 4 ED GPU ZHWTH 1 A
D GPU OAD 0.8 /55 L1 FRED A —T &
UT 4 LinZen, 51T, /I DHRERT fFART
INAAREY FIZFEY YIS 2 W0ATEL, GPU Z &I
FELTEDORY MVERFFTHZ LI D. 2O
728, D> GPU 2MEHF L TW AR ML EoT
— X %3y NT—7 TR AT RERZH D.
SEIBENPRE LS RUER51ZE, a—hroT N
A ARXAEVIHHHERIIEAD DA r—F )T ¢
RENEZIMET D L E2 NS, Lo T, T34 A
AEY BICETHREH > TWBIEAEDORIEM TH 5 b
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00 FLOPS D & S IZHEHERERRS, 27 —F Y
TAPHETHOIFHETH D EEZLND.

& 512, Cevahir HOEITOFIOHFFE[12]TlX, Hi
JULFR & LU C hypergraph-partitioning[13] % L5028
MU CEEZHIHTDZET, AFr—JE8U 7 1%
WELEZ. ZOME, 32 /—FKOPC 7 F7AZ LT
64 B Tesla & AT 94GFLOPS #iERL L TV 5.
ZihxE GPUL 672912795 & 1.47GFLOPS TH
v, 1GPU TD#EfTd FLOPS fEl4] L v 737 0% hH
AANTWD, LY RER T TAZIZK LTI —TF
4 a3  DRFDITEVBIE OHIN MR 7o, T
DO TS 5NN EDEEZ NS,
ST, RN—=TF 4 va = IR ZIESE LRI
TB(E 2 FAE S DB B DR T D E|
AWRDIRL R BBRIRO b O L&D XS
WCAREMINZ D ELAT<EEA &, 9 ELATHRVES
DbV, A7r—J U7 1 LTHORITEE TS

HeEzEZOND., ZHITH LT, #EHFACITZED
X9 2R 2

7. BHYIC

AL T, WAy vy 228HELE

GPU(C2050) 128\ CTHTHI 7 FVEETIE 20~
50%FEED L1 by FRUNRL, TN KEL 2D
FEE y MEPE(T HEM AR L. #ET—
XTITF YL, ATRVRBET VX LT VAR
— 7 "L LIMSREAE V(A EV T 7T L—
BVPWR—Z R T 7R RIZEY GPU OF /A A AE
U EIZEY| LT — % HEXAL. ZOMES v v
3 Al FEETICEmNT 7 AMEREA S H LS.

IHZ, BET—FT 7 F ¥ AT OBITHIARY b
NEEOT NI XA AERE LT, BV TEED) 7247
DHTI BT LAY X4 (Fold 1) 1AM
SR EWE LI EZ SO 5. ZUBNER L2174
ZHRE L CHWA R GPU AT 7 7 & X EF
I L CW2%. Florida University Sparse Matrix
Collection % H W\ CHREHFXOMERERHMEi 21T o 72, £
DFEE, BAMERICBWTIL, AROEBARNS
B T BT RB W TEIEATHFSE Al Dk 4.1 7%
oOMReEr EEABEIL-. 1T BAs3EET s L
THOITHI THAMOTN R L 220, HIEICHWEZ
ETOITFI TN G LIz, FATFE TORIEIX
Fx v aNhORESNTWARELEZ BND
2, AFEIATHR S I1ZRRY, Fxr v a0
Ba—ffio T, koT, &5ICKkE2RT4
ZHW OO v FRIETIC L DHREE T 0L S 2
AY

GPU fllic GDDR5 A€V 1~2 F v 7/ DOFHR
— MBEME UL AIREE T AW BEEINZTZY,
FTNA AAFEY L LT Scatter/Gather HEREFS & D
Hybrid Memory Cube #3252 &ick b, PCI
express ZH|HT DHERITE T DR LR v 7 & fiFf
HTEDHLEEZLND.

—J7, 1R TITHIRIE CF > & &7 GPU [#i#
BRa—ANVRRKREEAE) T 7T L —F~DON
—ANT 7 RBAZEBLINTND. ZOkH, B
AT —F VT ¢ BPRER STV S.

Lot DFEIIATHT 0 B2 D A % 8 U 7= 274,
IRFERIZE T BT L2 Y X LHG5 O 8, =
M) =V T OFE LM, CGERED I Vr TR
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YIRS DIEL LT, TA T T VRIS, TE
DT 7Y PFERBL O, HEREA T Y ORRER & A
RENDD.

HEE AT —E(DIMMnet-3 DOBEZE) I T A L
% PR 155 e i 15 AT 22 B 8 HEE 1 2 (SCOPE) D — B & L
TIThbh-bDThHD.
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