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GPU #i& % CPU O F KL

A /e AN ot~ I o= I 7 N AR

CPU & GPU BT U FAHME LT APUDKESICL Y, GAL—TF v L&KL AT
VYUDWNENRDENDT —HX A Y —LAETO GPU DX 5751 A N AR
END. KFETIE, ~A 7 vXrF~—7 LRRMNEFY VWAP, RERIT
b2 Y X FELIX SST CINEMFEL, M7 v 7 7 A V%E4TH Z & T APU
DOPERERFMEZ G L7, T OFEE, APU TIISMFIT GPU & e~ — Vi
125.7 1%, AE VU EZ{EI121E 0.5ms 705 2ms DA — N~y FRA S, BURTIX
F—H AN — LALEA~OJ AR TH D28, 1TFIREF TIX CPU @ 58.6 &%
LDOAN—T >y ERHY, FIAARETRENLIEINIE APU OEHANRH
HTHDHI EEMER L.

Preliminary Evaluation of CPU integrated with
GPU for Data Stream Processing

i

Hiroya Matsuura’,  Koji Ueno' and Toyotaro Suzumura™''

APU is a new computing device that integrates GPU with CPU. We expect that APU can
achieve higher performance than CPU owing to many computing units and much faster
response compared with discrete GPU because APU shares memory controller between
CPU cores with GPU cores. Such devices are suitable for Data Stream Processing, a new
computing paradigm, which needs both high throughput and low latency. In this paper,
we examine APU’s performance in detail to determine whether it would be suitable for
Data Stream Processing with microbenchmarks, VWAP (Volume Wated Average Price of
Stocks), FELIX SST (Change Point Detecting Algorithm) and their profiling. APU
achieved 58.6 times faster than CPU on Matrix Multiplication but have 125.7 times
longer response time to launch kernel program and 0.5ms — 2ms overhead to transfer
data compared with discrete GPU. According to these evaluation results, we conclude
that APU can be a suitable for Data Stream Processing if there are improvements of APU
drivers and environments.

1. AROER

() T=R2RAFY—LANE

T—=H AN Y — HNER1][2] &1, Bix RO FTA T —F A A TH
WIS 5 2 & C, BIENRISE %2 RHT 53R/ T 44 L ThDH. MapReduce[3]
DX, NRyFUBEFENLT 222 TCERLTOLAEEZIILDDL LWV F
T, F—F A b U — D TIRRAIOT — & 3B LR FALE 2 Bl T &
L0, ISEENEETH DRSS, BIBORONTZT — & CHFHEHR O 2% BT
ML WER, 27— % OBRPNYEAIC KR MBICHE L TN D.

ZOXEI RUEFFEIHRAATBECREET =4 7, THOBRFKRMRETHE
S TRY, EFEEEREE>TVND.

(2) GPGPU

GPGPU(General Purpose GPU) & 1%, =RICEGEAEE D F R F 1 CTd 5 GPU(Graphic
Processing Unit)Z LA OEEFFIEAT 2 L WO HEFIETHS. GPUIE, CPUIC
s, S IAERERICEL DEBE T L LA T IR E DR WEHRIE D A E
U EEEY, SERMERHES I 2 L— gy, [THIEMEZR & DWHIE N E < KB
AEVT VR ARETHT TV r—a r CoHRERETD.

(3) BATFEDT/NA RADOEEMRE GPUKEE CPUDEIF

AR, W7 o AORMEN S CPU B TOMREM LI L, wvF a7z kb
JLERRE A EIZHRAR SV, FHRABO X 5725 mi#E biZix CPU & GPU O L 5 7«
BARDENEDN— R 27 2B DR IA~AT O =T 270t v v J~DBITH
RODLILTND.

Z 5 L7emno b GPGPU I At EE R HN CTh 528, BEFD GPU 1T bk~ 72 A
NEF LD, WEROIMTT GPU ZIRAFHEICHWAIZIE, —BFRRA N AEY LIEE
N5 CPUMD AFEVFEIENS T NA ZARAEY LR END GPUAIO A EY ~ET—H
ZHRE L, GPU TORHBEZITBICELITAA b AT U AIA~T — & k4 5 058
NdbbD. ZOFT —ZiRikIT PCI Express #& H TIT 5 728, fRERERH] O H KA E &
o TWb., Fiz, ZTHLET—X77F v TIEIAEVERIHENICELY 7 U=
THIZHLOMEN5720, GPGPU ~DBITOREEL /po> T 5.

ZHLEEEND, CPU & GPU % 1 SO} FIC#H S L7 APU(Accelerated
Processing Unit) & FEIZNL 2 F - R EF TR BLE L. APUTIEAEY 2 he—F
LF¥ ¥ v a2 LYLTCPU & GPU BFEAGEINTEY, HHEOAEVIZENENDOT
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INAANEBET 78 ATE D7), BERLTOT —XOMAEFHANMTAZS. Zh &
D AEY NV RIEE CPU & RIBEICHIB I AT LE 52, BE HALOTHE R %%%o
7280, WHNEDENT 7Y r— 9 0 TiE CPU L bl mWEtHEMERE %35
5Lt@%%@#6,@Ukﬂﬁﬁ%ﬂU@%h%h@kﬁ%ﬁb:k%,%t&ﬁ
28 - AR OBHmAMREI LTS, (B 1)

F72, 4 F TIE GPU 2iBINT 51 i:%% SR DOV AR — FIAKE T, GPGPU *t)i&
BENRRONTWZZ ERREIE 5722, APUNAE D Z &1k Y GPGPU D FEATE
BENEEDN—VEICE LT 52 &b TiifREEn 5.

b2 7lled
. eru |
u‘;/(‘zbta
FHEE D RERD
HFShd
H—2LyFiEhE

K 1 APUZ & v PERE M L2 WIFF X4 2 R E I

2. XPROBHERER

AT CIR_72E Y, APU OB L - TEEF® CPU X° GPU TIE A N—T& o
7= fEk~0 GPGPU O 23 T& 5. CPU TIXIEHIE D E D 72 W34 1) GPU ~
DOEEEFM AR TE 2 VEHELES, CPU | @Lt#%* &(mutﬁbk%%
BRI SN TR Y 7 — B E N B O RLEN Y725

AR T, FFICRTR DT — % 2 b Y — DALEE A~ 1 %EIHE BT APU DA%
MORWEEZITH. T—FA M) —LAHTIEXxy T =2 LICT—ZRNEkL, F
X ERIBCAIEICH R 2T O 720, T—F k4 — —~y ROKEWIFIT GPU
% AN T2 AT FE[4][5] TIE ot 2 KL O K & W EHRALERSC & B e feiti b & i S 72 i
X GPGPU DREZZ T 5 Z ENEEL2v-7-. APUICL Y, Z95 LEFIRICHNDLDRT
BT —Z A ) =L OT F) r—ra ok nifshns. Z g FEiE
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THEDIT, A7 uaXFv—7 LET T r—3 g U EREL APU BE AR EH)
IZFHl 92 Z ERARMEOHITH 5.

AFROEME LTIE, ~A 27X Fe—0 L E7 SV r—ay, FuryA
w%%%%wTMM@@A%@%ﬁﬁ_ﬂMLtﬁﬁ%fghéﬁﬁﬁkxw—f
v NOWEIZE B L7z APU OFHEASE IR IEGFER T, 7 —F A MU — 208 &0 H
JGREE AR E LR L AR CTH D,

HABEMN TOMBD AN —T v LA T Y N2 FiEh 13 ARITT — % BN 3T
ENTWVAN, AFUTIZ AR —FRABEBIOLATF IR E, T—F AN —A
WD L5 REISEERZERT L7 7Y r—3a o2 EER LT EEET, K
72 D FEMh ARG B o A AT E .

3. ME7ZIVS—LarvonRE

APUBRBE ORI L LT, AFViIREE D — 3 VEEREIO A — " —~y FHE, 1T
FIREFHH, VWAP[6], FELIX SST[7][8]1% M\ /=. 11%IHki# % Zi% AMD APP SDK v2.5
D> 7 )LD MatrixMultiplication & >, ZiLLIFME C++& OpenCL THREEL 7-.

ST GPU L DD =9I, ~A 7 rXrF<w—27 O—Hix NVIDIA @ CUDA
TH Ak D ELEZIT - 72

KTV r—a OFli Tl CPU & DI %17 9 723, FELIX SST Ti& L 5[5]
I & DL EREZ VY, VWAP Tl OpenCL 3% CPU THEITLZ.

3.1 OpenCL

OpenCL & 1%, Khronos 7 /L — 712 L 0 5RE S iz C/ICHEILR LW FIN— R =
THOZ7a 7775 THDH. OpenCL [ ERRDFHET A AL AE Y ZERBE
ELTFHABREOMERMFIHEZ BN E LTRY, TS AFIHO SO~ 72 AP,
TNA AT EDOEFERFERL A TROE, T — % ORFTEE RIS 5 72 OB % i
A TW5.

7'u /7 v 77 Vi NVIDIA GPU O 7= ® GPGPU A 7, CUDA OET /L%
KL TEY, RAMITT AL ANDT —HEZER, T, AllOa—F (H—
FVEH) OB EEET D L I > T\ 5. OpenCL T CUDA & [FEEIC, T
4xmﬂfmxv/hﬁ%%gkk//;@%xv/hm@ TELH AR A M SR
SHEBETDHZENFREIZR STV,

3.2 VWAP

VWAP & i Volume Weighted Average Price ® Z & T, MANOMETFHHEDO Z & %
Y. MRATEE AT O RENEIDPOHELE LTHWVWLN, —D2— 2O FAM L
BENER2T =2 2 RFICUEST D 2 ENEREIND, T—F AN — 20D
KIS ABIE THD.
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SATHFFETIE, CPU, Cell &4MF1F GPU T VWAP DMLHELEE 2 s L TV 5 78,
ST GPU IE A — R VBN S GPU AE Y ~DT 7 AL AT VUM KkEL, CPU
R Cell ITHBHFEREI>TWD. APU T CPU & GPURR—DAEY a2 ha—F
EHET LD LA T VOB S L, CPUICHAREEOHE 2T 2279
FERSOEEEBA RSN D.

REOKAEE| TIXZENENOEINIFHEFRB TREIND P, AFEDOFETIIA
N—""y NORKEERZD =0, FIZBBIT—4 B3 Fa—IChbrREEZHEETDH. M
B O G FIL S (ticker) Z & 12T N D 729, ticker By DFFE A L » RELEI§
5. A 10000 BIOFFEEITV, ZOEITRR % g3 5.

33 FELIX SST

FELIX SST(Feedback impLIcit kernel approXimation SST)[8]& 1, B AT L4 #a
(SST : Singular Spectrum Transformation)[7]& V9 FF 243 f# (SVD : Singular Value
Decomposition) % AW/ LEBET L ITY X b%E, S EVGBRELEZT A2 Y X
ATHD. SSTIZIBELHIEDT —H 2D Z L TETARNHADOLEA S % EHL
L, EWREHHPEGEZE L0, BITVNCK L TR RIED R AT 5 728, FHEENT
B A ZDO=ZFITHAM L FEFITRE L 2> TULE S, FELIX SST TIXFTHIEM 21T 5
L CTHEREMAMZ NS SST OEWRHIMREA MR T2 2 L3 T&, TIHCRE
FEm R YU TVAT AR EDRERMT AT AL E LT, F—F AR —L0HD
FRRT TV r—varbhoTng.

GPU il %X, LB 5 0EITHFE[51IC L 5 NVIDIA GPU A ® CUDA 3E¥%
OpenCL IZBAE L, PEREREAM 21T »7=. AL TIL, {7HIEME T% GPU TIT\W, £
fLEER 27 DFHEL 4 CPU TfT» TW5. FELIX SST % GPU THEITT 5K, 1024 ML L
DOERRATHITIEIMTTF GPU 28 CPU £ 0 & E#H A, Five: FED /N Z2ITHIC
%L TIE CPU OB % LRl >CTLE 5. AT TIX, GPU HEMHIIZH 2
W) ZEA L, INRB R T & [RRFICIEF U CEHET 2 2 & TCPU LV b E 7p LBl
ZEHLTWDEN, X A7 WHOEBRICITEGPU DT —%T 7 F v ITREFE LT-E 2k
WAERMEL > TLES. APUZEATEHZ LICLY, B R#EERTZ L7
< CPU & GPU DT J5 Crd b 28 R 7 B TR 2 i 723 2 L A iIRE S L 5.

CPU TOMLEEIZ X CBLAS & LAPACK % HV7- Native F2%& & OpenCL S22 D] 5 %
FV>, OpenCL O APU SEAThR & FHEAERER % i3 2

4. TEREST{HE

BIFE OpenCL IZ5 I L 72 APU 13 AMD £ b D LINELE L7228, FHliiciZ i
% M 5. AMD E-series (2 —= > FEIF O T, I KA L2 UM TH D A-series
THIERAIT O NN, SENTEM OEEN O T EBRIZRE-T-. £, =
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A7 a_oF~v—7 OIS & LT NVIDIA O4Mt1 GPU 2\ 5.

APU 82351, Linux 8235 & Windows BRI O T E 4 TRl 247V, AMD @ OpenCL
FEITEE TH 5 AMD APP SDK D /3— 5 U RIOMEREHEE H 1T - 7-.

4.1 FHERE
() N—Foz7RE

N— Ko = 7EEIEL, AMD @ APU T 5 B-350 ##5# L 7= APU £&5i & . NVIDIA
DIMFIT GPU Td % Tesla C1060 % #5# L 7= CUDA BREED 2 > & HE L 7=,

APU 888513, APU & LT 1.6GHz 2 =7 L2 IMB ® CPU & 492MHz 80sp L2 64kB
GPU ##4& L7- E-350 &### L, v 7 /LF ¥ /L DDR3 2GB ® H 5 1.5GB % CPU
], 512MB % GPU iz ¥ T3,

CUDA B25%1%, Phenom 98502.5GHz4 =7 L22MB, 7 = 7 /5 ¥ %/L DDR2 8GB %
EH L, FMT GPU (X Tesla C1060 240sp 1.296GHz GRAM 4GB & 72> T\ 5.

2 VZ2boz7RE

APU 5513 Linux & Window CTD L 21T 9 . Linux B2 8% 13, Scientific Linux 6.1 kernel
2.6.32 AMDG64, gcc 4.4.5, OpenCL 1.1 %f} > AMD APP SDK v2.4 & v2.5, AMD GPU
R A /NIZ Catalyst 11.7 T, Windows B2 521X Windows 7 64bit, Visual C++2010, AMD
APP SDK v2.4, Catalyst11.4 £72>TW5,

CUDA E&5%1%, CentOS 5.3 kernel 2.6.18 AMD64, gcc 4.1.2, CUDA 3.2, devdriver 3.2
ZHWA.

B2 0 720 EA, APU BREEIE SDK v2.5 R L, FEBREEEIT 10 [T L TH
BEz ETF2o0M0BRE PR ERSTZMEERHALTWDS., 72, e 77 A RO
—IICSI D IR E A SUFHNIN B AN, TV a— L DNRRLR0— 7 + VA NIZAER S
LHEEEAL I EICIRE D E LR VEETRWVEREZEAK L 2R L TN D.

42 YAV ARVYFI—YH

APU O FIFHE DO ANV —T > b, FREIGEEREZET 57dlivraxrFv—
71 K A HEREREM 21T - 7=.

(1) 173%&

APU 855 ® CPU & GPU OFFHRMERER T 572012, [THfEEZ W TAL—T
r DT AT > 72 BREEDOIEFITH DO 110 DR S n % 85 1024 £ T2/ >4k
&4, FLOPS [EAMIE L. 174¥ 4 X n 8 1024 £ THROIE, FhnLER LSS
T%H FLOPS fEOSKEFEN R LI NoT220THDH. GPU O —h %+ v = 3F]
AL TV,

GPU EATTIHITHIY A AR 2 51 EAL—F v hbm ELTEY, n=1024 O &
/R KNED 42.02GFLOPS % itk L T\ 5. CPU I& n=128 T® 0.71GFLOPS % t*—
JICHREMETFT L TWAA, E-350CPUD LI-D ¥+ v 2L 32kBRDT, v v
2IAOEEBLEEDLDNS. (K 2)
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E-350 @ GPU #48EIL CPU L LEET 5 & 865 b DA NL—T vy hEEKRLTEY,
THFHEDO L I+ RWIEEZESNDT 7Y r— a2 TiE CPU LY HiEhC
BENT-MEREEZRET D2 ERMRTE .

—~ 100
g @ APU - _
2 B CPU - —
S 10
£
D
R o o .
n=8 n=16 n=32 n=64 n=128 n=256 n=512 n=1024
EATHOHAX

X 2 475D A L—7 > FdD APU & CPU D Lbifs (k375 7)

2) h—EsL17Toy

GPU THEWFEEZIT I A, CPUa—FTHAHERR MUAS GPU 22— RTHB D
—xNTu T AERE L2 TR b7, GPU TRy FAH AT 9 HA4<, CPU
DHTT—=H A L) =LA EITOBAIILI ) LT b A T Uy ORBIIEEETIC
Fle. LOLRRE, T—H AR —LAUETET — X OEIF DN GPU ~T — X
EHAEL, D—VEEE LA TUIR L RWZY, CPU-GPU MEBEDOR L3Ry
IHLEBETOLENDD.

APU TiX FREOHIFN A2 SET H72DIZ CPU & GPU % [F— & A RIZHA LR, £
DR % e 57212 NVIDIA D4 F1F GPU % v 7= CUDA BB & i3 5. 1
Z Ly RCEE LHRELEZITO RV —F VA 10000 BIEITT 5 0T Lk
OpenCL & CUDA TENEIAERL L, 1 EOH—F VEBREMEZFFMT 5. ALy
F¥% 256 £ TR LM R L HE L2, BERMICEERETIR AR

F LTI — VB2 F L O b DA, APU I Tesla @ 125.7 &5 FE K
RUATUURREEL TS, ZORKREZEDL D, Tar7r A VEliolz

#% 1 E-350 & Tesla D —x/)ViZE LA T

E-350 SDK Tesla

R 108 IRE 153.896 [usec] 1.223475 [usec]
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samples % app name symbol name
8279 34.3584  libaticaldd.so /usr/lib64/libaticaldd.so
3272 13.5790  fglrx /fglrx

2858 11.8609  vmlinux native safe halt

1966 8.1590 libamdocl64.so $SDK_PATH/1ib/x86_64/libamdocl64.so
366 1.5189 libc-2.12.s0 memcpy

297 1.2326 libe-2.12.s0 GI memset

K 3 APUDD—3(AEEO 077 A4 LEER (1%L ED s 0)

X 3 1% OProfile I X277y ANERTHD. a7 7 A VERITEFREN 1%
PUEOBLDETERRELTEY, CPUMHARIT 1 27 Tld=—F 22/ 100%I2E L
TEBY, b 1 aTIHIET A RAVRIEE 7=, ZOELY, AMD BED T A 7
Z U & GPU KT A3, J—F/L® native_safe_halt AT ha— LN KREREEEH
HTED, FIANOF— =y FROREY) 72 halt (& L 0 EEIRER A3 KIFIZHM L
TWABD T2 EHERI SN S.

BURCTIIAMTT GPUIZHL LD R TH Y, 7 —F 2 b U — LALE TOF| A TR 72
N, N— Ko7 & LU TTESNRBREI > TWATD, 5O RKITANRLTAT
FUVREDY T MY 2T REOEFENIHLEEND.

(3) A*EVERE

H—FViLE) & [FRRIZ, CPU-GPU ] A€V EZIED A — 3 —~v K% CUDA BREE
LT A, WBIEV A RIL, dbyte 205 64MB £ T 16 T ODAIH THEBR LT, Tesla
LISMZ CUDABREED CPU TD AE Y 2 BB memcpy I L 57 —Fav'—L b
B35,

X 413 AE Y EZEOFTMERORTHSD. APU I 16kB LL T TIEARBREM A —E
TIHFHICELS, CPULAEVav be—F52 AL TNDEIE2EXDE, RTAN
REDF— =~ KR 0.5ms 75 2ms BREHFAET L EEZHND. Tesla TH 16kB
LR CRIZDOMAN R 5N A0, lus B2 & APU ICHAJEF /NS bhTn5,
CPU % dbyte ZFr< &MBICERERF 23 2 TV, FFIC 16kB LL T O /N Zp ik
TR b EERED, TN ETIE Tesla M bEEEWVIFERICR>TWS., 2
APUX° CPUNTO 2 & —72 L i FEE NEZET H0I% L, M GPU TIFSHH O
GPU AT LFHAEEINHBEINDINLTHD.

APU I35 ¥ v ¥ 2 OEEBEZ 1T 72\ 4MB LI EOfEIE TH CPU 4+ GPU & Lt
N3 END 5 ETREOMEBEMARAELTEY, ZAEHEIDLEDICTa T 74
NVEITS T,
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0.0001 —e—APU -
—4&— Tesla
0.00001 Phenom|™
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#R1% 8 (Host to Device)
100
10 4
///
7
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) /
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:‘_@; 0.01 — ¥
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0.0001 —e—APU i
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4 T —HEZEOFEER CGH&r T 7)
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samples % app name symbol name

176292  45.4540 fglrx /fglrx

120336 31.0267 libaticaldd.so /usr/lib64/libaticaldd.so

9851 2.5399 vmlinux put_compound_page

9207 2.3739 vmlinux native safe halt

8145 2.1001 vmlinux follow_page

6111 1.5756 libamdocl64.so0 $SDK PATH/lib/x86 64/libamdocl64.so

5 APUAEVZEOTa 7 7 ANLER (1%L EOHL0)

SNTuaT7 7 ANVOEITHRETH D, ERTIIAETI 270 100%EFHL,
FDHH OS H—FVIN 50%H1#% % 5D TV, AMD @ K F A 3, OpenCL Bi#E 2%
< OB ZEHDTREY, I—3NVEEBEFRRICZLDO T B ANREROBERK T %
HWOTWBZ ENbMnd. #IZ, GPU KT A N ar ounEs 5FLTEY,
Linux @ GPU K7 A /3T 5 fglrx & libaticaldd.so D3R 72 72 5723 TH 72 ) O
PR TE 5.

ARETHEMARLREZIT 720 T, UKROHIE TIII—X VT E A E U EZED
CPU, GPU & D H#kII T/, E£72, APU OB — R /LEENEERTIE A % Tesla LA FIC
MAONDATREMEN & 0, FUFE 72 3L o0 el 24T 5 7=, APU O F 5[] 2 CPU,
GPU & b3 2 BICIEh — 3 VIR 2 R\ =2 b D 2R AT 5.

43 VWAP

OpenCL THEE L7 VWAP #H\, FHET 5 ticker % 2 x CTFli#1T 5. ticker
¥x 1, 10, 20, 40, 80, 160, 320, 640 T, 10000 HF-HEEO A THERT 5.

VWAP # Lile+ 58 571%, SDK v2.4 T Linux B25% & Windows Bi8%, Linux BREED
CPU ET & APU FETICOWT O 2 Efi 3§ 5. Windows B 2 3F4f L 72 B 1,
Linux BREZICHEAR LV SER AT VRERTR— SN TWNAE72HTH 5. Linux Bz
& Windows BE5Z 0 FL#R 1213 SDK v2.4 %, Linux B&5% T CPU & APU O Er#R 21T SDK
v2.5 & vz,

VWAP TlE, CPU EATH OpenCL TENZF—Da— REHAWTHEHMT 5.

(© 2011 Information Processing Society of Japan



(R UBHE STt s
IPSJ SIG Technical Report

60

#iBEER (8)
S 8 & 8

o
I

o
T

1=

O mem send

O mem recv

W exec

o o o o o o
— N < o © [
[ 1 [ 1 — @
+ + + + I I

+ +

APU Linux v2.4
tickersl

APU Windows v2.4

6 Linux B85 & Windows B 5% D LL#

—&— APU

—B— APU-wok
- =& - APU-wbgj

CPU

H—FIVEHE R (7))
L

t=1

t=10 t=20 t=40 t=80 t=160 =320

ticker#

t=640

6 1%, SDK v2.4 C Linux 5#5% & Windows B&35i T CPU-GPU [H] £ & U %5215 &

7 APU & CPU O —F)L

RIELIRE [ O L
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VWAP #H RN — RV OFITHBEZE L Db D THD. A IPLTSNAL ZA~DEE
%, Linux TiX 5 FE< 2o Tna. filffFERRn bR X oA€Y f#igE T A
Al ~a B —FFIFEZ D E VD Zero Copy & WD HERE D Linux TIEHAR— M & T
WV, WS, TAALADNEERA RA~O A —E I — R VE G E 2235 Linux 23
LW RERIZAR-TEY, OSSDK 7 EOEITREEICE VS RICENHSL Z &
AVHB L 7.

71%, APU & CPU O H — R VHEH G OFITRZ i L2 D THDH. APU
& CPU L, ZMZ4 OpenCL = — KD H — L EHEERSY 10000 [Bl 0 FHH R & RiH L
726 D7, APU-wok 1, APU OFEFR O HRNCHIE L7=ZE D H— R VO fLEj 4 — N
—~y REFWEHOT, ZIULFRMIZ APU O —F/VIEE) ) Tesla LLF D 2 A K
Wl oA E LIS D7, APU-bgj 1%, VWAP #H5 MR 7 1 & AT CPU ICHA
AT T2 b DO &Y. ARFICIE bash @ while L— 7 & echo ==~ > K& HVy, #iZ 1
a7 D CPU RN 100%I272 > TW\D Z 2R L=, BIED SDK Tk, 4Eo
VWAP OpenCL %D X 51T CPUIZIZ & A ERARMMB DN LRWT 7Y Fr— a2 Tl
H—=FNDF ==~y RRRELRBLEVIHABRRESNTEBY, ZHhE2iRd
L7DICZDX D7 EBREIT 7.

APU % CPU IZ b 4~5 FUIF EABRRF A3 2 TV D D3, I — Vi Eh R
il & ML U 7= APU-wok & DT 1 BLUNIZE THiE 5. AMD E-series TIH{ER =
= FY 80 LOMFELE L7228, ticker 212G U TALERBEI A X TLE > TV Y,
SBBEETHEVEL Da T ZRAT APU 72 51F, ticker 3 & HI2H WA IC CPU
Z B2 ARESER S D .

APU-wbgj I3 ticker 7% 160 LL T Tlx APU-wok & A& DMK & 72> TR Y, Aff
IZ&>7T OpenCL DL AT VI METTHZ ENMRTESH. UL, ticker 28 320
PLETITARZ2 LD APU & [A CALERRFRIICRE > TE Y, GPU AL v RERZWHA
AP S/ar: AR il

CPU T® OpenCL EATIT R A T 4 7 FIEIT L APEREITL 508, VWAP D X 9 725tE
BREFINSIWT 7Y r—a v ThHailiFlE LT —2RhiE, APUD KD
RFNRAL AL —EAENTHLE LR, L LR S, APU 2 ERETHMHTS
WZIFE AV HRER T — R NVEREN DO A —/N—~~y R E, R LT IR 572 OGRS
IZIEFIZZ .

4.4 FELIX SST

3000 [B] SST F5 % 54T L 72 B2 O & T ORI DA Ft% APU OpenCL 334, CPU
OpenCL 3225 & CPU Native F2ZE T T 5. 7272 L, OpenCL OFIHMLHBI TR .

F 72, APU OpenCL %%, CPU OpenCL %&£, CPU Native EEZNELD T v T 7
ANFER S RTINS,
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8, 9 1% FELIX SST O FEATHRER O el Tdh 5. CPU-ocl D FEITRERI N IER 2R
Wi, 10 LI F O b 8 THR$ 5. OpenCL 4T (APU-ocl, CPU-ocl) 1235
T 2T DT 4 > KU A XH 256 £ THRDIL, AMD OFEITREICB T Ha—h
TN—T DALy RED EWRR 256 THDH7=H T, OpenCL =D b DIXZENLL D%k
DALy FEHLYR— B LTW5. APU-wok 1T VWAP OB & A, CPU-GPU
M7 — Z R e & FRNCHE L7222 Db — OV FEITRE O 5 % 51\ 7= 48 2 (AR
AW TW S,

CPU-ocl i OpenCL B #5728 CPU T H i bk S 41T W R\ 72 8D, w=128, 256 Tl& APU-ocl
WL DHERER->TUVD. APU-ocl 1ZZDF FE TIH AT ) EZEEOORBENKE
T E TR TE 720 )%, APU-wok X CPU-native (2% L TR 2 (SR O EITRE F
Tilo T\ 5. Native HEELL EOBENH 2 WHH E LT, I—3/VBEENE» DI
HAEY)~OT 7 BARMPRENWZ ENRREEEZBND.

samples % image name app name symbol name

29769 31.9822  fglrx fglrx /fglrx

23410 25.1504  vmlinux vmlinux walk system ram range
11442 12.2927  vmlinux vmlinux native_safe_halt

5562 5.9755 libaticaldd.so libaticaldd.so /ust/lib64/libaticaldd.so
2464 2.6472 libamdocl64.so libamdocl64.so $SDK LIB

10 FELIX SSTAPU-ocl ® 7’12 7 7 A VFE R (1%L LD D)

samples % image name app name symbol name
514468  64.1244 OCLcAQTAg.so OCLcAQTAg.so /tmp/$FILE_NAME
255692  31.8700 libamdocl64.so libamdocl64.so $SDK/libamdocl64.so

11 FELIX SST CPU-ocl ® 71 7 7 A LHER (1%LL LD D)

samples % app name symbol name

40341 91.6862  cpu_sst_native $FILE_NAME

437 0.9932 vmlinux native safe halt

369 0.8387 cpu_sst_native ATL saxpy_xplyplaXbX
300 0.6818 cpu_sst_native ATL sscal_xplyp0aXbX
290 0.6591 cpu_sst_native ATL sdot xplyplaXbX

12 FELIX SST CPU-native ® 711 7 7 A JLiE B (A7 5 D)

(© 2011 Information Processing Society of Japan



(R UBHE STt s
IPSJ SIG Technical Report

10, 11, 12 1ZZF N ZFH APU-ocl, CPU-ocl, CPU-native ® 11 7 7 A L §k
BTHDH. CPUFETOMETIE, AT a7/ 2N iz 5D TRY, RN T o
Ty RO THWAEZ ERbrsd. FIZHS, APU TIE KT A0 fglrx X
walk_system_ram_range 72 & O R UM EITRER A DN TEBY, 295 Ly
DUENSHVELBbhb.

45 FFEOFELD

APU 1 I1THIFE TlX CPU LV @NCENTZAEMEREEZ H D0, T — X EE I —F
NVEEENR &, IRETEICBED DE 5 TIEAMT T GPU T — R VBN 125.7 %,
256kB LA F D A U iEZETIiE 0.5ms 205 Ims b DIERFREIAREA L TS, NERR
FRBERMICIIAMT T GPU L W IEBEMICEN DT, RTIANRLZOMY 7 by =T
DEEENTHLHENEL, Fa—or I REATHWRWEDEEEZLNLD. Zh
TR 77 ANVEERNO LW LNT, S%OY 7 MU 2T BOBENFEIND.

5. BEWR

5.1 CPU, GPU, Cell TD VWAP DitHELESk

ARHFFE & FIARIZ, VWAP OHEREZ KT A A TR L7 & W I AFFE[6] TH 5. A F]
HERETNAAET—F A M) —LUBIZIGAT S L0 S TIEAMEEEE L TWD
D, ZOMXHE TR ENEITIE LTHREL, T LEAL Yy RI3T —
HEBINWTL D EWVIFRFTR-oTWND., ZNEY, AEFEV~DT X LT IHAD
MRENHR GBI Fv—r Lo TRY, =X AN —LMBHOET T 7
—3a VCTHEESNDIARMEMEEL TV EIXES V. 72, APU B LIRTO iR C
ThHoHED, ZTHHIIRFMTHDRLARMIEL TR >TND.

52 HAMMHESATLIZET3ETEBEASHFaL—=Y

OpenCL NRRETDHTNA AL, THAAL AT LITKEMRAL v RELa —7 L 2
EVENRLSTEY, ZOMETIEINDOHBKECEIZE - 7 LTV 5H[9].
iz, GPU MR En=7 a7 7 2Z LIE LIE CPU TIIMERED H 2\ 2 LI AR
ZEDFHIFE RS B LN T, ZTOPFRTIZZ ) LEMELRYF-TnS. 251
Bt 2 AR O RE E B EL LT, | DOa—RREFTF—F2 ALY
— DLFL DA ) — FORBIIE Ul idilb 21T 5 BN R TE 5.

53 GPUIZ& B IP /R4y Mo

PacketShader[10] & V9, Y 7 F U =7/ —& D GPU FEIEZHEE - FHL7ZE WD
M. EmAY PR L EmW 28Rk 5V —F 4 o ZB %, GPUICA 7 — R+5 2
LIZE ST CPUDHEFIMATAHGAE LY bENCEWVAIRMEREZ EZH L TV A IR%E
P LA HLEREBE D M SL S LB 7R 38 & W D BBR T, AMFERRRETET Y r—
arEBICEEND EERZD.

Vol.2011-HPC-131 No.1
2011/10/6

6. WMESERDRE

ARWFGETIX, BEED CPU A/MT 1T GPU & 137 D YEREHFME A FF 2 APU OFT — &
M) — 2B A~D#EHEBENE L~ 7 aRX o Fv—T ERZT TV r—va iz do
T, A=y N EINEVERO PIAVFHI 21T - 7223, Bk D APU BREE T w48 E
L7 &9 R E N E D e N E R BN o7, L LR s, 5% d SDK
DURRT XTIV FYDOERICLY, AEIVT 7 BARLH—FVEEO LA T v
TR EBINDIAMA S D, FTHIREOMERNS G, HEMFERKIZF 2 7 2D CPU &%
BLTWDLDOT, RIANRETREOKENRELEENS.

AFH T BT o 72 APU OFFEL A 7 2 2 Tesla UL FICEHME S =BT,
T—=H AN —LMEEII U D ET DR LR BN EE RSB TO
APU IEH SN TV A 9.

SHROBEL LT, ARIERICAHNZLO LD L LR D APU TO ERC, &
DEIMRASNT—% L — FRFHEAR 25X APUR GPU % CPUD D Y IZT — & A
U —LMBIZAWD Z ERTE D0 EFMT 27-00MEER L, 25 LizERL
EFRWEAT oY =7 AR FTOT —H A b U — LAV 0 B i i L gAg o 925
Atz EMBETF oD,
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