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I/0O Performance Evaluation on MapReduce
by Using Composite Benchmarks
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MapReduce has been very successful in implementing large-scale data-
intensive applications. Because of its simple programming model, MapReduce
has also begun being utilized as a programming tool for more general distributed
and parallel applications, e.g., HPC applications. Applying MapReduce to such
HPC applications, quantitive metrics are indispensable for measuring MapRe-
duce runtime performance. However, it seems that there are no feasible metrics
in MapReduce. To resolve such situations, we propose conducting I/O perfor-
mance evaluation by using synthetic benchmarks. To be more concrete, we first
identify the I/O parameter set for a single MapReduce workload, and provide
a benchmark application which can be customized for any parameter sets. In
this paper, we first outline our synthetic benchmark software, and show the

benchmark results in our experimental cluster with SSD and SAS HDD.
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<?xml version="1.0"7>
<configuration>

<property>
<name>iocomposite.nodes</name>
<value>4</value>

</property>

<property>
<name>iocomposite.initialKeyCount</name>
<value>10</value>

</property>

<property>
<name>iocomposite.initialValueLength</name>
<value>2000</value>

</property>

<property>
<name>iocomposite.mapoutKeyCount</name>
<value>1000</value>

</property>

<property>
<name>iocomposite.mapoutUniqueKeyCount</name>
<value>256</value>

</property>

<property>
<name>iocomposite.mapoutValueLength</name>
<value>16384</value>

</property>

</configuration>

0 2 Configuration 0000
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[1 1 Benchmarking Environment
Number of nodes 17 (*)

CPU Intel(R) Xeon(R) W5590 3.33GHz
Number of CPU per node 2
Number of Cores per CPU | 4

Memory per node 48GB

Operating System CentOS 5.5 x86_64

Storage (ioDrive) Fusion-io ioDrive Duo 320GB

Storage (SAS HDD) Fujitsu MBA3147RC 147GB/15000rpm
Network Interface Mellanox ConnextX-II 10G Adapter
Network Switch Cisco Nexus 5010

(*) one node is reserved for the master server.
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e initialKeyCount: 160 640 2560 10240 40960 163840 65536

e initialValueLength: 1GiBO 256MiBO 64MiBO 16MiBO 4MiBO 1MiBO 256KiB

e mapoutKeyCount: 256

e mapoutUniqueKeyCount: 16

e mapoutValueLength: 1

e reduceoutValueLength: 1

e combinerEnabled: false
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0 4 Write-intensive MapReduce workload

e initialKeyCount: 16

e initialValueLength: 1

e mapoutKeyCount: 160 640 25600 10240 40960 163840 6553601 262144

e mapoutUniqueKeyCount: 16

e mapoutValueLength: 1GiBJ256MiBJ64MiB116MiBO4MiB11MiB1256KiB164KiB

e reduceoutValueLength: 1

e combinerEnabled: false( true
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