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Data Intensive distributed computing
using MapReduce on Gfarm file system

SHUNSUKE MikaMmr, ! OnTa Kazukit?
and OsaMU TATEBE!!

Distributed filesystems that have been designed to use MapReduce, such
as Google file system and HDFS (Hadoop Distributed File System), suppose
streaming access and they relax a couple of POSIX requirements. This makes
it difficult for programs other than MapReduce to access these filesystems. It
is often need to import files to these file system for MapReduce and export for
other programs. In order to solve this problem, we are proposing using Gfarm,
a globally distributed file system, to bridge the gap. We designed and imple-
mented Hadoop-Gfarm plugin to allow Hadoop MapReduce applications access

to the files stored on the Gfarm file system. Micro benchmarks show that 30%
higher performance than HDFS in write throughput, and similar performance
in read throughput. The grep and sort applications show similar performance.
Overall using the Gfarm file system in place of HDFS allows users to use a
POSIX-compliant API and reduces redundant copy without sacrificing perfor-
mance.
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