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Auto-Tuning of a Scientific Application
on GPU clusters

Yuya Watanabe' | Toshio Endo’" and Satoshi Matsuoka' ™

Graphics processors ( GPUs) recently attract much a ttention i n high performance
computing area, for the ir ex cellent pe rformance an d memory band width. Also, ther e
have b een many attempts that use alo t of GPUs on clus ters o r su percomputers for
parallel applicat ions. Fo r su ch p urposes, auto-tuning methodology is getting more
important, since tuning parameters on such systems are increasing. This paper picks up a
three-dimensional heat equ ation program as the target of tuning. The program has the
following p roperties: it cooperatively u ses GPUs and C PUs fo r computation, and

PCI-Express co mmunication and M PI communication are done in parallel to reduce
overhead. This p aper shows results of p reliminary exper iments with auto-tuning and

performance of parallel execution with up to 32 GPUs.
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ZElL HFuBXITEWT, 250 CPU FHAEMEEIT GPU FAEMERK 21X ST &
L7z, THIZKY, GPU &5 LN EHEERET 2HERAFF>Z LAY, GPU
IT?D 3hop DT — X EEENREIZ/2 D L S TRLE. Zhic kY, PCI-Express if
fg & MPLBEE ORI OEFEBGR 2720, K205 9512, #nb&2FNCFEITT D
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MHEOEDDTNITY XA LERIRT D, EWHLBERAETHD. b ORREIC
SNWTENEN, 33— FAERK, 32300, BROF—FZR—2A~DREEIT. B
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XV, KFETIIBEZDOY — L%, IR THERICOAFHAL TS,
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ZZTIE GPU I — X VHUEDHRETF 2 — = Iz oW Tk~ 5. Fifozx Ly R7
Oy 7 OPARXZHERL, TREEXTZLEE EOREMHREICHEND D DONHTF
BAEdR~Z., BRI LZ PCOMREEZR 1ITRT. BHLE2EBEDOGPUD I b,
GTX 275 AW 7=(5 2)

#F 1 EBRIZHWE PC OMERE

CPU Phen om-II X4 810

Memory 8GB

OS Open SUSE 11.0

GPU NVIDIA Geforce GTX275, Tesla C1070
PCL-Express 2.0x16 L' —

CUDA version 2.1

# 2 GTX 275 & Cl060 OPEfEH

GTX 275 C1060

GFLOPS(HFE ) 1010.88 933

N RIE(GB/S) 127.0 102.8

SP © 7 1 v 7 $(MHz) 1404 1300
SP % 240 240
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FDOIEEBATIERY. 207, BHFa—=2 720 50FEL 0551
5.

Time (second)
&
\

: Inlnnnnnnnn

LN BN I A X P BN A s NI Y PN IS
L LN I A PN N NS \b‘?" oV fb‘M,;v

Thread Size
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508 LR U PCIZBWT, GTX275 & Tesla C1060 OPEREDE 9 2 fi¥H D GPU % H
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NR—=Y QRN 2T 77 L— R EIZEW, R¥—72 GPU BRI FIZEB L i3k
WEEBZD. TEOMRIFR OBV THY, GT X275 DFBRHERENRE L o TN 5.
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EHAT L. 20O MPL a2 EREIL, TN IGPU ICHIGS®ED. Z ORI
TOF 2a—=2 T RT7 A —=4%, MPI 7ut AROEAfSEHEB LT, GPU & CPU ®
AWMOETHD. PHERICEY CPU I —3/VOHE T GPU H—x/L LV 2471 <
BN ERDDoTEY, CPU I—RIVOEEHEKD 2 FrhahA4 X e LTI, 2,1,
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O(CPU 1 — NV Z WM OWTHAE Lz, 72328 TR Lz 2 fiEDOBES
RELKET D, RBZOFERIT1HEDPC TITo72bDTHDLN, MPLEZHNTWVS.

FERAM 41TRT. 22 TIES12X512X512 DY A ROFEE 1004 FL—3 3
FATLTWAD. B 0 DAL, GT X275 & Cl060 IZHEEIC X A7 NEIVIR bR
TWD. FIZATIEE CI060 I LW %<, £ IFE GTX 275 I L W £ < AT & E
DY CGFEEET. CPUM)D n DX CPU I —F MCEI D Y TOHNEFHERE R
9. Comm(1), Co mm(2)i% 3.28i Tk 7= 2 FEoWd(E a2 £+, 7= & 213 Hfh+20
D L& Z 5O Comm(1) CPUQR)TIE,GPU AL GPU DT — # & 57— X Z5fft % 5 il /5 /%
Z— T Y ,CPU:GTX 275:CPU:CPU:C1060:CPU = 2: (252-20) : 2 : 2 : (252+20) : 2 D Lk
TH AT P EN TS, CPUWO)E CPUIZH A7 ZED Y TRWEETHSD.

3.9 7
3
T 25 -
o
3 2
@ —— Comm(1) CPU(0)
o 15 —+— Comm(1) CPU(1)
= 1 5 —=— Comm(1) CPU(2)
Comm(2) CPU(1)
0.5 ~=— Comm(2) CPU(2)
0 | | | | | | | | |
PP VO L Y
|GTX 275 Loadbalance G1060

4 BFEGPU ZHW=FEE TEOFMIITIZE CI060 IZHIVIROND X AT &
DX ADFMIATIZE GTX 275 ICEIV RN D X A7 &P 2 5. Comm(1) &
CommUT OV TCIE3.2 Hiz R, CPU D% O CPUICEI D B THh D X A7 &,

77 7 DEFNACB O T, ATV AT-100 530D L X TR ERH->TERY,
ZHULGTX 275 OFBEHETH D L & —FT 5. I bIERED B> 72D 1% Comm(1)
GPU(O)D AT Z-10 THol=. CPURYDBEEIE, &£TD7r — X THRENEL
STEY, TNECPUDHEFENET I TR MRy 7o TnND EEZLND.
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B CPURQ)DHAERE, V77 T/ 7L7k-oTRBY, ZORICEL TiE
MR RBEONDY L, ZOoBRRBRERETCHLREDOEERSITIHZENTE D LT

BEND. RBAREOMETIX CPU ZHH L7aWIE o RN E M- 20, RED%
¥ GPU FIHBF CIIW DfER E 72> TR Y, TORKIZOWTIEZEBPFTTHS.

53 GPUYU S XA THRE

# 3 TS UBAME / — RO &

CPU Opetron 880 (dual core) x 8
Memory DD R 32GB

OS Suse Linux Enterprise 10

GPU NVIDIA Tesla S1060 (2 7 /31 R)
PCL-Express 1.1x8 L—

Fy hT—7 InifiniBand 4x SDR

MPI V oltare MPI

CUDA version 2.2

328 TR A 25@E FRUZ DOV T GPU 7 7 AKX T D H T K TSUBAME % VT3
Br#&1To72. TSUBAME D4/ — FOFERIIER O@EY THDH. SEIOFERTIITL
— RZEWCIMPI 7R A2 EI L, &% MPI ot A2 L2 1IGPU # W2, W<
NOREY A ZZHONT, LLFD2 2007 — A% gLz,

® G:GPU I —R/NDH%Z M, {FIZ 3hop 71T 54 (C omm(1))

® G+C:GPU & CPU % H\y, @505k %47 5 %t (C omm(2))

RBHEAICBVWTE, £7 8RBT D CPU:GPU:CPU DFIFAEEBDIE 1:126:1
LLz. B eEASHT0OAMN/NI Nz HFHAYA X 128 KiHDOHEITIE,
CPU I — /v DA (z FaH A X)x1 & Liz.

K32 /7 — R B2GPU)EHWTEREZITVY, ZOREEK 5177, 7770kt
#if 13 5% JE (GFlops) & /n 9. RE Y 4 X & LTIk, 512x512x512, 1024x1024x1024,
2048x2048x2048 & 7=, 7o BRIEYS A ABKEWFEITITDE D GPU TIiEAE Y
RIETEITTERN, 2048 O 3 D — A1 32GPU DA TOHRFEITITHI LTz,

RAREY A X 2048x2048x2048 DIFEHIZB VTR L-dmE WAL B I A thRe 2 oR
L, GPU ®FA® Comm(1)F) KL~ 20% D3 7] E &7~ L2, 1024x1024x1024 D
BAIZIE, 8GPU A CIIRBRFIEDITIVNEETH D DD, 16GPU LL LTI
GPUDHDIr—ALVEL 2o TW5., ZOFKIE, Yut2AH-0 0FFEENNE
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