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We developed a program, called “Tsudoop”, which creates a MapReduce
application execution environment on the TSUBAME supercomputer. Tsu-
doop enables application users to be able to run Hadoop-based MapReduce
applications on TSUBAME without any modification in existing facilities and
operation policies. We executed a MapReduce application, which conducts full-
text search operations to a MEDLINE bibliographic database for life sciences
and biomedical information, by using 32 nodes with 512 cores via Tsudoop
and confirmed 14 times speedup compared with the execution by using a single
node with 16 cores. We demonstrate an example of Hadoop deployment in a
computing environment in cooperation with a high-speed shared filesystem and
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a batch job scheduling system.

1. U &I

AR, EHEMOREIC LD, NEOWDHH 77— & BEOMEHRIISIEM L T3, fl2g,
Google £ TIZ 1 HIT 20 R¥ZNA P EDFT =2 IR L T2 7 2 ¥ 5HEBEZE AW 7230654
BB Z1T> T3 LM SN Tw 3 Y, BRI O ST B W TH 2 OME S Tk
0, BT RVX PR, Y, RCEREDTIHICE W TH KRB L 72 Icx L <
WGy BALEE %2 47 9 BAADIA L fTb i Tw» %,

D) BREBT — 21T 2 WUz ) TedD 70T 5 IV TETILEL
T MapReduce? 357EH XT3, MapReduce IF, 27t L 72 key-value DR 7 F— 12
XU CH—NRB 2 A CEHL, 79 ~O7 7 v ADRFMEEZ BB LA r—7 7V
T — A ER T 2 EiCh 5. T—F UMD a X A% Map, Shuffle, Reduce @ 3
DDT7 z—RIHfEL, Map 7 = — X TANT =% L7 23 key-value X7 H 6 Hifi] 57— %
& 7% key-value X7 %4 L, Shuffle 7 = — X THLU key X LT value DV A + %4
L, Reduce 7 = —ATHF—% % Shuffle % Z &Ik DE S5 key & value DY
A L2 oI E 7 B key-value DRT7 T —F ZERT L E0)bDTH S, N
T, V=7 O7 =Y @A EOUBIER S, BTERBRO KSR 7 7 2 8 5HRKI
BOT/ —FRIGL AT =7 ) 74 2 T0 3D £, Ba Lgieeg 713y
A L~ MapReduce Z#M L, ARTH 2 &) FHHRE SN T2,

H TR AATERE S~ 4 — (IR GSIC) T, 2006 Fh 6 A—/S—2 v Ea—
% TSUBAME Z3#H] L T\ 243, fE4, 21— 5 KRBT — ¥ IO E £ > T
B0, ZOHT MapReduce WHZZIT L VE VLI BDIHE NS TS, ZDH, KL
1%, BEED MapReduce & 2 F L DFELE oo b &% LTy % Hadoop® ® TSUBAME
~DHEH DM %13 U 7z, Hadoop TD MapReduce 2413, Hadoop Distributed File

T1 HURTHERY
Tokyo Institute of Technology

12 FA TV A LV AHET — I R—Ak V¥ —
Database Center for Life Science

13 ESZIEHEAVITE T

National Institute of Informatics

(© 2009 Information Processing Society of Japan



TR TS

IPSJ SIG Technical Report
System (HDFS) & MEIN5ILH 7 7 4 V> AT LD 1T Hadoop MapReduce & M35
MapReduce LB 2 7 LA DSEES 5 2 & TiTbit s, HDFS I, &ElH/ —Fou—2
APL=YERRT—DOIEFH 7 7 AN AT LEHEL, ALL—=SD Y 7Ly R
T LA A=Y EEMT 25, Hadoop MapReduce 1%, B2 % - 7 —h O % LT
%1, JobTracker & M:EI % < A% W3 MapReduce ¥ a 7ORNMNPAr Y a—Y v 7%
>y, TaskTracker & WIS DT —H D3EEED Map * Reduce ¥ A7 #7195, —H,
TSUBAME &, #t5i/ —Rdbhon—hN7 4 27 OFEBEFICA RGO HHT 2
CEBBENTIRAL, 200D, BEAEEIET 7 A VY AT L TH B Lustre”
DBIEL, »D, TSUBAME ETHDYa 727 Y2 — Y v 7 %A% A7 2—F nlge I8
HIET 57 L, Hadoop DRl E L TWARME TV D0 R%L S5, £/, BBEDOY AT L4
DORERPEH HHDORELUEIFZHE LS BRVWEVLIEHELH S, D7, Hadoop % 7
D% % TSUBAME NHEAT 2 2 3L, S o1, MERERORELH S Tidkn,

ZZT, HxlZ, s offE%E#E), TSUBAME LT Hadoop 2 %79 570D —
)V TTsudoop) ZHFEL 7. Tsudoop 1%, BEEY AT L ORESCHEMATHOETEZ T2 C
E % TSUBAME LY a 7RA7 Y 2 —5TH 5 nlge ¥ Lustre 7 7 A VT AT L L
EFE L CEifE L < Hadoop FEITEREEZMEEL, 2 —¥ D MapReduce 7 7V 77— a v
2FTT L, PHERELT, ZOY—LE2HOT, EYELROEMGRLENRICL -E
FEWMT — 2 N—2TH2% MEDLINE IZN L T7 ¥ A b ORXRELTI 77 7r— a
VEFT L, ZORRE, 1/ —F (16 a7) TOFETLE 32/ —F (512 a7) TOETL
2L C 14 (5o MRk EE2R L, TSUBAME O &9 Rl A 7 7 A VS 2T L%
PaT AT a—IWHET B &I REMEBREETYH, MapReduce 7 7Y 57— 3 VY OELT
DIAEEZ Z & R AERR L 72,

2. Hadoop

Hadoop %, Apache Software Foundation 12 CA— 7> Y — A THFEVHED ST 5,
WMEFN5THEREEC MapReduce 12 & 3 KBUE T — F %247 7 DY 7 bo=7aL sy a
v T&%H%. Hadoop TD MapReduce 2FH L, £EFH7 7 A V> AT L TH 5 HDFS LT
Hadoop MapReduce & \»% MapReduce QU 2 7 LADEET 5 Z & TfTbirs. Google
® MapReduce ¥ 2 F LA Y A4 7 ENTWL S OB 28500 3% &N
2, 2 TIEMREEDHLTH % HDFS & Hadoop MapReduse DIFEIZ DV TR 3.
ZEIZ OV TIE, Hadoop DA —LXR—T 28I NIz,

Vol.2009-ARC-186 No.6
Vol.2009-HPC-123 No.6
2009/11/30

2.1 HDFS

HDFS i3, 274 T4 GN—F7 27 TSI NI 7 7 2 R ETREET -5 2
W T IR L 2 EFIEE 7 7 A VS AT L TH B, RN AE T RS - AL — T DN
K% LT&D, NameNode L WHINZ R AYNRT 7 A VT AT LDT A4 L7 YY) —%
T7ANDRAY FT—=8ET 74NV AT AOAFIZERICET 2 5% BB L, DataNode
EWENBZEBDOAL —TWEBED 7 7 A NDT— 8 2EHT 5. 774 0Vid 1D Eo—
FEDFA X (77 4V T3 64MB) OWiR IcaElsn, i/ —Fou—sLA L —
PATHS TN I NG DS, FRRICEME L7 —2DA A=V L LTHRZS, i, T—
& Dt EE 2 FEHRT 572012, 7 74 VWi 3% % DataNode ~—EHHEB I N 5,

2.2 Hadoop MapReduce

Hadoop MapReduce /%, HDFS ¢ MapReduce LFE#TH 720D 7 L —L T — I ThH
%, W Rw 2% -7 —h DK %E LTE D, JobTracker & W:EI %< A% & TaskTracker
EWHENDEED T — D575, MapReduce D707 7 3V 7ETILTIE, T—F0H
D7 at A% Map, Shuffle, Reduce ® 3 2D 7 = — X3 fEL, Map 7 £ — A TANT—
% &7 % key-value X726 il 7 — % £ 7% % key-value X7 &ML, Shuffle 7 = —X
TRU key IZ% LT value DY A F 2R L, Reduce 7 = — A THIHT—% % Shuffle §
2Ltk DB oend: key & value DY R+ ST &£ 7% % key-value DT T — %
AT %, JobTracker 1%, Z®D—HidD MapReduce ¥ a 7ORMNPAT 2= v 7%
V>, TaskTracker & FEBED Map KU Reduce ¥ 2 7 % %479 %. HDFS L TORIH %A
REL, PRI TEZRF T2 ICHID Y Tond e, REz4»L, =y b
7 — 7 DT — FHER IR IR 1/0 2 EBT 5,

3. TSUBAME

BT K GSIC TlE, 2006 55 A—,8—a v Ea—% TSUBAME O3&EfH % Bla L 7.
2009 4F 10 H DK TlE, ©— 2788 163TFlops, Linpack ?:#8 87TFlops, 10,000 %%
237, &il20TB ##Z 5 A4 v XEVAE, A5 1.6PB DR ML —YHERLE, 77—
G oAVTYLTT IV r—avEEFT O L A RKBBEEIR Y AT 4 ThHD, T2
TlE, 7, Hadoop 29479 % T, TSUBAME DK TEEDE T ITD W T MR
FWEIRR, Z0D#%, Hadoop # TSUBAME ~#H T 2 BN %77

3.1 1B B

TSUBAME %, 655 GDiM/ — F23Z F L — 9 — 3 & InfiniBand (—i# Gigabit Eth-

(© 2009 Information Processing Society of Japan



TR TS
IPSJ SIG Technical Report

CPU : 16 cores / node
MEM : 32 GB

ClearSpeed CSX600

* 655 Nodes

J_H_H_

Glgab it Ethgmet

I

i o = J- g
1 20 nodes ettt a2nades

=R EY ERTE ‘E
: Sun Fire X4500 Sun Fire X4500

I

[}

Volumes 0.5PB Volumes 1PB | NEC |Starage S1800AT

Volumes 0.1PB
Lustre File System

B 1 TSUBAME OfifkIX

ernet) »v M7 =272k DI N MEE LT\ %, TSUBAME ETOY a 7057k
Ny FLa T AP 2= Iy AT 6% M LTI, K12 TSUBAME &{AD/KIX %
AT, DT T, SMEEROMELIRR 2,

HE/—K

%/ — F (Sun Fire X4600) i%, 2.4 GHz Dual-Core AMD Opteron 880 % 8 flil#f
5, 168D CPU a 72332GB DAL Y XEY2HET 2™, n—A LA L =YL L
T, 32GB ® HDD 8 2 B#7EL, RAID1 ZHK L Tw 528, FiZ, OSPY AT LY 7
FY 2T ERBINT B0V 505, £7:, Host Channel Adapter(HCA) # 2 D
Fib, InfiniBand #v b7 —27ZBHL T, ROEE /) — FRUYAR b L —I % — S~
INs, 61T, —HWOFE S —Fik, ClearSpeed 77 7 L —% (CSX600) KU Nvidia
TESLA 727+ 5L —% (S1070) g SN T w3, FEA /0 21y FE PCIX KU
PCI-Express 1.0x8 TH H, ZIICHCA KT 7€ 7L —F R IN TS, OS I3,

*1 —¥8, LIRS ) — PEENED, KBTOMRIEZDEED TH 3.

Vol.2009-ARC-186 No.6
Vol.2009-HPC-123 No.6
2009/11/30

64bit It SUSE Linux Enterprise Server 10 SP 2 T& %,

AML=IH5—=NX

F12, NEC iStorage S1800ST & Sun Fire X4500 @ 2 fifiD A + L — &4 — ND3fFAE
T 5. Hi#FlE, NFSIZLD 0.1PB @ home fEIEZ$2L L T %, §1H . — FId Gigabit
Ethernet /L TEHi I N5, $£E&1E, A ML —Y%—,3 (Sun Fire X4500) & 62 525
R N, Lustre MiFHEESET7 7 A VS AT LI X H &5 1.5PB @ work fEIS 2 $24E L
T3, FA L =Y =213 HDD 2848 B I, 24TB Ol #2t L <& U, &t
8/ — F~Id InfiniBand % v 7 —27 %/ L CTEHEi S 415, Lustre IE, Sun Z /0N
7/V—XT%%#L®6ﬂTW5ﬁﬂﬁﬁ774wVXTAT%5.MHSEH%u,A
B~ Ay « AL —7DWi% L TED, Meta Data Server(MDS) &MEIL S 2 RS A3
T7ANTATEADT AL FID ) =T 7 ANDRYT—=FH5ET 7 ANV AT LDH

Hi24EIC B 9 2 fEHZ L, Object Storage Server(OSS) WX 2 R L — 7B &

17z Object Storage Target(OST) WEEED 7 7 A VDT —F 2T 5, F£A L —Y
P—NF, ZD 0SS,08T MBI 35, 774 0iF 1 DB ED—EV A4 ZOWHIca# S
h, OST LI ENTHEMI NS, TSUBAME OF 7 4V FOFETIE, 774 E1
DOWR TREK E 1, DEY A XL IMB o T3,

InfiniBand *Y 97—

BAlE, — P 513 24, Lustre KT 2% A L =% —30513 1 AD 10Gbps
SDR InfiniBand {2 X ), 288 A — b+ ® Voltaire ISR9288 A A v FICHEHEI N5, AL v F
[El%, 24 KD InfiniBand 2 X DRI N5,

NYFIFTRTI 2=V IVRTLA

TSUBAME T, A ¥ ¥ 727574710k %Ya7O0EFTIAETH S0, thoya 70
WEEZITS I L, FIRBEREZ KREBICHIRRE AT 201, Ny FPa 7Ry
Pa—V YTV RATLEN LY a TOETVHERINTYS, Pa 7 AP a—71, Sun
N1 Grid Engine (N1GE) %8812, TSUBAME HIZA X% 2 A X L7 nlge Z T
%*2 nlge &, HAMICIZ, NIGE EA—TH %55, TSUBAME O (Bl Z1F, ¥ 2—
DRI, A VA= LENYR—FLTC0BE7 7Y r—vay, k&) IKH->7avwry P
AvATvavzRHEL VLD, 2—FORBERZIEL T, L iOhHTH

*2 AFTIX, Sun N1 Grid Engine # KXF? N1GE &£ %Ki, TSUBAME HIChR¥ <2 A XL 7bD %N
FED nlge ERKAT 5.

(© 2009 Information Processing Society of Japan



TR TS

IPSJ SIG Technical Report
%5,

3.2 Hadoop ZEAY 3EOMES

TSUBAME L Hadoop % #1779 2854, TSUBAME DAY Hadoop 23iiifE & LT
VERDEIZ O RESTED, £, B AT L OMRPHEMSTEHORE 2
HFE L RWD, Hadoop ZZDFE F#MH T2 Z LIFFEL v, BARMIZIE, AT ORDR
IR 2,

e HDFS FEIH —FOuR—A LA L —Y2RQT—20LERMT7 7 AV AT A
ZHRS 545, TSUBAME 3515/ — FORr—A VA b L —Y OFRDBIEFICD 0
7-OMHT 2 2 EBBENTIERL, 2oRbDIC, SHEELESUT 74V AT L
Lustre 25F#(ET 5.

e Hadoop MapReduce Tl¥, JobTracker &\>9 A7 ¥ 2 — 7 %% MapReduce ¥ 2 7D
ATYa—) v 7 #TIDIT LT, TSUBAME 33 AT 4 RTOY a 7Ar Y 2 —
VY 7 RAEB AT Y 22— nlge BFET 5.

e HDFS @ NameNode, DataNode, &U¥, Hadoop MapReduce ® JobTracker, Task-
Tracker ZiEE§ 8%, BIfEDIFELTIE, FHE ./ — FICERE ssh 217\ 7’0 & 2 2 iLH)
L &9 &9 %25, TSUBAME TIEFHHR 7 — FISH L Tssh 2179 2 LS LTw
o (BRI Tw?),

e HDFS @ NameNode, DataNode, MUX, Hadoop MapReduce ® JobTracker, Task-
Tracker %, BAEDREETIX, 7R AL L TREBIINBET - ERDH, TN
ya7z7v;—7®§@m%%ﬂfV/tya7kLT%%%I&&%&@%%%M
TRy (FkxhTtns),

4. TSUBAME A® Hadoop D&

TSUBAME t T Hadoop 2573 27- 01213, 3.2 ffi Tl =RIES 2R L 2T
&%&w.Z:Tu,i?,ﬁ%ﬁ%%&?éﬁ@@?&%ﬁ«,%@ﬁ,%h%@%&?
% T TSUBAME | Hadoop Bfi % i L MapReduce % 1779 % 72 IfFE L
72V =) TTsudoops DBFEIZDOWTIHERZ,

4.1 FIERORER

Hadoop & nlge Zlimad L CEIfEE ¥ % 2 LIZBIL T, BEIC Hadoop & nlge DAL &
BoTWEA—7v Y —AMDFEED Sun Grid Engine & 213 L CEIfES €72 5H17 23
b3, TaxDTED, HAWNGEE LTIE, ZOFEHZEET 2, 3.2 f#i Tl 7 DRER

Vol.2009-ARC-186 No.6
Vol.2009-HPC-123 No.6
2009/11/30

%HLLT TSUBAME T Hadoop ZEfTT 570121, BAWIZIE, T & 217

ZAZ ko,

e HDFS ZHWTHIEH/ —FOu—ANA L=V 2HOEET7 7 A VS AT L%
B3 (7% b5, NameNode, DataNode D 70+ R % ##E)¥ 3"), MapReduce ¥ =2
TDT =% DAHTIE Lustre 7 7 A V¥ X T LITK L TEEET).

e MapReduce ¥ a2 7OFETEEEIIY a 7A 7Y 2 —FTH % nlge 2/ L THKT 5. T
%bb, MapReduce ¥ a 72 ETT 350/ —Fi2HopL P a7 ArYa—7T
% nlge ZN L CHEMRT 5.

e HDFS #HEHK L 2\ DT, nlge #&iHT JobTracker & TaskTracker ® 7'H k& A7\ %
EH L, Hadoop MapReduce Z#T %, TR, &/ — Pk L CEEE ssh 217
OTIEE) T 2 0FEDH 5.

o HCH) L 7z JobTracker & TaskTracker D 70t A% 7 —E VLI ¥\,

ez 13, LEdoFE % EE L T TSUBAME 2T Hadoop Ei5i % H/K L, MapReduce % 92
142700 Y—)L TTsudoops ZBAFEL 7z, REiTIEZ DOMEICOWTIRR 2,

4.2 Tsudoop

Tsudoop ¥, TSUBAME _:C Hadoop B3 ZHH L, MapReduce #EITT 570D
Y=L TH 5, K214k D Tsudoop DIITOHINEFT

Tsudoop i, KI3D LI, a2V 74 U oETT S, scripticld, T —3% Hadoop
BECEITLzvwaery FEEb L2y 2 VA2 Y P 252 %, #HlZ1E, WordCount.jar
a5 L EETLI0EAE, K4 LHICEdBT 5. option 1%, nlge TSN T3
F7Fvav (BATEIXa— g BEINV—T g, ETKIH -rt, % L) 5, Hadoop DER
BRI B b 24 7> a3 v (nlge IC X DB ORIR, — F2IERT 2D, 1 HOFHER, —F
TV DDaT7EMID, 7E) ZZFHT 5.

Tsuboop 1, 2= v Fick DI n74, £9, Hadoop BREIZMK T 255/ — F oD
k%475, NI1GE <Tl&, WFIBEL (PE) 2R T % 2 LT, 3/ — FE2RIFCEEEHE
R 22 EDTHRETH 253, BURD nlge T, Roni7 7Y r—2 a3 v (MPI, OpenMP,
Gaussian Linda, GAMESS DDI) O 7: ® OWFIBHEE L 229 A — b ST/ o, Tsu-
doop TH, GXP® %M CIFIBEIZ MM L T 5. GXP 1%, M55 BoRE % S %MIc
FHT 200> 2V TH 5, HANEHEEE LTI, sshxEDEFn s/ vawry %
HAOTEHD ) — FIcFfice 74 v 2Tk y v a vy 2L, 2060/ —FicaLT
—EOBRET-FICavy FER) 7ne A2 KET 2, L) boTHS, GXP T,

(© 2009 Information Processing Society of Japan



TR TS
IPSJ SIG Technical Report

(B) run Map-Reduce tasks on the TaskTracker nodes
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B 6 a7#icxd 3 MapReduce ¥ a 7D FFTHE

&, MapReduce ¥ 2 7OFETREOEINGER (/ — 8, /—Fdbrboa7Hi DRk
E) ICHEDRH D I WD DI EDMAR D,

RIZ, A TEIINT 5 MapReduce DEITIRMIOBIRZ R L 7582 X 6 1259, o Wil
Fa7HEFRL, ylillld MapReduce ¥ a 7OEFHRIZET, Z2TH, /—FHEbo
AT7HEDOENN LB TCE 1~16 EEZDDERL LTS, K6 kD, ALarHz#iHdT 2
DTHIUL, /—FHDDa7HOHY B ThHED R LivEmulttigzmn L7, 64
a7 %MHwT MapReduce ¥ 2 72 FE 7 L zblick 2L, /—Fblibnariz 2
EHID YT L EDOFEITIFIE 486 B THZ DI L, a7H%E 16 LD UTLE EDH
T 1038 B TH Y, 21 EDBE N H o7, ZOERFERIE, SRIOEETIE, 1 oD
7 AHTDIHEHTSE ) —FDAL VARV DY A X% 4GB EREL TIT-TED,

/= FETHEVPREL Twikld, ZEEZTHS, Lel, /—FLETHEAWRELT
Wik 7,

J—FH)DED Y THa7PHB1~8 D E X TY, FITHHDRERICE
TOBEBARLNETD, 774NV ATFLALLTOEHES L EMOER b H 2 EEZL 5N
2, 2 OFMABITIISHROBETH 5.
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6. EHHic

Hadoop % TSUBAME L~#EH 4 2BEOMER (BENICE, a7 A75Ya—5T
H % nlge ® Lustre 7 7 A VT AT L EDFARE) ML, 20 o ORERZET T
TSUBAME _EC Hadoop %37 § % 7%& DY —)L TTsudoops 12D TR, FiEFEER
LT, 2oV —LzHWT, EYBEEROAMGRL R NRIC L EHEERT - X—RT
%% MEDLINE IZN L TT ¥ A FDEXIRREZITI 7 7V r—>a v 2T L. 2O
B, 1/7—=F(162a7) TDFETE 32/ —F (512 27) TOFET L ZHIKL T 14 f501%:RE
M %KL, TSUBAME O & 9 RE#EBHEE 7 7 A VS AT LRY a T AT Y 2 — 7 W
1T % &9 BRI TY, MapReduce 7 7V 77— a v OETHHEER 2 & 2R L 7.

SHOBEE LT, MapReduce ¥ a 7 1/O H:REDFEM 72 AT 5> MapReduce ¥ 2
TEIBBOEFERFIEOMTE, AT L6277V r—yavoligdFo—=v 7, L
ZIELDHELT, SSICKHELRF—Y 2T 7Y r—y a v OEFRMOERLE 7 7
Vr—avAoifl, nEBEFons,

BEE AL D — I RIAITSE B Al R E BT AL (18049028) & GCOE 7’1 7' J 4
MR o AL & BB ofliBhic X 3.
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