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Ӊࣹ༌ૹίʔυARGOTͷ
OpenACCʹΑΔGPU࣮

খྛ ྒฏ1,2 ౻ా య1ٱ ޱࢁ Ղथ2,1  ହ༞1,2 ٢1,3࢘ߞ ҆෦ ਓ1 കଜ խ೭1,3

֓ཁɿզʑɼ͍ߴԋੑࢉͱϝϞϦόϯυ෯Λ༗͢Δ GPU (Graphics Processing Unit) ʹԋࢉ௨
৴ੑʹ༏Ε͍ͯΔ FPGA (Field Programmable Gate Array) Λ࿈ͤ͞ܞɼํΛ૬ิతʹར༻͢Δ
GPU-FPGAෳ߹γεςϜʹؔ͢ΔڀݚΛਐΊ͍ͯΔɽGPUɾFPGAෳ߹ԋࢉՃ͕ඞཁͱ͞ΕΔཧ༝
ɼෳͷཧϞσϧෳͷಉൃ࣌ੜ͢ΔཧݱΛؚΉγϛϡϨʔγϣϯͰ͋ΔϚϧνϑΟδοΫε

ΞϓϦέʔγϣϯʹ༗ޮͩͱᛀΜͰ͍ΔͨΊͰ͋ΔɽϚϧνϑΟδοΫεͰɼγϛϡϨʔγϣϯʹ

༷ʑͳಛੑͷԋ͕ࢉग़͢ݱΔͷͰɼGPU͚ͩͰԋࢉՃ͕ࠔͳ߹͕͋Δɽ͕ͨͬͯ͠ɼGPU͚ͩ
ͰରԠ͖͠Εͳ͍ಛੑͷԋࢉͷՃʹ FPGAΛར༻͢Δ͜ͱͰɼΞϓϦέʔγϣϯશମͷੑ্Λૂ
͏ɽ͔͠͠ɼͦͷ࣮ํࣜ GPUͰಈ͢࡞ΔࢉܭΧʔωϧΛ CUDAʹͯɼFPGAͰಈ͢࡞ΔࢉܭΧʔ
ωϧΛ OpenCLʹͯهड़͢Δͱ͍͏Α͏ͳෳͷϓϩάϥϛϯάޠݴΛ༻͍ͨϚϧνϦϯΨϧϓϩάϥ
ϛϯάͰ͋ΓɼͦͷΑ͏ͳϓϩάϥϛϯάϞσϧϓϩάϥϚʹଟେͳෛ୲Λ͍ڧΔͨΊɼΑΓϢʔβϏ

ϦςΟͷ͍ߴ GPU-FPGA࿈ܞΛ࣮͢ݱΔϓϩάϥϛϯά͕ڥඞཁͱͳΔɽͦͷ͜ͱΛ౿·͑ɼຊߘͰ
ϢʔβϏϦςΟͷ͍ߴ GPU-FPGA࿈ܞͷ࣮ݱΛݟਾ͑ͨ༧උධՁͱͯ͠ɼॳظӉʹ͓͚Δఱମܗ
ΛγϛϡϨʔγϣϯ͢ΔϓϩάϥϜΛ OpenACCʹΑ࣮ͬͯ͠ɼOpenMP ϕʔεͷ CPU࣮͓Αͼ
CUDAϕʔεͷ GPU࣮ͱͷੑධՁΛ͏ߦ.

1. ͡Ίʹ

GPU (Graphics Processing Unit) ɼ͍ߴԋੑࢉͱ
ϝϞϦόϯυ෯Λ༗͢Δ͜ͱ͔Βɼଟ͘ͷ HPC͚Ξϓ
ϦέʔγϣϯͷϫʔΫϩʔυΛՃͤ͞ΔϋʔυΣΞͱ

ΒΕ͍ͯΔɽ͔͠͠ɼશͯͷΞϓϦέʔγϣ͍༺ͯ͘͠

ϯ͕ GPUʹద߹͢Δͱ͍͏͜ͱͰͳ͘ɼϢʔβʔͷҙ
ਤͨ͠௨ΓͷԋࢉՃΛ࣮ݱͰ͖ͳ͍߹͋ΔɽͦͷΑ

͏ͳΞϓϦέʔγϣϯͷ͏ͪͷ 1͕ͭɼϚϧνϑΟδοΫ
εγϛϡϨʔγϣϯ (࿈ղੳ) Ͱ͋Δɽ͜ͷΞϓϦέʔ
γϣϯɼߏɼɼྲྀମɼిͳͲͷෳͷཧݱ

ͷ૬࡞ޓ༻Λྀͨ͠ߟγϛϡϨʔγϣϯΛ͏ߦɽྫ͑ɼ

ੴͷ೩মղੳ (ԽֶԠͱྲྀମࢉܭ) ૈࢹతͱඍࢹత
ͱΛΈ߹ΘͤͨࢠಈྗֶγϛϡϨʔγϣϯͳͲ͕Ϛϧ

νϑΟδοΫεγϛϡϨʔγϣϯʹ֘͢Δɽෳͷཧ

Ϟσϧෳͷಉൃ࣌ੜ͢ΔཧݱΛؚΉϚϧνϑΟ

δοΫεγϛϡϨʔγϣϯɼͦͷγϛϡϨʔγϣϯͷੑ

্࣭༷ʑͳಛੑͷԋ͕ࢉγϛϡϨʔγϣϯʹग़͢ݱΔͷ

ͰɼGPUʹෆద߹ͳԋ͕ࢉ෦తʹؚ·ΕΔՄੑ͕͋

1 ஜେֶ ηϯλʔڀݚՊֶࢉܭ
2 ஜେֶ γεςϜใ܈ڀݚֶ
3 ஜେֶ ཧ࣭Պֶ܈ڀݚ

Δɽͦͯ͠ɼΞϜμʔϧͷ๏ଇΑΓɼͦͷΑ͏ͳԋࢉੑ

্ͷϘτϧωοΫͱͳΔɽզʑɼ͜ͷΑ͏ͳԋࢉΛ

FPGAʹΦϑϩʔυ͠ɼGPUͱ FPGAͱΛซ༻͢Δ͜ͱ
ͰɼΞϓϦέʔγϣϯશମͷੑ্Λ࣮͢ݱΔख๏ʹؔ

͢ΔڀݚΛ͓ͯͬߦΓɼࡏݱɼӉࣹ༌ૹΛղ͘γϛϡ

ϨʔγϣϯίʔυΛରͱͨ͠GPU–FPGA࿈ܞͷԋࢉՃ
ʹ͍ͭͯணख͍ͯ͠Δɽ

GPU–FPGA ࿈ܞͷԋࢉՃͷ࣮ํࣜɼCUDA ͱ
OpenCLͱͷࠞ߹ϓϩάϥϛϯάͰ͋Δɽ͢ͳΘͪɼGPU
Ͱಈ͢࡞ΔࢉܭΧʔωϧΛ CUDAʹͯɼFPGAͰಈ͢࡞
ΔࢉܭΧʔωϧΛOpenCLʹͯهड़͢Δɽ͜͜Ͱɼզʑ͕
શͯͷࢉܭΧʔωϧΛ OpenCLͰهड़͠ͳ͍ཧ༝࣍ͷ 3
ͭͰ͋Δɽ·ͣɼطଘͷ HPCΞϓϦέʔγϣϯͷେ
CUDAϕʔεͷ࣮Ͱ͋ΔͨΊɼίʔυΛશͯ OpenCL
ʹॻ͖͢ͱ͍͏ͷϓϩάϥϚʹͱͬͯඇৗʹෛ୲͕େ

͖͍ɽ࣍ʹɼͨͱ͑ɼϔςϩδχΞεͳڥͰΞϓϦέʔ

γϣϯ͕ಈ͢࡞Δ͜ͱΛલఏͱͨ͠ϓϥοτϑΥʔϜͰ͋

Δ OpenCLͰ͋ͬͯɼGPUͱ FPGAΛಉ࣌ʹར༻͢
ΔͨΊʹɼGPU༻ͷ OpenCLίϯύΠϥ͓Αͼ FPGA
༻ͷOpenCLίϯύΠϥΛ༻͍ͯɼͦΕͧΕͷࢉܭΧʔω
ϧΛׂίϯύΠϧɾϦϯΫ͢Δඞཁ͕͋ΔͨΊɼͦΕ

CUDA͓Αͼ OpenCLͷϓϩάϥϜڥͱຊ࣭తʹಉ༷
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(a) ARGOT code: radiation transfer simulation
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(b) ARGOT code running on the AiS concept

ਤ 1: (a) Ӊࣹ༌ૹίʔυARGOTͷ֓؍ɽ(b) AiS
ίϯηϓτʹΑΔ ARGOTίʔυͷ࣮ߦϞσϧɽ

ͷ͜ͱΛ͍ͯͬߦΔʹա͗ͳ͍ (߹ʹΑͬͯɼ྆ऀͷ
OpenCLίϯύΠϥΛ༻ׂ͍ͨίϯύΠϧγϯϘϧί
ϯϑϦΫτͯ͠ϦϯΫͰ͖ͳ͍ڪΕ͕͋Δ)ɽͦͯ͠ޙ࠷
ʹɼHPCʹར༻͞ΕΔGPU NVIDIA͕େͰ͋Γɼ
ͦͷ GPUΞʔΩςΫνϟʹै͢ΔϓϩάϥϛϯάϞσ
ϧͰ͋Δ CUDAΛར༻ͨ͠ํ͕ɼGPUͷੑΛ࠷େݶʹ
Ҿ͖ग़͢͜ͱ͕༰қͰ͋Δͷ૾ʹ͘ͳ͍ɽ͜ΕΒͷ

ཧ༝ʹΑΓɼզʑ CUDAͱ OpenCLͱͷࠞ߹ϓϩάϥ
ϛϯάΛ࠾༻͍ͯ͠Δɽ͔͠͠Ұํɼ͜ͷΑ͏ͳෳͷϓ

ϩάϥϛϯάޠݴΛ༻͍ͨϚϧνϦϯΨϧϓϩάϥϛϯά

ϓϩάϥϚʹଟେͳෛ୲Λ͍ڧΔͨΊɼΑΓϢʔβϏϦ

ςΟͷ͍ߴϓϩάϥϛϯά͕ڥඞཁͱ͞ΕΔɽ

ɼզʑࡏݱ GPU-FPGAࠞࡌΫϥελγεςϜʹ͓͚
Δ྆ԋࢉՃσόΠεΛɼOpenACCʹΑΔ౷Ұతهड़ʹ
Αͬͯར༻Մʹ͢Δϓϩάϥϛϯάڥʹ͍ͭͯͷڀݚ

Λਪਐ͍ͯ͠ΔɽOpenACCɼࣔࢦจϕʔεͷϓϩάϥ
ϛϯάϞσϧͰ͋ΔͨΊɼΞϓϦέʔγϣϯͷͲͷ෦Λ

ͲͷΞΫηϥϨʔλʹΦϑϩʔυ͖͢ͳͷ͔ΛσΟϨΫ

ςΟϒʹΑͬͯίϯύΠϥʹ໌ࣔ͢Δ͜ͱ͕Ͱ͖Δɽͦ͠

ͯɼถࠃ Oak Ridge National Laboratory (ORNL) Ͱɼ
GPU༻ͷࢉܭΧʔωϧʹՃ͑ͯ FPGA༻ͷࢉܭΧʔωϧ
 OpenACCͰهड़Ͱ͖ΔΑ͏ʹ͢ΔͨΊͷίϯύΠϥ
Λ։ൃதͰ͋Δɽࡏݱɼզʑͱ ORNL GPU-FPGAࠞ
ܭௐڠՃσόΠεͷࢉΫϥελγεςϜʹ͓͚Δ྆ԋࡌ

Γɼզʑ͓ͯ͠ࢪΛ࣮ڀݚಉڞͱ͍͏తͷԼɼݱͷ࣮ࢉ

ͦͷڞಉڀݚͷҰͱͯ͠ ORNL͕։ൃதͷίϯύΠ
ϥΛར༻͢Δ͜ͱʹΑͬͯɼ্هͷϢʔβϏϦςΟͷ͍ߴ

GPU-FPGA࿈ܞͷ࣮ݱΛ͍ͯ͠ࢦΔɽ
Ҏ্ͷഎܠΛ౿·͑ɼຊߘͰɼϢʔβϏϦςΟͷ͍ߴ

GPU-FPGA࿈ܞͷ࣮ݱΛݟਾ͑ͨ༧උධՁͱͯ͠ɼॳظ
Ӊʹ͓͚ΔఱମܗΛγϛϡϨʔγϣϯ͢Δ ARGOT
ίʔυΛ OpenACCʹΑ࣮ͬͯ͠ɼOpenMP ϕʔεͷ
CPU࣮͓Αͼ CUDAϕʔεͷ GPU࣮ͱͷੑධՁ
Λ͏ߦ.

2. Ӊࣹ༌ૹίʔυ: ARGOT
Accelerated Radiative transfer on Grids using Oct-Tree

(ARGOT) ஜେֶ ηϯλʔڀݚՊֶࢉܭ (Center for
Computational Sciences: CCS) Ͱ։ൃ͞Ε͍ͯΔӉ
ࣹ༌ૹΛղ͘ϓϩάϥϜͰ͋Δɽࣹ༌ૹӉॳظ

(a) Radiative transfer from a point source (b) Overview of the ARGOT algorithm (c) Parallelized ARGOT algorithm

ਤ 2: ޫ͔ݯΒͷࣹ༌ૹͱ ARGOT๏ͷ֓؍ͱฒ
ྻԽख๏

ͷۜՏͷΑ͏ͳఱମܗͷڀݚʹ͓͍ͯຊ࣭తͳཁૉ

Ͱ͋Γɼߴʹղ͘͜ͱ͕ٻΊΒΕ͍ͯΔɽ

ਤ 1 (a) ʹࣔ͢Α͏ʹɼARGOT 2ͭͷΞϧΰϦζϜ
ARGOT๏ [1] *1ͱ Authentic Radiative Transfer (ART)
๏ [2]ΛΈ߹Θࣹͤͯ༌ૹΛղ͘ɽARGOT๏ͷ
ΞϧΰϦζϜޫ͔ݯΒͷࣹ༌ૹΛ͠ࢉܭɼART๏
ͷΞϧΰϦζϜۭؒʹ͕Δޫ͔ݯΒͷࣹ༌ૹΛܭ

ΔɽART๏͢ࢉ ARGOTϓϩάϥϜͷதͰ 90%Ҏ্ͷ
ͰڀݚΛΊΔॏཁͳΞϧΰϦζϜͰ͋Γɼຊؒ࣌ࢉܭ

 ART๏ͷԋࢉΛ͜Ε·Ͱʹ։ൃ͖ͯͨ͠ FPGAΧʔω
ϧΛ༻͍ͯՃͤ͞Δɽ·ͨɼARGOT๏ͷԋࢉʹطʹ
ARGOTϓϩάϥϜʹ࣮͞Ε͍ͯΔ GPUΧʔωϧΛ༻
͍Δ͜ͱͰɼਤ 1 (b) ʹࣔ͢Α͏ʹओཁԋࢉ෦Λ GPU
ͱ FPGAʹదࡐదॴతʹػͯ͠ࢄ ARGOTίʔυΛ
దԽ͢Δɽ࠷

2.1 ARGOT๏
ARGOT๏ɼਤ 2 (a) ʹࣔ͢Α͏ʹޫ͔ݯΒͷࣹ
༌ૹΛ͢ࢉܭΔΞϧΰϦζϜͰ͋Γɼޫݯͷʹൺྫ͠

૿Ճ͢Δɽͦ͜Ͱྔࢉܭͯ ARGOT๏Ͱɼਤ 2 (b) ʹ
ࣔ͢Α͏ʹޫݯͷΛീͷσʔλߏͰѻ͏ɽ͜Ε

ʹΑͬͯɼΕͨπϦʔϊʔυͷޫݯ୯Ұͷޫݯͱ͠

ͯѻ͏͜ͱ͕Ͱ͖ΔͨΊɼࢉܭΛݯޫ͏ߦͷΛ N ͔Β

logN Β͢͜ͱ͕Ͱ͖Δɽ͋ΔϝογϡάϦουݮʹ (ਤ 2
(b) ͷ target mesh grid) Λରͱͨ͠ɼ֤ޫ͔ݯΒͷ
ࣹ༌ૹʹΑΔޫࢠଋҎԼͷࣜͰٻΊΔ͜ͱ͕Ͱ͖Δɽ

f(ν) = L(ν)e−τ(ν)

4πr2 (1)

͜ͷͱ͖ɼL(ν)ɼτ(ν)ɼn(x)ৼಈ ν Ͱͷޫݯͷޫɼ

ৼಈ ν ͰͷޫֶతڑɼޫΛٵऩ͢ΔΨεࢠͷີ

ΛͦΕͧΕද͠ɼτ(ν)ҎԼͷࣜͰٻΊΒΕΔɽ

τ(ν) = σ(ν)
∫

n(x)dl ! σ(ν)
∑

i

n(xi)∆l (2)

·ͨɼARGOT๏ෳͷϊʔυΛ༻͍ͯฒྻॲཧ͢Δ
͜ͱ͕Ͱ͖ɼͦͷ༷ࢠΛਤ 2 (c) ʹࣔ͢ɽϊʔυฒྻԽͰ
ɼγϛϡϨʔγϣϯۭؒΛ֤ۉʹݩ࣍ʹׂ͢Δ (ਤ
Ͱ 4 × 4 ͷ domain decomposition)ɽෳͷϊʔυʹ·
*1 ຊจͰɼରͱ͢ΔϓϩάϥϜ໊Λ ARGOT ͱද͠هɼͦ
ͷҰ෦Ͱ͋ΔΞϧΰϦζϜΛ ARGOT ๏ͱද͢هΔɽ
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ਤ 3: ART ๏Ͱ༻͍ΒΕ͍ͯΔϨΠτϨʔγϯάͷ֓೦
ਤɽҹϨΠΛද͠ɼԫ৭ͷӢԠΛ͢ࢉܭΔΨεΛ

ද͢ɽ

͕ͨΔޫઢɼϊʔυؒͷڥքͰʮϨΠηάϝϯτʯׂ

͠ (ਤʹࣔ͢Α͏ʹηάϝϯτຖʹ৭͕ҟͳΔ)ɼηάϝϯ
τͷ֤͕ࢉܭϊʔυʹͯฒྻ࣮͞ߦΕΔ *2ɽͦͯ͠ɼ֤η

άϝϯτͷޫֶతްΈͷ݁ࢉܭՌͷΛٻΊͯશମͷࢉܭ

݁ՌΛٻΊΔɽͨͩ͠ɼຊߘͰARGOTίʔυ 1 ϊʔ
υͰ ΔͨΊɼ͜ͷฒྻԽख๏ར༻͍ͯ͠ͳ͍ͯ͠ߦ࣮

͍ɽ͜ͷ߹ɼsource 1 → target 1ɼsource 1 → target 2ɼ
source 2 → target 1ɼsource 2 → target 2 ͷ 4 ຊͷޫઢ
͕ʮϨΠηάϝϯτʯͱݟͳ͞Εɼ֤ޫઢ͕֤εϨουʹ

ׂΓͯΒΕฒྻॲཧ͞ΕΔɽ

2.2 ART๏
ART๏ͰۭؒΛ ͷϝογϡʹׂ͠ɼͦݩ࣍3
ͷதͰϨΠτϨʔγϯάΛ͜͏ߦͱͰࣹ༌ૹͷࢉܭΛߦ

͏ɽਤ 3ʹࣔ͢Α͏ʹɼϨΠڥք͔Βൃࣹ͞ΕɼͦΕͧ
ΕͷϨΠ͕ฏߦʹਐ͠ɼࣹ۶ં͠ͳ͍ɽ

Iout
ν (n̂) = Iin

ν (n̂)e−∆τν + Sν(1 − e−∆τν ) (3)

ࣜ (3)  ART๏ͷԋࢉΛද͠ɼ͜ͷࣜΛϨΠ͕ϝογϡ
Λ௨ա͢Δʹ͢ࢉܭΔɽࣜʹ͓͚Δ ν, Iin

ν , Iout
ν , n̂, ∆τ ,

Sν ͦΕͧΕपɼೖྗ์ࣹڧɼग़ྗ์ࣹڧɼϨΠ

ͷํɼϝογϡʹ͓͚ΔޫֶతްΈɼϝογϡͷ source
functionΛද͠ɼART๏ͷࢉܭશͯ୯ਫ਼ුಈখ
Λ༻͍ͯߦΘΕΔɽϨΠͷํ (֯)  HEALPixΞ
ϧΰϦζϜ [3]ʹΑͬͯٻΊΒΕΔɽయܕతͳαΠζ
Ͱɼϝογϡ 1003 ͔Β 10003 ͷنʹͳΓɼϨΠ

ͷछྨ ((φ, θ)ͷΈ߹Θͤͷ) গͳ͘ͱ ʹ768ํ
ͳΔ (HEALPixʹ͓͚Δղ૾ύϥϝʔλ Nside = 8 ͷ
߹)ɽࣜ (3)ʹ͋ΔΑ͏ʹɼART๏ʹ͓͚ΔԋࢉϘτϧ
ωοΫࢦؔͰ͋Δɽप ν ຖʹ 1ճͷࢦؔͷ
ඞཁͰ͋Γɼपͷͷઃఆʹґଘ͢Δ͕͕ࢉܭ

1 ≤ ν ≤ 6Ͱ͋Γɼ1ϝογϡ௨աຖʹෳճͷࢦؔ
Θͳ͚ΕͳΒͳ͍ɽߦͼग़͠Λݺ

ART๏ϨΠτϨʔγϯάΛ༻͍͍ͯΔͨΊɼ͋ Δ 1ͭ
*2 ֤ϊʔυ͕୲͢Δηάϝϯτಉ͍࢜ޓʹಠཱͳͷͰɼ֤ηά
ϝϯτεϨουʹׂΓͯΒΕฒྻॲཧ͞ΕΔ

int main(void) {

// ~~~ CPU Processing ~~~

// Offloading the following to an accelerator
#pragma acc data copyout(c[:N]) copyin(a[:N], b[:N])
{

#pragma acc parallel loop
for (i = 0; i < N; i++) {

c[i] = a[i] + b[i];
}

}

// ~~~ CPU Processing ~~~

return 0;
}

CPU

Main
Memory

GPU

Device
Memory

copyin

Host Device
copyout

ਤ 4: OpenACCϓϩάϥϛϯάϞσϧͷ֓ཁ

ͷϨΠʹؔ͢Δࢉܭਐ࿏ʹԠͯ͡ॱং௨Γʹ͠ࢉܭͳ͚

ΕͳΒͳ͍͕ɼҟͳΔϨΠͷؒʹࢉܭͷґଘ͕ؔͳ

͘ฒྻʹࢉܭͰ͖Δɽ͔͠͠ͳ͕ΒɼART๏Λ SIMD-like
(CPU, GPUͳͲ) ͳΞʔΩςΫνϟͰ࣮͢Δࡍʹ 2
ͭͷ͕͋Δɽ1ͭɼϝογϡσʔλʹର͢ΔϝϞϦ
ΞΫηεύλʔϯ͕ϨΠͷํʹΑ༷ͬͯʑ (ඦʙઍ
ύλʔϯ) ʹͳΔ͜ͱͰ͋ΔɽෳͷϨΠͷࢉܭΛ SIMD
Ͱ͢ࢉܭΔࡍʹɼϝογϡσʔλ͕ϝϞϦ্Ͱ࿈ଓ͠ͳ͍

߹͕͋ΓಘΔɽ͕ͨͬͯ͠ɼΩϟογϡώοτͷԼ

 GPUʹ͓͍ͯϝϞϦΞΫηεϨΠςϯγͷେ͖͕͞
ʹͳΔɽ2ͭʹɼϝογϡʹର͢Δੵ͕ࢉܭিಥ͢
ΔՄੑ͕͋Δ͜ͱͰ͋Δɽಉ͡ϝογϡΛྡͨ͠ෳ

ͷϨΠ͕௨ա͢Δ (ਤ 3ͷփ৭ͷϝογϡ෦) Մੑ͕
͋ΔͨΊɼϝογϡ্ͷෳͷϨΠͷޮՌΛॏͶ߹ΘͤΔ

ඞཁ͕͋Γɼ͜ΕΛಉ࣌ॲཧ͢ΔͨΊʹɼΛճආ͢

ΔͨΊʹ atomicԋࢉΛ༻͍Δ͔ɼྡ͢ΔϨΠΛಉ࣌ʹ
ͳ͍͠ࢉܭ (ྫ͑ɼਤ 3Ͱɼ৭ͷϨΠͱ੨৭ͷϨΠ
ʹ͚͍ͯͯ͠ࢉܭΔ) ͱ͍ͬͨํ๏͕ඞཁͱͳΔɽͨͩ
͠ɼલऀͷํ๏Ͱ atomicԋࢉʹΑΔΦʔόʔϔου͕
͋Γɼऀޙͷํ๏ͰϝϞϦΞΫηε͕ΑΓඈͼඈͼʹͳ

ΔΦʔόʔϔου͕͋Δɽ

͜͏ͨ͠ ART ๏ͷੑ࣭͔Βɼզʑ CPU  GPU ͱ
͍ͬͨ SIMD-likeͷΞʔΩςΫνϟ ART๏ʹద͞ͳ͍
ͱ͍ͯ͑ߟΔɽҰํͰɼFPGAΦϯνοϓͷଂϝϞ
ϦΛͪ࣋ɼϨΠςϯγɾߴόϯυ෯ʹϥϯμϜΞΫηε

͕ՄͰ͋ΔɽͦΕʹՃ͑ͯɼFPGAͰ͋Ε ART๏ʹ
ࠐదԽͨ͠ϝϞϦΞΫηεճ࿏ΛϋʔυΣΞʹΈ࠷

ΊΔͨΊɼART๏ FPGAͰͷ࣮ʹదͨ͠ΞϧΰϦζ
ϜͰ͋Δͱ͓ͯ͑ߟΓɼզʑ ART๏Λߴʹ͢ࢉܭΔ
FPGAΧʔωϧʹ͍ͭͯఏҊ͍ͯ͠Δ [4]ɽ

3. OpenACCʹΑΔGPU࣮
3.1 OpenACC

OpenACC GPUϝχʔίΞΞΫηϥϨʔλ͚ͷ
ϓϩάϥϜΛ༰қʹهड़͢Δ͜ͱΛతͱͨ͠ฒྻϓϩά

ϥϛϯά֨نޠݴͰ͋ΔɽC/C++ FortranͰهड़͞Ε
ͨϓϩάϥϜʹର͠ɼOpenMPͷΑ͏ͳίϯύΠϥࣔࢦ
จ (#pragma) Λૠೖ͢Δ͜ͱʹΑͬͯɼΞΫηϥϨʔλʹ
Φϑϩʔυ͖͢ϓϩάϥϜͷϗοτεϙοτΛίϯύΠ

ϥʹ໌ࣔ͢Δ͜ͱ͕Ͱ͖ΔɽͦͷͨΊɼΞΫηϥϨʔλͷ
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ΞʔΩςΫνϟΛҙࣝͨ͠ϨϕϧͳίʔυΛهड़͢Δඞ

ཁͷ͋Δ CUDA OpenCLͱҟͳΓɼطଘͷιʔείʔ
υʹ͔ۇͳमਖ਼ΛՃ͑Δ͜ͱͰΞΫηϥϨʔλΛར༻Ͱ͖

ΔϓϩάϥϛϯάϞσϧͰ͋Δ͜ͱ͔Βɼ͜Ε·ʹ։ൃ͞

ΕͨࢉܭՊֶΞϓϦέʔγϣϯίʔυΛΞΫηϥϨʔλ

Δ͍ͯͬ·ߴ͕ظҠ২͢ΔͨΊͷख๏ͱͯ͠ʹڥ [5]ɽ
ਤ 4ʹ OpenACCϓϩάϥϛϯάϞσϧͷ֓ཁΛࣔ͢ɽ
͜ͷਤͰɼྻ aͱ bͷཁૉΛͦΕͧΕ͠ɼྻ cʹ֨
ೲ͢ΔϕΫλՃࢉΛ࣮͍ͯ͠ߦΔϧʔϓ෦ΛΓग़ͯ͠ɼ

GPUʹΦϑϩʔυ͠ɼΓͷॲཧΛ CPU͕࣮͍ͯ͠ߦ
ΔɽGPUͷΦϑϩʔυΛͨ͏ߦΊʹɼίʔυʹ#pragma
acc parallel loopͷίϯύΠϥࣔࢦจΛՃ͍ͯ͠Δɽ
͜ͷ#parallelσΟϨΫςΟϒɼOpenACCΛߏ͢Δ
ओཁͳࣔࢦจͷҰͭͰ͋ΔฒྻྖҬࣔࢦจʹଐ͠ɼਤͷΑ

ड़͢Δ͜ͱͰɼΞΫηϥϨʔλʹΦϑϩʔυ͞ΕΔهʹ͏

ฒྻ࣮ྖߦҬΛࢦఆ͍ͯ͠Δɽ

·ͨɼਤ 4ʹࣔ͢Α͏ʹ OpenACCɼϗετϝϞϦɾ
σόΠεϝϞϦͱ͍͏Α͏ʹ 2 ͭͷϝϞϦۭؒΛ͢Δ
ϋΠϒϦουߏͰ͋ΔͨΊɼΦϑϩʔυ͞Εͨԋࢉॲཧ

ʹඞཁͳσʔλΛΞΫηϥϨʔλ (σόΠε) ଆʹରͯ͠
ίϐʔ͠ͳ͚ΕͳΒͳ͍ɽ·ͨɼॲཧ͕ऴྃͨ͠ޙʹϗ

ετଆσʔλΛॻ͖͢͜ͱ͕ඞཁͱͳΔɽOpenACC
ͰɼίʔυʹσʔλҠಈࣔࢦจ (#pragma acc data) Λ
ૠೖ͢Δ͜ͱʹΑͬͯ͜ΕΒΛ࣮͍ͯ͠ݱΔɽ͜͜Ͱɼ

copyin(a[:N],b[:N])ɼ͞ Nͷྻ a͓Αͼ bΛϗ
ετ͔ΒσόΠεʹσʔλసૹΛ͜͏ߦͱΛ͓ͯࣔ͠ࢦ

ΓɼҰํɼcopyout(c[:N])͞ Nͷྻ c (ԋ݁ࢉՌ)
ΛσόΠε͔ΒϗετʹσʔλసૹΛ͜͏ߦͱΛͯࣔ͠ࢦ

͍Δɽͳ͓ɼ͜ͷਤͰσʔλసૹΛϓϩάϥϚ͕໌ࣔత

ʹσΟϨΫςΟϒΛࢦఆͯ͠σʔλͷίϐʔΛ͍ͯࣔ͠ࢦ

Δ͕ɼσΟϨΫςΟϒΛࢦఆͤͣʹσʔλసૹΛίϯύΠ

ϥґଘʹ͢Δ͜ͱͰ͖Δɽ

͜ͷΑ͏ʹɼԋࢉ෦ͷΓग़͠σʔλసૹΛશͯί

ϯύΠϥࣔࢦจͰࢦఆͰ͖ɼιʔείʔυΛతʹมߋ

͢Δ͜ͱ͕ͳ͍ɽͦͷͨΊɼ͍ߴίʔυͷϝϯςφϯεੑ

͓ΑͼҠ২ੑΛ༗͢ΔϓϩάϥϛϯάϞσϧͱͳ͍ͬͯΔɽ

3.2 ARGOTίʔυͷOpenACCԽ
OpenACC Λ༻͍࣮ͨΛࡍ͏ߦɼͦͷ࣮εςοϓ

 Ε͍ͯΔͱ͓ΓɼҎԼͷ༷ʹͳΔɽ͞ࡌهʹ[5]
( 1 ) ϓϩϑΝΠϦϯάɾπʔϧΛ׆༻͠ɼΞϓϦέʔγϣ

ϯͷϗοτεϙοτ෦ҐΛಋग़

( 2 ) ฒྻྖҬࢦఆࣔࢦจͰ͋Δɼparallelࣔࢦจɼkernels
จΛίʔυʹՃͯ͠ɼϗοτεϙοτ෦ҐΛฒࣔࢦ

ྻԽɽ

( 3 ) data, enter/exit data, update, ͍ͯ༺จͳͲΛࣔࢦ
σʔλసૹΛ࠷దԽ

( 4 ) loopࣔࢦจʹΑΔฒྻཻͷ࠷దԽɼcacheࣔࢦจͳ

ද 1: ධՁڥ (PPX)
CPU Intel Xeon E5-2660 v4 × 2

CPU Memory DDR4 2400MHz 64GB
(8GB × 8)

GPU NVIDIA Tesla V100
(PCIe Gen3 x16 card version)

GPU Memory 32 GiB CoWoS HBM2
@ 900 GB/s with ECC

Host OS CentOS 7.3
Host Compiler gcc 4.8.5
GPU Compiler CUDA 9.2.148
PGI Compiler 19.10

ͲʹΑΔࢉܭ෦ͷ࠷దԽ

( 5 ) (1) ∼ (4) ͷ܁Γฦ͠
ͨͩ͠ɼطʹ͜Ε·ͰͷڀݚʹΑͬͯ ARGOTίʔυͷ
ϗοτεϙοτ໌͍ͯ͠ΔͨΊɼ(1) ʹ͍ͭͯߦΘ
ͳ͍ɽͦͯ͠ࠓճ࣮ͷ߹্ɼ(2) ʹ͋ͨΔ࠷దԽͷ
ΈΛͨͨͬߦΊͦΕʹؔͯ͠આ໌͢Δɽ

(2) ʹ͍ͭͯͷ࠷దԽͷํ [6]ͱಉ༷ʹ GPUΧʔω
ϧͷੜʹ parallel region ͓Αͼ kernels region Λద༻
͢ΔɽͦΕͧΕɼparallel region ͕ϧʔϓͷฒྻԽํ๏Λ
Ϣʔβґଘͱ͢Δͷʹରͯ͠ɼkernels region Ͱ֘෦
ͷղੳΛίϯύΠϥ͕ͯͬߦฒྻԽΛద༻͢Δɽ·ͨɼฒ

ྻԽํ๏ͷࢦఆʹ loopߏจ͓Αͼ gangɼvectorɼworker
અΛద༻͢Δඞཁ͕͋Δ͕ɼPGI ίϯύΠϥͰ parallel
region ͱ kernels region ͷͲͪΒΛ༻ͯ֘͠෦Λ
ղੳͯ͠ฒྻԽ͢ΔͨΊɼຊߘͰ͜ͷઅΛলུ͍ͯ͠Δɽ

ຊڀݚͰ [6]ͱಉ༷ʹΧʔωϧͷੜʹ͓͍ͯ GPUԽ
Λ؆ུԽ͢ΔతͰɼίϯύΠϥͷґଘͷ͍ߴ kernels
regionΛద༻ͯࣗ͠ಈฒྻԽΛ͜͏ߦͱͱ͢ΔɽίϯύΠ
ϥ͕ղੳʹࣦഊͯ͠ฒྻԽͰ͖ͳ͔ͬͨ߹ฒྻੑ͕ࣗ

໌Ͱ͋Δ߹ʹɼparallel region ͷద༻ loop અͳͲͷ
ɽGPU͏ߦఆʹΑͬͯฒྻԽΛࢦ Խ͓ͨؔ͠Αͼϧʔ
ϓͰ༻͢Δྻมʹ͍ͭͯɼઌʹ CUDA ࣮Λ͠
͍ͯͨͨΊ deviceptrઅΛ༻ͯ͠ CUDA API ఆٛʹΑ
ΔมΛ༻͍Δ͜ͱͱ͢Δɽ·ͨɼؔͰఆٛɾ༻͞

Ε͍ͯΔҰ࣌ྻʹ͍ͭͯɼdeclare create Λࢦఆͯ͠
ྖҬΛ֬อ͠ɼpresentઅͰࢀরΛ͏ߦɽ

4. ධՁ

4.1 ධՁڥ

௨৴ϨΠςϯγͷ؍ʹ͓͚ΔఏҊख๏ͷධՁʹɼஜ

େֶࢉܭՊֶڀݚηϯλʔͰӡ༻தͷPre-PACS version X
(PPX) ΫϥελγεςϜΛ༻͍ΔɽPPXಉηϯλʔ͕
։ൃΛܭը͍ͯ͠Δ PACSγϦʔζɾεʔύʔίϯϐϡʔ
λੈ࣍ػͷϓϩτλΠϓγεςϜͰ͋ΓɼIntel FPGA
ϊʔυάϧʔϓɼXilinx FPGAϊʔυάϧʔϓͷ 2άϧʔ
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ਤ 5: αΠζ͕ 163 ͷͱ͖ͷੑൺֱ

ϓ͔Βߏ͞ΕΔɽIntel FPGAͱXilinx FPGAFPGA
ϓϥοτϑΥʔϜൺֱ༻ʹಋೖ͞ΕɼͦΕΒͷ FPGAΛ
ͦΕͧΕͨ͠ࡌϊʔυΛҰମӡ༻͍ͯ͠Δ͕ɼ͜ͷධՁ

Ͱ Intel FPGAͷΈΛར༻͍ͯ͠ΔɽͦͷͨΊɼຊઅͰ
 Intel FPGAΛ͢ࡌΔϊʔυͷΈͷৄࡉʹ͍ͭͯड़ɼ
ͦΕΛද 1ʹࣔ͢ɽϊʔυʹɼIntel Xeon E5-2660 v4
CPU × 2ɼNVIDIA Tesla P100 GPU × 1͕͞ࡌΕ͓ͯ
ΓɼCPU-GPUؒ PCIe Gen3 x16Ϩʔϯʹͯଓ͞Ε
͍ͯΔɽͳ͓ɼຊධՁ 1ϊʔυͷΈͰ͍ߦɼQuick Path
Interconnect (QPI) Λܦ༝͢Δ PCIeΞΫηεʹΑΔੑ
ԼΛճආ͢ΔͨΊʹɼGPU࣮ͷੑධՁ࣌GPU͕
ଓ͞Ε͍ͯΔ CPUΛ༻͍Δɽ
ධՁʹ༻͍ΔσʔλαΠζ 163 ͔Β 1283 ·ͰͷؒͰ

มԽͤ͞ΔɽHEALpixΞϧΰϦζϜͷղ૾ύϥϝʔλ
Nside શͯͷαΠζͰ 8ʹઃఆ͓ͯ͠ΓɼҟͳΔ 768
ܥඪ࠲໘ٿͱɼͷϨΠΛੜ͢Δɽ͜͜Ͱ͍͏ํํ

ʹ͓͚Δภ֯ (θ, φ) ͷ߹͕ͤ 768छྨͱ͍͏ҙຯͰ͋ͬ
ͯɼϨΠͷຊ͕ࢉܭશମͰ 768ຊͰ͋Δͱ͍͏ҙຯͰ
ͳ͍ɽϨΠ (ฏޫߦ)͕ 768छͷ֯ͰαΠζʹґଘ
ͨ͠ຊ (N2) ੜ͞ΕΔͨΊɼART๏ͷྔࢉܭඇৗ
ʹଟ͍ͷͱͳΔɽ

ੑධՁͰɼԋؒ࣌ࢉ CPU্Ͱܭଌ͠ɼσόΠε
্ͰࢉܭΛͨ͏ߦΊͷίετ (Χʔωϧͷىಈɾಉظɾ௨
৴) ΛؚΈɼGPUɾFPGAؒͷ௨৴ CPUΛܦ༝࣮ͯ͠
ඪͱͯ͠ɼARGOTࢦΕΔɽ·ͨɼຊධՁͰੑͷ͞ߦ
๏ͱ ART๏ΛͲͪΒ CPUͰ࣮ͨ͠ߦ߹ͱൺֱͨ͠
ͱ͖ͷγϛϡϨʔγϣϯ࣮ߦΛ༻͍Δɽ

4.2 ARGOTίʔυͷੑධՁ
ਤ 5ɼਤ 6ɼਤ 7ɼਤ 8ʹ֤αΠζʹԠͨ͡CPU࣮

(OpenMP)ɼGPU࣮ (CUDA)ɼART๏ͷΈΛOpenACC
Խͨ͠൛ͷੑൺֱΛࣔ͢ɽ͜ΕΒͷ݁ՌɼγϛϡϨʔ

γϣϯεςοϓ͝ͱͷ࣮ؒ࣌ߦͰ͋ΔɽARGOT (CPU) /
ART (CPU) ɺ͍ͣΕͷΞϧΰϦζϜ OpenMP࣮
(gcc ͰίϯύΠϧ) Ͱ͋Δ͜ͱΛද͠ɼARGOT (GPU)
/ ART (GPU) w/ CUDA  CUDAϕʔεͷ GPU࣮ɼ
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ਤ 6: αΠζ͕ 323 ͷͱ͖ͷੑൺֱ
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ਤ 7: αΠζ͕ 643 ͷͱ͖ͷੑൺֱ
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ਤ 8: αΠζ͕ 1283 ͷͱ͖ͷੑൺֱ

ARGOT (CPU) / ART (GPU) w/ OpenACCɼARGOT
๏ OpenMPϕʔεͷ CPU࣮ɼART๏ OpenACC
ϕʔεͷ GPU࣮ΛͦΕͧΕද͢ɽࠓճͷධՁͰɺ୯
Ұͷ Xeon CPUͰɺCPUͷ࣮ ͷݸ14 OpenMPίΞ
(εϨου)Ͱ͍ߦɼGPU NVIDIA Tesla V100 GPU Λ
ར༻͢Δɽ

͜ΕΒͷਤʹࣔ͢Α͏ʹɼCPU࣮Ͱ ARTΞϧΰϦ
ζϜ͚ͩͰͳ͘ɺʮOthersʯͷ࣮ߦࢧతͰ͋Δɽ͜ͷ
෦ɺARGOT ΞϧΰϦζϜͱ ART ΞϧΰϦζϜͷ࣮
ɺओʹ֤ϝογϡʹ͓͚ΔԽֶԠͱࣹՃʹجՌΛ݁ߦ

ɾྫྷ٫ΛٻΊ͍ͯΔɽ֤ϝογϡʹ͓͚ΔɼԽֶԠͱ

์ࣹՃɾྫྷ٫ͷԋࢉಠཱ͍ͯ͠ΔͨΊɼGPU࣮
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ͰଟͷԋࢉίΞΛར༻͢Δ͜ͱͰͦͷ࣮ߦΛߴԽ͢

Δ͜ͱ͕Ͱ͖Δɽ

͔͠͠ɼART ๏ɼ͜ͷΑ͏ͳঢ়گͷԸܙΛड͚ͣɼ
GPUΛΛ༻ͯ͠ ART๏ ARGOTίʔυʹ͓͚Δ
ͷ··Ͱ͋Δɽಛʹখ͍͞αΠζͰɼࢉܭత͔ࢧ

GPUͷ ͷݸ5,120 CUDAίΞΛेʹར༻͢ΔͨΊͷฒ
ྻੑ͕ෆ͍ͯ͠ΔͨΊɼੑ্͔ۇͰ͋Δ͜ͱ͕

͔Δɽ·ͨɼCPUʹൺͯίΞࣗମͷੑ͕͍͜ͱɼ
GPU Χʔωϧͷىಈ CPU-GPU ؒͷ௨৴ͷΦʔόʔ
ϔουੑ্Λ͍͛ͯΔཁҼͰ͋Δɽ

͔͠͠ɼਤ 7ਤ 8ʹࣔ͢Α͏ʹɼαΠζ͕େ͖͘
ͳΔʹͭΕͯɼCUDAϕʔεͷ ART๏ͷੑ͕େ෯ʹ
্͍ͯ͠Δ͜ͱ͕͔Δɽ͜Εɼฒྻੑ͕ O(N2)Φʔ
μʔͰ૿Ճ͠ɼࢉܭෳࡶ͕ O(N3)ΦʔμʔͰ૿Ճ͢Δ
ͨΊͰ͋ΔɽART๏ɼϝογϡʹׂ͞Εͨ 3 ۭݩ࣍
ؒͰͷϨΠτϨʔγϯά๏ʹ͍͍ͯͮجΔͨΊɼྔࢉܭ

తʹ૿Ճ͢Δɽ·ͨɺARTΞϧΰϦζϜɼ͋Δؔ࣍3
Τοδ͔ΒผͷΤοδʹਐΉฏߦͳޫઢʹԊࣹͬͯ༌ૹ

ํఔࣜΛղͨ͘Ίɼ֤ޫઢ֤ CUDAεϨουʹ ݩ࣍2
తʹϚοϐϯά͞ΕΔɽ͕ͨͬͯ͠ɼ͜Ε͕ฒྻੑͷ૿Ճ

͕ਖ਼ൺྫ͢Δཧ༝Ͱ͋Δɽ͢ͳΘͪɼαΠζΛେ͖͘

͢Δ͜ͱͰɼSIMDܕϓϩηοαʹຊ࣭తʹෆ͖Ͱ͋Δ
ͱ͍͏ಛੑ GPUʹΦϑϩʔυ͢ΔͨΊͷΦʔόʔϔο
υΛԡ͠ͷ͚ɺCUDAίΞͷશͯΛेʹಈͤ͞࡞Δࢉܭ
ྔͱฒྻੑ͕ GPUϕʔεͷ ARTΞϧΰϦζϜʹݱΕ࢝
ΊͨͨΊɼGPUͷੑ্͕ͨ͠ͱ͍͏͜ͱͰ͋Δɽ
ຊߘͰͷ༧උධՁɼ͜ͷԸܙΛ CUDAϕʔεͷ GPU

࣮ΑΓগͳ͍ϓϩάϥϛϯάΤϑΥʔτͰڗड͢Δ

͜ͱΛࢹʹೖΕ͍ͯΔɽ্ͦͯ͠ड़ͨ͠Α͏ʹɼຊߘ

Ͱ ARGOT ίʔυͷϗοτεϙοτͰ͋Δ ART ๏Λ
OpenACCͰίʔσΟϯά͠ɼPGI19.10ͰίϯύΠϧ͠
ͨɽ͔͠͠ͳ͕ΒɼOpenACCϕʔεͷ࣮શͯͷ
αΠζʹͯ CPU࣮ɼGPU࣮ͲͪΒͷ߹ʹ͓͍ͯ
ͷԼ͕ݟΒΕͨɽ͜Ε (2) ͷϗοτεϙοτͷฒ
ྻԽΛ͕ͨͬߦɼਖ਼ৗʹฒྻԽͰ͖ͨͷϗοτεϙοτ

ͷ͔ۇׂͷՕॴͰ͋ΔͨΊͰ͋Δɽ·ͨɼϗοτεϙο

τͷେݩͰ͋ΔϧʔϓίϯύΠϥʹΑΔղੳ͕ kernels
σΟϨΫςΟϒͰ͋ͬͯෆՄͰ͋ͬͨͨΊɼ҆ͳ

ฒྻԽ͕Ͱ͖ͳ͔ͬͨ͜ͱʹىҼ͍ͯ͠Δɽ͞Βʹɼຊ

దԽʹணख͓ͯ͠Βͣɼશͯ࠷Ͱɼσʔλసૹͷߘ

CUDAϢχϑΝΠυϝϞϦͤͷ҉తͳσʔλసૹͰ͋
ΔͨΊʹɼຊདྷͰ͋Εෆඞཁͳσʔλసૹ͍ͯͬߦΔ

Մੑ͕͋ΔͨΊɼCUDAϕʔεͷ GPU࣮ΑΓΦʔ
όʔϔου͕େ͖͘ͳ͍ͬͯΔ͜ͱ͕༧ଌ͞ΕΔɽ

͜ͷΑ͏ʹɼOpenACC͔֬ʹ CPUͱΞΫηϥϨʔ
λͱͷซ༻Λ༰қʹՄʹ͢ΔϓϩάϥϛϯάϞσϧͩ

͕ɼͦͷ࠷దԽʹগͳ͔ΒͣͷϓϩάϥϛϯάΤϑΥʔ

τ͕ඞཁͰ͋Δ͜ͱ͕ࣔ͞Εͨɽޙࠓɼίʔυͷϧʔϓ

ར༻͢ΔมͷϝϞϦۭؒΛҙࣝͯ͠ίʔσΟϯάߏ

͠ɼฒྻԽʹ͓͚ΔΦʔόʔϔουΛ࠷খԽ͢Δ͜ͱ͕ࠓ

ͷ՝Ͱ͋Δɽޙ

5. ͓ΘΓʹ

ຊߘͰɼϢʔβϏϦςΟͷ͍ߴGPU-FPGA ࿈ܞͷ࣮
ܗӉʹ͓͚Δఱମظਾ͑ͨ༧උධՁͱͯ͠ɼॳݟΛݱ

ΛγϛϡϨʔγϣϯ͢Δ ARGOTίʔυΛ OpenACC ʹ
Α࣮ͬͯ͠ɼOpenMP ϕʔεͷCPU࣮͓ΑͼCUDA
ϕʔεͷ GPU ࣮ͱͷੑධՁΛͨͬߦɽͦͷ݁Ռɼ
OpenACC͔֬ʹ CPUͱΞΫηϥϨʔλͱͷซ༻Λ༰
қʹՄʹ͢ΔϓϩάϥϛϯάϞσϧ͕ͩɼͦͷ࠷దԽʹ

গͳ͔ΒͣͷϓϩάϥϛϯάΤϑΥʔτ͕ඞཁͰ͋Δ͜

ͱ͕ࣔ͞Εͨɽޙࠓɼίʔυͷϧʔϓߏར༻͢Δม

ͷϝϞϦۭؒΛҙࣝͯ͠ίʔσΟϯά͠ɼฒྻԽʹ͓͚

ΔΦʔόʔϔουΛ࠷খԽ͢Δ͜ͱ͕ޙࠓͷ՝Ͱ͋Δɽ

ँࣙ ຊڀݚՌஜେֶࢉܭՊֶڀݚηϯλʔͷֶ

ಉར༻ϓϩάϥϜʢCygnusʣʹ͓͚Δڞࡍ 2020՝
ʮFPGA-GPUࠞࡌϓϥοτϑΥʔϜʹ͓͚Δ HPCΞϓϦ
έʔγϣϯͱγεςϜɾιϑτΣΞͷ։ൃʯΛར༻ͯ͠

ಘΒΕͨͷͰ͋Δɽ·ͨɼຊڀݚͷҰ෦ʮੑߴ൚༻

߹௨৴༥ࢉԋੈ࣍ʯʹ͓͚Δ՝ʮۀࣄ༺རߴػࢉܭ

࣍ʮࢉ༧ڀݚεʔύʔίϯϐϡʔλͷ։ൃʯɼจ෦Պֶলܕ

ੈٕࢉܭज़։ʹΑΔֶࢉܭࡍՊֶ࿈ڌܞͷग़ʯɼٴ

ͼՊֶڀݚඅิॿۚҰൠ (B)ʮߏ࠶ՄγεςϜͱGPU
ʹΑΔෳ߹ੑߴܕϓϥοτϑΥʔϜʯʹΑΔɽ·ͨɼຊ

ͷҰ෦ɼʮIntelڀݚ University ProgramʯΛ௨ͯ͡ϋʔ
υΣΞ͓ΑͼιϑτΣΞͷఏڙΛड͚͓ͯΓɼIntelࣾ
ͷࢧԉʹँҙΛද͢Δɽ
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