0A-01

SRR EH Db DT A ¥ — A — FTO
In—Network Computing DfREF}

HAh BEEY )1 B

AR Fot

JIE fEiEt
SRl

TN NE—* G ST Huy Cu Ngot
A et B BE

H A BRI NTT SeidEfs 7 /31 AFZeTt
AARBEEBFERESHENIT VYV 7 b =T A ) R_R—2 g b #i

1. [XLC®HIC

T4 —7F—=r7 (DL) X, & O HEK
DRSNS, kA RT 7V r—a » OBEN
B EnTW5, DL EFLOEBIIIKEDT
—HERRFHEY) Y —ARKEL 2D LR
HMHENTEY, 20 1 DOMRE L L TR
D DL BRET SN TV 5b, BT, T—Z 5
[ H1 B S R D 3 WO g 8 S B AT 7 PERE & R L
TWaI[L, 2], 27 7a—FTlE, £79—%4
— ) — R CHE SN AR LT L7010,
J—J01— ) — R oOEHEBE (Allreduce) 3%
£9 5, Allreduce TRV HLY SNDAFED A
=Y X3+ kB 2L, P2 GB i
ETL2b0LH5([3], LoT, K&EhAvt—
YA X TO Allreduce DA )L—F & A
S, LM ZEMT LI EITEETH D,

2. BBEFE

{REEIE7e /) — R[E Allreduce % ZEI T 5 ik
L L T, Mellanox fti% Scalable Hierarchical
Aggregation Protocol (SHATP) Z#HEZX L T\ 5
(4], SHArP ¥Ry U=V AL v F%HT—HD
ER /) — KA L, /— RNl TOT—Hiigk
HIZ reduce LBRZATH Z &N TE 5, 29 L7t
Fy b — 7l ~DEFEE O FHILELD A 7
o —5 ¢ > 7% In-Network Computing & FE{EiL.
SHATP TiZ 5 KB KD A vb—T %A XTOL
ATV VEMICEHIL TN D, LrLaRnb,
SHArP % reduce ZLBRDFNZAA v FND > 7
FTITRTCOT—=F 2T DA NT T FT
FU—=RRy 77 VT EITH120, T—2FK
WL AT v AET5H[6], £DDIT, A
vl =Y A AR 51223 TELE DN K
LTLEW, oBEETE 2 EOMETIH, K
BIER D A ¥ A — RTO Allreduce ASAEEIC
7% (6],

In-Network Computing at Wire Speed for Distributed Deep
Learning

+ NTT Device Technology Laboratories, NTT Corporation

1 NTT Software Innovation Center, NTT Corporation

1-7

3. BREFE

AFETIE., KAvE—VH A XTO In-
Network Computing # 7 A Y At — R THEITT 5
DT —X%T 7 Fx BRETDH, ET —F
T F T, BRIy hAL—Ry
Ty VU T EREETH LT, WEROT— K
MBI L7z, K1 (a) 12, kDA T
TYRIZAT =KXy 757 Yo7 &y FAL
— Ny Ty VU TOEWNERT, Ty NAL—
Ny 77 Yo T7TlE, £V —h—/ — Kbk
FEENETF—% 7L —AOEHENEE L E%
W27 MVFNEBRMGT 5, ZHICK DT —HiK
WMRFREI S BRf S, REBIEALNFRE L 72 5,
Brxixzz oW %s27 4 — N NS a 7o~ T7 Ny
— 7 LA (FPGA) IZZEEEL -, 1 (b) T
FPGA W COMBE A 7RT, FPGA WIZH > h A/L—
Ny 77 Vo7 wFET 5010, 7—4%F
Ny 77 ICEBEEHREL. Ny 77 V73
7 L—LOBNEEEBLD L X MR
NP END, ZOT—=FT 7 Fvickv, it
KDOARNTT v K74 YU — RENZ AR TIRIRIE
72 Allreduce ZEHLTX A,

£ — FOKBIE I A T, V—h—/
— RIZBT DA T — X DRk AL —TF v M
KIZbEF LT, EFIETIX, GPGPU - CPU -
NIC IZBEHDEZIE Ny 7 7 & FfFl=t., GPGPU-
CPU ] & CPU-NIC M O#nk & JERMIN AT~ 72, =
NIk F— XA L —7y A EL, K
ERA v —VY A ADOGERELZ IR TE 5,

4. FF{f

BEFHEOFMOT-DIT, Fx L Xeon CPU
FE5-2603 & . 64 GB RAM. Tesla K20 GPU. 10G
Ethernet Controller B2 AU —H— /) — K%
MEEE L, VC709 FPGA [T CTHEM / — REEE L,
F7-. SHArP $2Z&5# 30 [10] TR BTV AT —
A aMIIcoME L, ZRT—& L LT Lz,
M1()FA Y= A REEZRNE
Allreduce % FEIT L7ZBRDOIERD A)L—T v K
Thbd, MERTDANL—T"y NI, AvE—V

Copyright ©2019 Information Processing Society of Japan.

All Rights Reserved.



== P25 N\ B AN AN
Tﬁ &&&1523L1:5f38]»[];IAH!:*CZX
(a) o . . hE > Time (C} Wire Speed
N7 )T LN EAREAIZNLE (G).. G )T B, —_— 10
Rx BUF Node#! > Gi > .. . Ga X .. X Gu o 2 / 9.62 Ghps
: 8
Rx BUF Nodet#td < G X .. X Gn X .. X Gy X X x Y Q 5
213977 DG HEE LR EReduce MEEHIT 5. 3 F//
Sum Node#t! & #2 X pd W Ga X % Gu Gus 4 % -§, 0
£ 1E+03 1.E+06 1.E+09
sumodesa a4 X > o e K E Meonion Gioe (B)
Sum Node#1 to #4 X K Gy K K Ge X . X Gy X X X (d} —e—Linear extrapolation of SHArP [11]
ReduceMMEBAE T L= E AL ILIL BE (36) h SIEXBroadcastd 5. :g:’:zg:]
Gy . ECn G, =
Tx process Node#! X X X X X EGs X K ZGw X X G LX Latency ith message of T
T prosess Nodetd X XXX X ma X mm X ma XX BB |, tessmeszess L in
7 0
(b) 5 £
02 657
\ Reduce | 81 Ea0s ] y
W B ibf - 05;—‘—-—1-7 150 /ﬁ
wd §§“ up ﬁ:;: || Onset threshold & Mmmﬂmﬂ;y(
2|88 2c|[ 88 for Allreduce T 1E+02
2|52 7 2|52
5| 25 gl 25 M?ér
—|FZ | L= il
1.E+00
7 i v,
1 From  From From From 1.E+00 1.E+03 1.E+06 1.E+09
To/From Node#1 To/From Node#N Node#1 Node#2 Node#N-1 Node#N Message Size (B)

X 1: (@) R ERRBRNANY 77V T OWE (b) EELT—4% 7o —0EKK (c) BRRD Allreduce
AN—7v b (d) 7% & SR% O Allreduce B D LLBE

A A7) 64KB LL T 9. 62Gbps TH Y
Allreduce MFIEFV A Y A — RTEMET D &
IRE T,

Flo. M1IDIZBHREFHERDO LA T 2D
el Zomd, FERIZ GPU A U 235 10 Gbps
A=Yy NEFEHLTT =X ZiET 5Dl
%t L. ZM% TiX 100-Gbps InfiniBand % fif
LCAAL LV AEINDLT —HEEEL TS
W, 8 KBERED A vt —IH A XTI R D

BIENSER LD L REL< 2D, LrL, 8 KB
PR DH A =Y A AT, RO TR

IRPRIE L 72D, —fil& LT, ResNet—50 MDAJfL

(#7100 MB) [3]ERIUL A vE®—TH A XTD

Allreduce DL A Ty &g L= & Z A, FHf
RIIBHAR LD 65%IKEETH -7,

5. TLHESERDEREE

KR ITYU 4 v — A — KT InNetwork
Computing ZFEITTH72ODN— KU =T 7 —F
T Fx b T HEEETIEERF L, MR E
LT, DL THWONDIRERA vyE—UH AKX
@ Allreduce (ZFWT, fER IV HAREILELT
HZENTET, 5%IF. AR EFZED 100 G
Ethernet # HHWCRHMEiZ1T5, MA T, V—7
— /) — ROEEESCLELASC., £/ — K%
ZECHERR LT B OERED A - — VI L T
I LT <,

1-8

235 3R

[1] Tal Ben—Num, and Torsten Hoefler: Demystifying
Parallel and Distributed Deep Learning: An In—

Depth Concurrency Analysis,
arXiv:es. LG/1802. 09941, (2018).

[2] Takuya Akiba, Shuji Suzuki, and Keisuke
Fukuda: Extremely Large Minibatch  SGD:

Training ResNet-50 on ImageNet in 15 Minutes,
Deep Learning at Supercomputer Scale (NIPS’17
Workshop), arXiv:es.DC/1711.04325, (2017)
Yujun Lin, Song Han, Huizi Mao, Yu Wang,
William J. Dally: Deep Gradient Compression:
Reducing the Bandwidth for
Distributed Training, International
Conference on Learning
(ICLR’18), arXiv:cs.CV/1712.01887
Gil Bloch, Devendar Bureddy, Richard L.
Graham, Gilad Shainer, and Brian Smith:
Towards A Data Centric System Architecture:
SHARP. Frontiers

Innovations: an International Journal, Vol.

(3] and

Communication

6Lh
Representations

(2017).

[4]

and
47

Supercomputing

No. 4, pp. 4-16 (2017).

[5] Gil Bloch, Diego Crupnicoff, Benny Koren, Oded
Wertheim, Lion Levi, Richard Graham, and
Michael Kagan: Aggregation protocol, Patent No.
US20170063613A1, (2017).

[6] Mohammadreza Bayatpour, Sourav Chakraborty
Hari Subramoni, Xiaoyi Lu, Dhabaleswar K. (DK)
Panda: Scalable Reduction Collectives with

Data Partitioning—based Multi-Leader Design,
In Proceedings of the International Conference
for High Performance Computing, Networking
Storage and Analysis (SC’17), (2017).

Copyright ©2019 Information Processing Society of Japan.
All Rights Reserved.



