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8 T& % Graph Convolutional Networks (GCNs) 2SE4EFHZHLHTWD. I 7MEERIDT — X
WY BEAAEEDEETH D GCNs OMIETIX, BATHIREH (SpMM) % & & Kl % 0§
57012 GPU VWS NT WS, L LAEMNS, GCNs THRONE T —X D7 T 7H#EICiE ) — REN
BHREONIVEOVEENTE Y, MIFIIHNT 2 BITFIREH AL GPU OMF1%E D 1% A N T H
572017, HATHIREGEHED GCON OFEDWROMBIZ BT E2 R M ry 7% >TW5A., GONs 77V
r—a yOMUERVERER ED Iz, BRI R U TR RN B - AT SRR R — 2V TH B
Sub-Warp-Assigned (SWA) SpMM &, EHEDOHITIMGHREEZ —D2DAH— KNV TIT> T LIZ&>T GPU
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1. EL®IC

A, EGZREREICBVWTHEVWREE L EKT S Z
LETREE T 5 FEFEDOMERIEVBAIITDNT NS,
HEERHIC B WTIE, EEOBRAAR T =) VT EITD
JE&i % B 427z Convolutional Neural Network (CNN) 12 & -
T, BT TS, — /T, Hiffk L ORHALE
LW &2 RO T — X721 Thel, /—RexTvIic
Lo THBRMENRINE I T7REERZ AN LTS Z
YA AE7: Graph Convolutional Networks (GCNs) AYHI
EMOIHBOTNS [1]. &YX & v 87 B ORI % #EE
TEHENAZT v EAIZENT, GCNs TIEWE DO
277 7L UTHD 282 & o TR\ R & sl 7 4
AMEREEREBIL TV [2-6]. £/, Kk s 7 TG
UTERLUZAGERS Z 71259 % GONs DEH B IThH T W
3% 7).

JHHE D CNNs O & FRIZ, GCNs OULHLIZE S 5 i
REBIFERTHY, GWEHAEREDZED GPU OFHNEH
b, E7z, GCNs CRANT =2 D75 725
BT 20ENHY, 7T 7RG RBEHEY A PRHETS E
LTRE SN, 777 OKELEMOMEIZZ < DEEIC
BOWTHITH D, BEBATHITRESINB5GEGITIEBIT8 &
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5. iK% GCNs OFEEPHEFHOEITUZ B W TIE, BT
FNZBId BEHE, RIZHYTHIREGEA (Sparse-Dense Matrix
Multiplication, SpMM) DOF#{bHEE L 5. L LR
25, GCNs THONE 7T 71T LI UIE Y — FEH
TREDNSVWHEDOREENTE D, GPU D&\ IfiFH
DIEAPREEL 2o TWB. FERE LT, BATHIEHEIZE
T BN GCNs OMEREDOR ML Ry 7 25T W5,

AKX T, DNETHIRGIEOS#EbZ B E Ui
72 SpMM 7L 3 X L & KD BTG % %) R 12
LIRS B 728 D Batched FiEZRET 5. 13U ®HIT CSR
X TensorFlow IZ 81} % SparseTensor 7% ¥ O F — X &
WX B8 727 SpMM 7L I Y XA & LT Sub-Warp-
Assigned (SWA) SpMM % 2% L, FiZ SWA SpMM (Z
BWTCGPUDY 27— FAEVRIEHT 0D F v v
vavuy kU IRETFEEZRT. KIZ, GPUDEW
W F M & AR 215 H A BE & 97 % Batched SpMM % §2
%3 5. Batched SpMM &, ¥y v>¥aymnyFr 7%
AT EH, ALy Py o7 —RKAEY 2& SpMM (2
ENEITED L TEONE, Ny FHROITHIOY A Rz
DWCHYNZHWE 5. GCNs 7 V) =y a vitsir 5
SNV FHA YO IRUEFEIN D SpMM HE
% —[a D CUDA 71— 3 )VIEOH U T FIALER S 5 Z 212
EoT, EOMIIMEDERK L 71— FOVEE 3 A - OYlEE
FEHAEE T 5.

NVIDIA Tesla P100 GPU 23 &# & #17- TSUBAME3.0
%M\, Batched SpMM DMEREFTAN 2 47 - 72 K558, itk
@ Non-batched Fikidr 5 kK 9.27 %, 1 XDKE WA
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JIEATFNZR U TH 6.09 5D MEREM L2 ZER L. £z,
ANB T 2 %4751 & UTHK > 725 EITH T 5 cuBLAS
® Batched GEMM DOFEAIH1T->TH YD, 4 D Batched
SpMM ¥ Batched GEMM 125 U CH B 2 MEREZ R L
Tz F72, Ny FHA AR THY A XREDNTA—R%
ZHH U 72 B2 D Batched FiEDMEREZ L DAEA % B & 1T
L.

db B2
2. B=

2.1 Graph Convolution

Graph convolution Tl&Z7 7 72 K> F — 2 Ixd
B EARBEN I TOND. AT —RE LTI 7kEL
HEENPGZ oM, WRETSE ) — RO — FizL
T74NVREHET, RUADED LW HEEITS. 75
7% G={V,E}, 757 LD/ —KveVIZBIJ2KH
B, 74VEAOEEETHITRLW b LZLE, Y
To L ITEATINS.

yi= Y az] W (1)
JEV
Guu =18 U ET, ulds vIZHRSI Ty I B5E
2, ape =1, BIFNE0 RS, £/ —-NZT Dl
2T I 72K UTITI & LEGAIZIK

Y = AXW (2)

LR, BRRE R R OBEITS A BT LTRI N
BEHAR T FVFIR T 4 WX DESTH BEATH & O
HEEm B,

2.2 BITWNZ7+—<v b

THINDOEFEDL K BMIFIOFHBIZ B W THEE 5 X
WEBEHRETH S &S REHITHIOEEICE, [THANOE R
BEEEZHIRL, W BEE R 5EYBERIZET 5 EHR
DAZEMRET D XD ITEMZITD. JEMEIZ & o TEIATHIIC
HI20EOHEREE AT VHHEZHIHET 5 2 & 2335
AHLHHWTH O, WHIZEDETHRAXR T 4 —3 v b2
REINTVWS. BT 74—~y b UTA<S<HWS
NTW3BHDE LT Coordinated (COO) & Compressed
Sparse Row (CSR) 74 —~w h23H 5. 1T & BRAT
517 % —=v bOHERT. COO FTHOEI L nEHR
CBILT, M, VT Y IR, BTy 2 AEMEL
THRETS. CSRTIEALITTI YT v 7 A2 KD LD
TREF LD, BITORBA > T v 7 A row pointer (fic
Hlrpt) ZLRFFL72 BT, &L OEROFI VTV IR
CiEERRES 5. CSR T COO &L TAE ) M
BAPHEE NG, &7z, BEFEIV-LU - TH5
TensorFlow [8] Tl&, SparseTensor & U TET V)V id#k
bhvd., 15T X5, SparseTensor (& COO & FHL

© 2019 Information Processing Society of Japan

Vol.2019-HPC-168 No.19

2019/3/7
SparseTensor
Jal | @lblolde)
dle
CSR / COO
rpt values Emﬂa
row ids

caves & [B[6[dle]

col ids

col ids

X 1: HfT5 7 4+ —< v hOHl

SPARSETENSORDENSEMATMUL(C, A, B)

1/ set matrix C to O
2 for ; <+ 0 to nnza
3 do for j + 0 to np

4 do rid < idsali * 2]

5 cid < idsali * 2 + 1]

6 val < values 4[i]

7 C[rid][j] < C[rid][j] + val * B[cid][j]

2: TensorFlow (25 BT > V)L & BITF DFREEHHE D
Ll — K. A % SparseTensor 7 — X fiE & U CHRE X
NTWnWs,

LT —RETHY, RIEXOEEDAL VT v 7 AT
EHIDA Ty 7 ZADMMOES L L THbhb.

2.3 BITIIREEER

A, B # AJ1TH], 72720 AZBTS, BIXETHITH
5 & U756, BITABEGHETIAC = AB 2k 5. K
FSCTIX Z AR, 475 X DIEY O BREEE nnzy, 78
% mx, FIBE nx ERELET 5. 2 1Z TensorFlow (28
WT SpMM & %475 Z & W3] fE7%: SparseTensorDense-
MatMul Ol T — R %R, SparseTensorDenseMatMul
TIFEIEL O HERIIOWTIEREIE AT oh, CUDA T
Da—FDHFEIZIX, 22055 “for” V— T EAMFLL
nnzaxng DALY RERHT LI ETEALY KT &I
MAZ U CT—RIOBMEREZITS . SEMIZHATIIAND R
LEDLEEITIBIZE, SALY RIZLDAEVT A
WDOWCHAWHET 2 HREMENH 5729, atomic (ZIIE
PR % T > T\W5A. Atomic JLERIZ & BN TN
Fhid, £AL Y FOUBRIREL S, @WiIisEzE>
GPU IZBEWTHRWVWE—FNT Y AZEKT 5 T LW
REL7R5. LU s, AFRRITIIALOREAETH
DRGSR ZIEE A CTERTETWARWT IZHA,
70—V AE Y ETO atomic MHEIZ & o THHEH AR
LTW5b., £72, ALY REUTnnzgxng 225728, /N
IR DEEIZIE GPU OB\ OTE F 2SI & 725 .
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3. BEEMR

3.1 SpMM for GPU

Vazquez 512 & > T, ELLR-T 74—~y b2\
GPU A1} SpMM A D @E#E(LFE M RE I 1z [9]. GPU
DAEVT 7R AIZHE L2 ELL ROBATH 7 A —~< v b
ZHWTED, &\ SpMM HREZERLTWS. LAL
RS, COO® CSRBEDT +—<v M6 DEHEMNK
LY, REGHIZOWT—ELUEEERITDLRVE D
RUBIZBEWTIE, 74—~y NEBO I X NHPERET
DHERK LR DB,

Hong 512 & > T, GPU T® SpMM &[T D7z 72
7 #—<v b TH S RS-SpMM (Row-Segmented SpMM)
PRREI NI [10]. BifT5 % I 0 BRI - TV 2 ET
EENDA TS, ERENE G A2 DS — 3V TS
5. Zhizk-oT, EXOEEDR-> TWBEREICN
6957 —XOBEMAMELRH EL, GPU DI HE =)L A
BVANDT 7 AEHIET B LIZHIILT WS, £z,
Mo CWBEFRZHET 27-DIZEETVEEAL TS
D, Bl L L TEH @ ERERER L T
5. 74—V bOEBIZIFZNT A —ZDHEEE DCSR
T A=<y b [11] NOZHREE NS A, SpMM FHH K
EROEMIZNE2ESILDTHS.

Yang 52 & -, CSR TOE@ER GPU M SpMM F
ENREI N [12]. SpMV OFEL L TREI LTV
Merge-based [13] % H— K NF ¥ AWED 7212 SpMM (2
B A7z Fik &, coalesced A E Y 77 AR FEHT 5
72 ® Row-splitting FHED 2 D% IRE L TH Y, Heuristic
EHWSZ T ODHA—F IV EITINT & - THEEIH
DITTWDB. 2B, FHlidRE LTWBF5 091 Xidk
&L, MIFNZBWTER2IEHE S AT AR,

3.2 Batched BLAS

B H /N7 0y 2128 LU Tirbh BEHE [14,15) %
Tuy IR RO BATINCEE Y 2 EHA [16-18] (2B W T
i, 78y 2l A EIE - DOETHERE L LTk
b, KEO/NETHIFEZWET2HELRH 5. GPU
ZTMTEIN RS 556G, @0 IiFIER A€ ) NV RigE g
T2 eRNETHZZ IR, A—2NVOEEL —
N~y RHREEROMREEZETIE2 L VWO MEED 5.
TR U THAZREEL—F LT, OeFELEHO
F—RELG® F L O TUI T 5 Batched BLAS DMER X 1
7= [19-21]. Ny FNTUESTZT—X DY 1 XHHRL S
BEITBWTE, FET 2RO A M AR ORI %2 Hh
TW5. 7z, /IMTHITHO GEMM FHEZER LT 72
DDOFEEREINTE Y [22], KEDO/NMTHFEZE
AN—=Tw bbb oTITFD ZeNaEE o7z, 72, /I
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BATH 2 N & U2 BifT51 X2 b IVIEETR TdH 5 Batched
SpMV bR I N T35 [23]. Batched SpMV TIZ&TD
TP RO uEEZE T 2EDRNEEZEALTED,
WHTT 7VRHER B D TH B L EXS. TDzd, GPU
1281} % Batched SpMV TD /Ny FALFIRIZHEAIZ N
FHEDOWMFIEEBIMLZ7ZTTH O, Ny FHANOBITH]
DY A4 ARELOEEN TR DBCHEL S 5 B A
DRENEZR S NT VAR,

4. B’=E

7T 7 MEEHITY E UTHRE LGS, 77 7S
2R 5 7B AIA AR E AT 5 BRIZIE SpMM EH AT hh B,
GCNs O % # Tl Graph convolution J& % U T K&ED
F—RENHT 570, SpMM HE RO KELIThbN 5.
U UG, BATHIDITE (B0 238+ 5 BE 7w &9k
NI WEGEIZIE GPU OEWEHEMREZIGH T 5 Z &7
Wit r 725, X517, % SpMM Z[EmEIZEE X b CUDA
H =3IV DREE A — N~y RHREBEIZ R U CTHHE IR S,
I o ORI LT, /NEITFNZT 5 KED SpMM &
BDA)N—Tv h&[ELEXH 2 Batched SpMM % 259
5. ZLU®IZ, CSR * TensorFlow (ZH 1) % SparseTensor
HEDTF—XEENRE U-Hi727 SpMM 7v3 ) X A
T 5 Sub-Warp-Assigned (SWA) SpMM 2% ¢ 5. X
12, SWA SpMM 28152 27— RKAE Y 2{EHTE72
SOF vy vaduyFUIREATEERT. REIZ,
Batched SpMM (Z 8 1F % /3y FIND SpMM FHEIZH T2
FyvaynyF s EEGEHOHER, ALy FED
FEY Y —AE YOI E RS, B, 2TOHITHT—
RIZDOWT 74 —Xy FERBZITD DIFEWAHI A %
FEXE 5728, COO X CSR FDHMiAR T — X % X
Hr LU, RiwLTld TensorFlow (231} % SparseTensor &
CSR #fH\ 5. 72¥, SparseTensor TIHIEXY D EFEIZ
DWTHRAA VT v 7 ALHEHEIWEY — N YidiTbh
TWRWIZ L 2 KET 5. SpMM FHEIZB 1T 5 AT TS
DFEUL GCNs 7TV 75— a VIZBEWTIHET VO A
A&EHRL, Ny FHADE SpMM FHETD ANEFTHIDF
BB THhs L9 5.

4.1 Sub-Warp-Assigned SpMM

TensorFlow @ SparseTensorDenseMatMul 77 — % )L C
WX nnzgxng DALY REZREHL, £AL Yy R —EHOD
FHEHAEZ2ITS. 20, ng DALY NHPEIEXYOESE
WZEID M ToNDEEWIIZRD. LrLAEDES, EBO
CUDA DEETIX, £AL Y RREDIEXY O ERPFH] % H
L5000 % 7035 ETEHLOMBTEELTED, WYl
EREBEFIELHERE A>T WS, F72, SparseTensor-
DenseMatMul (X EV 7272 AIZDOWTHHEREETOE
K5, np H 32 D TIRWIGEIZE, BITFIADT
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JRAFAT VAT 72 ADGM & T S8\ & D [
MRHD, ng PEMULEE, R 32 225612,
DALY RPFAUHEELREEADAEY T 7L A%
15728, A€V T 72 AERPAFEPABZIZIING
5. KX TIHEELEEEZS UIEBITOIHIZE D Y
THALY FERAK32 ALY R, D% 1 warp IZHIRL
7= Sub-Warp-Assigned (SWA) SpMM % #2573 5. SWA
SPMM IZEWTEHE L 125 subWarp (F AJIELTHIDF Y
A1 Ang ZHLIZUFDOEDITRET 5.

subWarp = {32 (n > 16)

min2? s.t. ng <2 (np < 16)

subWarp 2 DREFL LTE Y, MHEEAIZ KT 7257
BRERFAEEZBELIANRE Y MNHEDOATITD Z b3
REL7m5. 7z, RERIZHOYTEHAL Y FHOD ER%E
32 ALy REHRT 5 Z 212k ->T, SWA SpMM Tl
Rl AEY T 7 AERPMEEHIHIL TWD. IZUDHIC
SparseTensor 7 — X &A1 O SWA SpMM 7L I U X
L%, WIZCSRANTDOEDZERT. 48, SparseTensor
FFO 7V TY) XLIEfE %12 COO ICHEAMEETH 5.

3 1Z SparseTensor [} SWA SpMM D#HHL 2 — K %
RT. FIEEYBERIZIE subWarp DAL RH3E| D YT
51, subWarp ND ALy RIZ k25 ANETHH 1T
FINDRAEY 7o XL & 72 5. SparseTensorDense-
MatMul & FIBEIZ, SWA SpMM ZFE¥ o BRZHBUZE DV
THSUERfTONT VB2, AL v REO AR
EREINTWS., &b, MO oBERIZE Y S TH5NE
subWarp A AL v KA3E U HATHEEANFRFIZT 7
Y AT BHAREM D D B 728, MEI atomic I ZE FI\WT
Thns.

412 CSR A1y SWA SpMM DO#HHl I — R %2/R9. FE
YOEEWTREMTEHEINTWS 2D CSR OFRME%
{EHHL, CSR M} SWA SpMM Tl subWarp % £4712
# Y YT B. SparseTensor M} SWA SpMM [IEk, [F—
subWarp AD AL w RIZFICIEXY O ERZAAEY T+
AZEFT, ATVETFIRHATHANDAEY) 7 27 & Al3E
il 725, 7P, SparseTensor [MIF SWA SpMM & 1k 52
720, CSR M SWA SpMM TIXH T8I~ D T 7 & A
CBRERFE LR WD, FHEI NI atomic LI %
FAWTICIET 2 Z e aaEE 42 5.

4.2 YIT7—RAEYOFERAEFryyaTOvEVS
GPU TOfAIBEITROMREM LIz WT, ¥z 7—F
AEYDFEHEAEY) 7 7 ADFAtkiE 3 Iey I B
TH5. Yz T7—RKAEVIXGPUDE SM IZFEHEINT
By, BEEATV TV AREBHTEIEDOTHD. £,
Y7 — RAEY T atomic WEHIZDODWTAHN—FRT =T
LARILVTDYR— IR RINTWSZH, atomic MF A
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SWA_SPMM_ST(C, A, B, subWarp)

// A is stored as SparseTensor data structure
// set matrix C to O
i < threadid

nzid < 5 /subWarp

cid < idsa[nzid x 2 + 1]
val < values g [nzid]
for j < (i %subWarp) to ng by subWarp
do Atomic(C[rid][j] < C[rid][j] + val * B[cid][j])
3: SparseTensor [l SWA SpMM D& 3 — R

1
2
3
4
5 rid < idsa[nzid * 2]
6
7
8
9

SWA_SPMM_CSR(C, A, B, subWarp)

/ A is stored as CSR
// set matrix C' to O
i < threadid
rid < i /subWarp
for nzid < rpta[rid] to rpta[rid + 1]
do cid + colids a[nzid)
val <+ values a[nzid]
for j < (i %subWarp) to np by subWarp
do C[rid][j] « C[rid][j] + val * Blcid][j
X 4: CSR [AIF SWA SpMM D5EfEl = — N

© 00 N O Ut e W N

ABURIHEOMWREN 2T 5 Z A agEE b, SWA
SPMM IZ B W T NIfTHI OGP EER 2 ET 2 HMN
TYz7—FRAEVZHWS.

BT+ 3TN S WIGEIZIE, SparseTensor [ 1)
SWA SpMM 1M 5-(a) IZRT L5127 —KAEY %
FHT 3. M3NRT &5, HAFTHANIERED SpMM &
BHEBD DAL SN TWERERH b, KiZ/NT
2R % SpMM FHEIZBWTIE, #EEHD CUDA H—
INVEEBDF —N—~y NIMYETERNHD LR BN
HAFIIZH LTy =7 — N ARV 2TEHT A2 L& -
TR CUDA 1 — 3 )V OiEHE) 2 2 ~ % HliE
THRZEWARRE B, —H, ng B UL ITANBITHIN
RKEWGE, —2DOALy Ry7ay I3EHT LY 2T —
RAEY RIZH 75 ek z2 ke s Z e AREEE 5. 2
DEAEITIE, K 5-(b) WRT LD, W% F A
NETEFryvaduyF U REE#EATS. A
Fyvaruy XU IR#EZE T, ADBETHICH
TEAEY T 7R ADF/FAEICODWTEHREINTED,
KEWAITINZH L TE Y 27— RAEY 2EHALES
PEREZR SpMM EIBE 2 BT 5 Z L WV AfRE L 0 5.

SparseTensor [} SWA SpMM Ti%, JEETHERED 1 >~
Ty 7 ANEHRBMENVIRETE AL Y RPRETE 201
THTHI DML T 251 VT v I ADATH > 7=DIZR LT
CSR i1} SWA SpMM TiF& A L v RAMEY T 5 i h47
PBZEDITLHDA VT v 7 AR RHRET 5 Z LW
BThb. TDRH, Y7 —RNRAEVIIHIFH LK%
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(a) For small matrix (b) Cache blocking

with SparseTensor

]
\
o)

A4

(c) CSR for larger sparse matrix

Vol.2019-HPC-168 No.19
2019/3/7

(d) CSR for wider dense matrix

Ry
N\

I
’\

E. E. fo- B [al- HE

¥ ¥ ¥ ¥

.
D

i

F.*@@

[ ]
3
]

Global Memory

I threadss [ sm Shared Memory

E Input Matrix (sparse)

3 3
L]

|:| Output Matrix (dense)

. Input Matrix (dense)

5: SWA SpMM TOY =7 — FAEVDIEHE F v v a7 vy ¥ v 7l

R0 EIER <, FsubWarp Z&Zng, 2FHHA
THIOIBA DY 2T — RAEVEROATHR LR 5.
TB#%ALVy NT7uay 314 XLL, TB/subWarp*nB
MY z7—RNAEBYDORBEEZBA-HAHITIE, K 5-(d)
m7$9~#?V/17UV#/7ﬁﬁﬁ%ﬁﬁT6
SparseTensor [IIJDF v v ¥ a 7oy ¥ v 7 EElL &
kR, AT AT BATHEFN Gz AT NG,

4.3 SpMM [if Batched 7)LIJ) X A

Batched SpMM T, #+25#EHD SpMM 1 H % —
DD CUDA /71— % )WIZ &> TH75. Batched SpMM I,
ATFHI DY A ZIZH O THF vy vaynay 7247
5 DM & & SpMM FHEANEID Y THE ALy FEDOHR
EEITD.

SparseTensor [} Batched SpMM Tlk, /Ny FHNDH
IO TmARY A X, DF D maxicpatch ma, * np 123D
WCHFyyvasuy XU IOMEmHENNT 5. AJ{T5
DY A XL TUTFD 3 DD —ANREZ N5,

(1) B—DALy RT7ny 7 PMEHT 27— NAEY
R IT AR D #H S (K 5-(a))

(2) Fvvvaryuyx v Imdbic ka8 17505
B—DALy R7ay 7 0EHT 57— RAEY
Liz#k 5 (Figure 5-(b))

(3) FvvvayuyF v rE#bE#EHAL TEHSHEN
THIY 27— R AE VTS 20

2B, % SpMM EHEICHID S THY 2T — FAEY D
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K% 32KB & U7 & EOHRE SpMM GHHRIZEWT, (3)
Dr—AlEmy > 8192 L7225 AJTHITH DB EDATH
5. takFIEDH B SpMM FHEICK T 28y F i
{BIEARF L DN RINTH D, Batched SpMM TldE> =7 —
RAEVZHORWA—FIVEERT S ZLI2L>T (3)
ZOWTHMIET B4, KX R LT 2 DI3/NHITF]
\ZB9 % SpMM MR TH 5728, (1) & (2) IZDWTH
T TR Z R 5. Batched SpMM TIE&/7HE L < I
W ATHIZEE T % SpMM FHEIZRH LT, —DD ALy K
Tuy rEEDYTE. Fryyiaduay Xy TEREiD
BHIEIZDONWT, —ALy K7y 23T 5 =
7= RNAEY RIS ROV ITHA Ny FRIZ—DT
HEHBEEITE, Ny FHOTRTD SpMM FHEIZH L
T, ¥yvyayny R IR EEHT 5. HlxIL,
HREREIZC 100 ® SpMM # 8 % Batched SpMM A3 FE A7
TEGEEREZEZDL. FEAVYy R Tuy 7iZEb Y TEryx
T—RNAEVERIL KB &5 5. Ny FHAOTEDOH
T2y 27— RAERVICHE D Z L 230HE, DD
ma *np xsizeof(float) < 32x1024 DI, Batched SpMM
X100 DALy KT ey 7% &8 L, & SpMM FHEIZ—
DDAV R7myr&EOYTE. —FK, NvFHDODH
% SpMM HED AN F v v ¥ a 70y F o PRl b
%tb 15 % — D DTN R EIT 2 BN D B

e 21X, Batched SpMM TIX 200 DALY K7a v 7
%E%ﬂb, HZAVLy RTay 7% =DM T 5
SpMM FHEIZEI D YBT3,
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CSR [J Batched SpMM T, £ SpMM FHEIZHE L
BBALY FEUL subWarpxma £725. B 5-(c) PR
510z, BETLAL Y NERADBATHOY 1 ZIZGHU
TINS5, CSR[HIJ Batched SpMM T, B 5-(d) 23R
T, ng BREVWHATOA, FrviasoyFy
Jidb AT 5. ANETHIOFE ng DBH4IT/NE
WA 21X, Batched SpMM I max m 4 * subWarp x batch
DALY FEE2KE LTEHTS. Ny FHNOHEIITTSI
NxyvvayuyFrrgwEltzEnEe L, HAT5IN
FIA AN p EOIAITHN RS N 53561218, Batched
SpMM (X &/A& &L U T maxmy * subWarp * batch * p D A
Ly RZIEETS. Ny FHNDATEITHIDOITE ma ZiR
D 23 5354, CSR MY Batched SpMM (X#EFEIZ AL v
RE2EHTLII2h2D, ZOXIBRFAL Y Nidk
HULTELIIKRT TS0, HiEICS R 58 IIM/NT
H5.

5. VAT

Batched SpMM OB ZMEET 572012, TV X LI
AR U 72475157 — 225t U T SpMM M RE D §Tfi % 17 - 72
PEREFEAMIZ B W TIEERE T2 K¥ D TSUBAMES3.0 %
W7z, CPU & U T Intel(R) Xeon(R) CPU E5-2680 v4 @
2.40GHz 7 2 %, GPU 12 NVIDIA Tesla P100-SXM2 GPU
NAREHRINTWS. b, FHITIX GPU % 1 EDAMA
W7z, Tesla P100 GPU i SM % 56, CUDA 27 % &f
3584 fEFERK L TH D, Him /N> Nig 732GB/sec ® HBM?2
% 16GB A3 4. Shared memory I& SM # 7= » 64KB,
L2 ¥ v v ald GPULKT 4MB TH5B. OS & SUSE
Linux Enterprise Server 12 (x86.64) T& %. CUDA &
ver. 9.0.176 TH 5.

AR TIE, —EIZAURT 5 BITHIREG R O % batch
ELUTHHMT—2E24EKL, £8THO SpMM fFHEZ5E T
5FTCORMZEIETS. 7V X LEKT 2HTH T —
2L, WENT I I7F—RTHDI Lo IEHfFHIEL,
17 (=51 1 X (dim) & nnz/row /37 A—X & LTHE
B9 5. FELOBEITSTIITRELRS. £72, BITFDF]
B (npg) BAKKIZNSNT XA =2{INTWS. Non-batched
FETIENY FHNDE SpMM G %2 BIRIIIZFETT 5.
Non-batched ¥k & LT, cuSPARSE 71 75U ® CSR
M SpMM B#z FAWTE D, “cstmm()” & “csrmm?2()”
AL, B#ERBH D% “cuSPARSE” & UTRT. X
T, TensorFlow T® SparseTensorDenseMatMul % & L
7= SparseTensor JZ 2 TD SpMM FH8 % 5245 U 314fi L 7.
Non-batched (2%} L T, CSR [} & SparseTensor [All} D
Batched SpMM % &N Z N3 L 7z. 7z, Chainer %
AL ZEZRTOREFEE F 475 Y Th 2 Chainer
Chemistry [24] Ti&, BiMHE % £ - BT822 %1751
EUTHS ZETIAEIREZ T > TWa. AFHETIX, AN
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BATH 2 BT LTHRS 2 212k % cuBLAS 914 751
@ “gemmBatched()” DMREFHEIZ1T > TH Y, “cuBLAS”
¥ UCT/RY. Batched GEMM BI%ZZ 8D GEMM &4
ENT 5 Z it INTE Y, GPU OFE Wi
NEEHATZ2ZEPARETH S — LT, BRRMEEZROT
Iz U CHEAT 2720122 0¥ nREP Y o &)
Tbhd. 28, RFEMTRITFIFED ZL—Ty DA
%9 7%, Batched GEMM @I & > T, BfT¥% BT
e UTHREESTA2HELRH D, HMBELULTAETIHHRE
Bhzgl sk d. EBEOT IV r—rvaryrIAt%
ZRUZGE, BT UTIRETAZ LIZLBAEY
ERAEOEMNE GPU REIZF—X 252 & %2 N#IC
I, #EELUTCPU & GPU DO A EVEREZE BRI
TR VWHSMEEAELUIES. MEEIZ FLOPS TRLTH
D, 2xnnzs *xnp/exetime CHAINS. HETHZHD
WWEBOEGTRTH 2720, 2 OXuHAEN MTbN
5% “gemmBatched()” IZD2WTH Z DOMWREFHEFIRICHED .
Batched SpMM & Batched GEMM Tl T /N1 A E D%
IR T—=BANDT 7R ADDITHA VEABBETH D
%%, Non-batched IZHBWTIEH A M A EVIIZRAE I N T
WBTF—RERoTWS., MEEIHMEIIZIX, KA v
57— REHIDBEAN - TN AFO A€ Rk E A
DTW5S. B, TRTOFMIEFREE I T 7=,

51 GCNs 77—y avaELiET—49ty hTO
A

FEBED GCNs 7 7V r—>a v THOWLNTWS T —
Ry b [25] IZEEDWT ANBATHIDINT A — R 2% FE L
THRR U 721757 — 22 LT, SpMM MEHED §Tli % 47 -
7=. B 6 2R T & SIZ, % Batched F%i% Non-batched F
FIZH U TEWHRTOM R EZER L 72, & SpMM
L% BIRIZ LIS 5 Non-batched LTI, WM
AL, OB UFKAET S CUDA 7 — 2V EEHZ X 5
A==~y RODIZEMREZERT 2 Z &R
Lo TW5. FXMIZFEITS %5 Non-batched FIEITH L
T, Batched SpMM I 6-(a) IZBWTiE np = 64 TH
K9.27 %, B 6-(b) IZBWTIX ng = 512 THK 6.09 %
DOYEREM E2 R L7z, K DI 21T 5 720,
NVIDIA GPU @iF® 7a 7 v 4 5 D—2>TdH 5 nvprof
Z W TH SM OBM@IR sm_efficiency O 3 % 17 - 7=.
6-(b) D np = 512 IZH VT, Non-batched FETH 5
TensorFlow T® SpMM @ sm_efficiency i% 35.51%TdH -
72Dizxf L, Batched SpMM @ SparseTensor [}, CSR
FFIEZENZ N 89.07%, 87.87%TH Y, Batched SpMM
2 GPU DOFtE Y Y — A& SRICEHTkTWs Z e %
RLUTWS.

AFHIIZ 3\ C cuBLAS @ Batched GEMM (¥ B At
EEATVDIZHEBEDLSTEWAL—T Y b &R,
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Column size of right hand matrix

(a) batch = 50, dim = 50, nnz/row = 2
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Column size of right hand matrix

(b) batch = 100, dim = 50, nnz/row = 3

6: GCNs 7 7V 2L 7= T — X &y MIBIT 5 HTHREGHEERE DT Batched SpMM (ST) & SparseTensor [ 1}

Batched SpMM D#EHE % £ 3.

THUIARGHI TG & U7z BT AVNE <, ¥ uEtEOE|
EWINS Ino 72720 TH B, BRI Z R D175 % 81751
& U TH S Batched SpMM &, ng B REWESIZHEWT
cuBLAS (25 U CHEREI COBMMEEZRLTE D, X6-(a)
D np = 64 1ZB1F % cuBLAS (253 % Batched SpMM D
MEREM LEIX 126 5 TH Y, K 6-(b) Dng = 512128
Wk 1.43 5D MEREI L%/ U 7=, Batched SpMM (2
ko THAET S CPU & GPU MDD X £V #zi%ld Batched
GEMM THAETHAEVIREL KL TELL, GPU kT
@ SpMM HE D EL TR A REF WG E B W TIRlE
DI ==~y NHPEREICH U CHERIZ 22 5. T DORER,
ANBIFHIOFE ng DVNZWIEHEIZEWTIE, Batched
GEMM 73 Batched SpMM (28 U T & \WEBEME %2 R L 7=,

5.2 Batched F& 0 BT
ANBATHIDINT A= RPNy FH A4 X% EHU 725
@ 3 D® Batched F%, cuBLAS, Batched SpMM (ST),
Batched SpMM (CSR) D68 FFAli#5 K % =9, X 7-(b)
& (d) & batch #ZEAT-BEOMEREAEEZRLTED, Ny F
YA XDEINZ & > T2 TD Batched FIEDEH W AN —
Ty M ER/RTVWBEI L ZRLTWS. batch =50 DK, \»
1D Batched FIEIZDWTH GPU EOTARTO SM %
2 THES5T, GPU OEWEREMEEZTEHT 2 Z L HHk
TWVWiRW—T7, KO KERNY FY A XTHS batch = 100
TIE TR REI L, SOWEREEZZERL TV,
TOLA, DED (a), (b), (c) EETNEN dim —
32,64,128 TOFERZX LTS, AHBIFH OV 1 X%
WARkEESZ2IZX>T, CSR M} Batched SpMM &
cuBLAS 23E\WIERE R R L 72, Z OMLFMERE M _E X3
MOBGEIZHKTH2EDTH Y, CSR [T Batched SpMM
WX ATBATF OFFBU LB L CREENS 2 A Ly REDsE N
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U, GPU TOETHMELENRSIND. cuBLAS IZDWT
H AHBITHI DY ZBERIZE D TUHSIEA BN T 55,
sparsity  [ERFZEINIS 5 7212 CSR [l Batched SpMM
U CTHERER ERIZ/NI W, 7B, SparseTensor [A
I7 Batched SpMM TiZ AHBRITFI DY 1 XBEKIZ & B
BEZRLIZRAZIF Sheh o 7z, SparseTensor [All) Batched
SPMM (2B WTH, ATBITHI DY 1 ZIEKRIT K B M FIEL
BINIFET 20, [, FrviadoyFrrick
5ANEGFIOSEE ML, #ERe L TH—FLnER
ANDAEYT 7 EAPEMT 572D THdeELZONS.

7-(e), () IZENZE N nnz/row = 1,5 TOVEREFFAMHE
B %/R7. Batched SpMM & & W TH B AT LT,
cuBLAS 3 & D TH D AN U CTHREDENMEZ R L
TW3. nnz/row BN WEHHIZEWTIE, SparseTensor
MY, CSR MW D Batched SpMM 7% cuBLAS 12 5t
UCTHRERIICBAMA L > T WA, —H, nnz/row DK E
WIGEIZHBEWT, SparseTensor [7 1} Batched SpMM Tl
atomic WHRIZ LB ARV 772 ADBEN L DL FKAET
5 7R EAHIBR X 5. CSR MY Batched SpMM
I& atomic WEL %2 & F W72, B ANBITHNIIH LT
b rEWERZERLTWAS.

5.3 1T EICERB/NT A —FFEE TOF

Ny FINDBITH T — X DIRTEER nnz/row M 1514
IZHR 56 TOMREIHNiZ 1T > 7. K 8 (T batch = 100,
dim = [32,256], nnz/row = [1,5] TOFHEFEREZ RS, 72
B, “gemmBatched()” TIE/ Ny FHNOTFIFGEREIZHEWT
TRTOITHNDOY A ARELVVBELRDH 5728, ARG
5% cuBLAS 249 5. Ny FRDITHIT— XIZIESD
END BLGEITHBWVWTH Batched SpMM 13 Non-batched
Fiki o OKREHVERM L2 RLTHY, np=1024128
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Column size of right hand matrix

(a) batch = 100, dim = 32, nnz/row = 3

Column size of right hand matrix

(b) batch = 100, dim = 64,nnz/row = 3

Column size of right hand matrix

(¢) batch = 100, dim = 128, nnz/row = 3
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Column size of right hand matrix

(d) batch = 50, dim = 64,nnz/row =3

Column size of right hand matrix

(e) batch = 100, dim = 64, nnz/row = 1

Column size of right hand matrix

(f) batch = 100, dim = 64, nnz/row = 5

7 I VA LER LT — & &y b TO Batched FiEDMERE LGl

7 | =¥ cuSPARSE
2 1 —— TensorFlow
—A— BatchedSpMM (ST)
5 | —*— BatchedSpMM (CSR)

GFLOPS

2’ 2° 2° 2 2°

Column size of right hand matrix
8 IVRLERLEZT—XEy b TO SpMM 14
(batch = 100, dim & nnz/row I{TFIHIZEL 5)

WTEK 3.29 fEOVERER % B L 7=,
6. iEim

(LW B % B D T2 Bk % 72 50 B~ D BT 2 ) T3k
DOHAIZB VT, GCNs BEWRFHMHEZFEHLTWD.
UL S, WHEMEEDIZEWTIERZIZ 4 it
DBRINTEST, NEWVEITFNZET 25 H 2 K&IC
TOBEDHS GCNs TIE GPUREDT 7T L —X %
JEHATETWARVWE WS DD D, KRR TIE, Kot
PEAREEO/NE WEITH 2 G L O BITHIRIER %2
GPU 2 T—§5 U T#IRNIZ4T 5 Batched SpMM % #E %
Uz, F£72, & ORI SpMM DR %2475 72D
#7272 SpMM B FIETH % Sub-Warp-Assigned (SWA)
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SpMM Z#RZEL, ¥y vyaymyFrromuElizksE
FrEDdE:2H > T, RN 27— R ATV OER%
FEHUZ., 7V R LERL 78] 5T — & % H\W T Batched
F & Non-batched FHEIZDWTRY F v — 273 Hli2 17 >
724558, Batched ¥ 1% Non-batched T & B K 9.27
fEpMEREM & R L 7.

BiFE  AHFEO R, JST CREST(JPMJCR1303, JP-
MICRI1687) DX % Z I 726D TH 5. AWZEDO L,
PERRWT - R KFEM B Y I F—XEHA—T VA4 ) R—
a3 v 7HKZ7 MY (RWBC-OIL) OiE# & UTEML £ L
7z, RFEO—#IE, MREET Y —TATF1—F KT
M) e DEIZEE UTEBLUF LZ. £72, AFKIZD
WTELKDIHE%R FE 572K (NVIDIA) (2 &
WL 9.
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