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B Xtk & BB U 7= Mini-RTS O ¥ 78BS 0D 3k 2

TR RN R B

BE . s 13 Atari 2600 R X DET AT =L TEHL DI 2O TS A, Real-Time Strategy
(RTS) 7= lzBWTIE, #ibFE 2V ALIZEZABO by 70zl cETwiwn. ZOHH
D—2IZ1F, RIS 7 —ADWEEMIZER R 1 AT —LATHBEARTIENTEY, mEHEDKEL:
Wz N WS ZeNFEITFSND. AR T, PERMAO RTS 7¥'—A4THS ELF Mini-RTS % K&K &
U, —f&® RTS 7 —Llff% 52 57-DHE 4L LT, Mini-RTS % ZAZHEMMS—LTHB L
AR UTT — LEEmRNR T 70— F TEBIICMAE RO, &0 BAERRICIE, Fv ¥ 2GRz ko 5
FHETH S Neural Fictitious Self-Play (NFSP) 2 AKAME L billAGHbESNE L 2R L, Ik
Mini-RTS 289 2 Z & THBE 2 513U 7z, EBROFER, HRAEEZ AaG 72 NFSP & Mini-RTS
BT BRI WK ZRD B Z e N TE, H»OFOEEMEE IER O H N2 v TEHEIEY
THILTHEIEONE Z EARINS.

Computing Equilibrium Strategies for Mini-RTS with Self-Play

KEIGoO KAWAMURAY®  YOSHIMASA TSURUOKAZ

Abstract: Despite the notable successes in video games such as Atari 2600, current Al is yet to defeat hu-
man champions in the domain of Real-Time Strategy (RTS) games. One of the main reasons is that an RTS
game is a multi-agent game, in which reinforcement learning methods cannot simply be applied because the
environment is not a stationary Markov decision process. In this paper, we present a first step toward finding
a game-theoretic solution to RT'S games by using Mini-RT'S, a small but nontrivial RT'S game provided on
the ELF platform, as our testbed. More specifically, we show that Neural Fictitious Self Play (NFSP), a
game-theoretic approach for finding Nash equilibria, can be effectively combined with policy gradient rein-
forcement learning and be applied to Mini-RTS. Experimental results also show that the scalability of NF'SP
can be substantially improved by pretraining the models with simple self-play using policy gradients, which
by itself gives a strong strategy despite its lack of theoretical guarantee of convergence.

INTWB (1], 2, [3]. LALEDS, VU TIVRA LA

1 @&Lok 77 Y= (RTS) 7' — LD T, #Wib¥EH %AW~ Al
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AETRTDTF—LIZDOWT AR ZBZ S A3 7 HER
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BEZAED Ny TT VA YDEZ LE > TWZRW [4].
RTS 7' — &%, F = APPEIH < £ ABER eI s
AR OB RTHDZLEZSNTED 5], [6], Z
D RTS F'—=LIZBVWTHRWT LA Y E2RDDFIENEE
nNTWna.

KB RTS 7 — L2 B Biize 2 shR & <475 72012,
WL DD DI — ABBAMER S T WS [4], [7), [8].
HALFE DM E EERIITIZODT Ty N T+ —LD—
DT»5 ELF (Extensive, Lightweight, and Flexible plat-
form) [5] TlX, Mini-RTS &IEEN %MD RTS 7' —
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LPREINTVS., 2O =L RIS 7—L2 LT
N TH BB DD, fogof-war ¥ VYV — AEMR Y
RTS 7' — L DRE §RATHRELTE D, »2RFOM
DT — LBREE IR U CEEIZEIET 5. ARI%ETIE, &
D KB RTS 7 — L% b DHE—~HL LT, Z0
Mini-RTS 1281} 57 — L RN LR TOME2 kD 5 Z
Lz HfEY.

RTS 77— ZBIT 280 T LA Y E2EKRT 5720121,
HRRE WA ML — R A7, U TN R A LaRERE, B
IR DIGE R L, bhc REERPHEEL TW5S (9], [10]
N, KR TIEED D bE ANBMEE RN RE T 5.
RTS V=LA EDEANET —LTHY, #HT S
TUA T o TRENPRMIIER TlE v, Zhi,
BALEE D BRIE TN U TR B IED— D TH S Markov
Decision Process (MDP) #IZX§ 5.

S N — LT E %2175 FHEL LT, BN
(self-play) D% 505 (6], [11]. &b Bl H AT
X, BTV AYRRERICHTE T LA VT3 2 ®% &
KT 2 L5112 ET 5. HEARKTIE, &7V YRE
HIZ (rational) FH L TWT, 2»2FDOFEFEPPKIT H
i, TOWIEOMIET v ¥ afick s Z e s h Ty
% [12]. L2rLAadis, HOWETIREE PRS2 (RGEF
F7 <, FERICHCRE TIREIT 2 MBIl TS [13].

Heinrich 51%, ZhoDFRE FRAMICRLLT 7
O—F & UT, 77— ALHEROD Fictitious Play (FP) (248
LT NIV XL E %MW TIT S Fictitious
Self-Play (FSP) &IFXi s FiEERE L2 [14]. FP 3w
KOPDEEDITLTT v ¥ 2 GHHRIRIZIDURS 5 Z & A
GEAENT WS 720, TOEMTHS FSP bl OHD
W AT RO PCRT 2t tm e Ex 6N b, E
Bz, FSP IZHEEZEEDOFERL VWL DPOWRZMA 7
NFSP (Neural Fictitious Self-Play) &, ##iR—H—D
T LBBIIBWT, HAHERZ WS Z &7 RN
F v a RIR 2155 Z L ITERY L7z [15].

ARHFFETIX, T @ NFSP (Zxf LT HEKARE (policy
gradient method) 2VEHTE, PO ZDFHEEZHWT
Mini-RTS O¥Mif##EG2 LN TELZ L &RT. £z,
HRAREEHAGEDLESZ Ik >T, NFSP Ox v
T — 2 ZBED self-play DFE CTHBIEETES LD
28D, TNIZL->T NFSP 0oZHE#EZ2Am EIELN
52 %mRYT. ZOWRERIX, BRLDOHBROHIHTIHEA
%% RTS 7 — L DYfiifif % Kb B T L AT U 7258 T &
D, LEdoTE &R RTS 7 — L% -ODEHE
BE—HTH L.

b 52
2. B=

2.1 &1b%¥&E & Markov Decision Process
miLFECIX, BEOETLELT MDP 2{KET 5

Zeh%\w. MDP BB £ Bk rE TR,
LA VIZERZ ¢t TRE s, € S 22D, GIEFE
A LOWERSAEEZRTER 7. SxA - [0,1] 5
78 a; € A 2BIRT 5. ZOBE%EHE (policy), H
B2W0IEE AN — L O XAk TIREEE (strategy) & FEX.
BREE & BRI N7 ap 2FEITL, REEBHK
T (s¢r1]se,a) ERIBIEC R (req1 | s, a8, 8041) ZFHWT
YRR 51 WM rpy 2B, LA YOHMIE, BH
MR B[R] = E Y00 g resn] 2ERAIETZZET
H5.

HETVATYROSRTKATERNE S WIRELH
554, £ ® MDP BBEIL Partially Observable MDP
(POMDP) ¥ IFi¥h 3. POMDP BH &, =513 2 Mk
FETI, TV VIEEBH o = O(sy) 2D, 17H)
a € A ZWIRP ST Y TNT BT L TERT S, BIK
O BEE ODEDRE s o TV 1 Y ~OBHl %5
ZBBETHD, T YO © IRREETIT AR BN
9 2.

MDP BREEDIREE s I2DWT, s TORFELIFFHRINZ #
SRBEMIERIEL Ve (s) , s 25478 a ZH - 72D RHE
HARFERIN % 22 AT EMEREEL Qx (5,a0), V IZHT S5 Q O
Ff5£% K9 advantage A, (s,a) &, AN TERT 5.

Qr (st,a) =E

Z 'Vkrt+k:|
k=0
Va(se) =Y m(als)Qn (s1,0)

acA
Aﬂ- (St, (Zt) = Qﬂ- (St, llt) — Vﬂ— (St)

2.2 EREEST—LA

AIFZETIE, RIS 7 — L% BB —LE UTHS Z
& THIROFE 21T S . EREL — L3S ABO R5E
PERT — LREERTETVLO—DTHD, 7L 1Y
PO RIREEZ T —LRD XS IZHS Z L TRIEBER 2R
B 5.

BRI — 2B WTIE, &7V Y283 LHIRED
TRTEBRTE 2DIFTIERY. LAY i 2ORT
KAITERWE S WREBOEE ZHRES LITFY, (s)
THRT. HETVAVIE, BEBRES TN T 2ITH DR
DA TH L& m, 2RO, £/, $XRTOTLIYD
RO © = {m1,-- ,7n} ZHEIKR T BT 7 AV LRI,
RS 70 7 7 A VTS B & T LA Y O MR R R &
Ri(m) £ &RFELTD. HETVAY i i220T, i SO
T ={mj|jEN,j#i} BEEL, TOWKIZHT M
i BRI 2 SRR AL 9 2 M 7f = arg max [R; (m, m—;)]
EEABLE, COWBE 1, (AT B REIGE WG
WS, §TRTOT VA Y OWIED, H B ORTIR L
THROEISEIEIZ R > TWB XD BRI 71 7 71 L %,
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F v ¥ 2 IR & IESR

TLAYD 2 ANTHD, DOEIZHRMOHNMN 0 THD
L&, ZOT—LEAFENT—LTHEEND. Tz,
ETVAVYB—EHNL - REBE2ITRTHBLTVWE L
&, T — LI (perfect recall) 7 — AL TH B &
Wi,

BRI — Nk, 5TV YICEAL, Zofio 7L
1Y DK ZEETSHZ LT, POMDP ThHdLARKRTZ
EWMTED., X5IT, TOT—LWPRETLEBT—LTH S
L&, ZOT =L MDP THRLARTILENTES.

2.3 Neural Fictitious Self-Play

Neural Fictitious Self-Play (NFSP) I%, FSP OR#uA
are LT, =a—I V3% v h7—2 & Deep Q-Networks
(DQN) [1] ZHW/=HDTH 5. FSP I%, AR — L
BT 5 F Y a gl % KD 5 FETH 2 Fictitious
Play (FP) #EBHE S — Al b#EHATE S L 51L, 56
B D FIEEAWTT — 7V TRhnE ST —
LZHHEHTEL LU DTHS.

FP Ti%, #9038 U self-play 27\ 2D, &4 7L —
Y a VTHFET VA Y OSFIHIE (2T 25 fo i B g %
FET S, MR, &7V A VI I E T O R g
DL R MR % EIR T 5. FSP TiE, ZOFEDS 5
RIE ARG & K& 2 5 & s b T, SRR & ke
LR EHEH D FEHTEMT S LT, TRTOHERE
BITBT MRS R LREE - HH LR ER S Rnen
SR EMHEL DD, BHOBWAEOTVIY A L%
HHTE5L51CLTWS.

FSP 13555E ORI EHE O F KA U7 WA R 7V
TVALTHDH, ZIW=a—Frxvy hT—=212k%
WAL - Bllid 0 FEEEH LD NFSP THh 5,
7z, NFSP T3 0 #EHDY > 7)) v 7 )ike e
5717, BHE D circular replay buffer Ti7%: < reservoir
buffer Z iV TWVWS. ZhiZk>T, AROAEY TH
TR RN SEHRTYH TV VI UTRRET A Z2H
TE, FHHIROFREZMELITAD L DITHR>T VS,
7z, NFSP CRREMiD Y EEHHHTFOLAIT & b Bifguz
KIGTE D EDI2T5720IZ, anticipatory dynamics [16]
ZHWT buffer NO T — X DA E1T>TW 5.

2.4 Proximal Policy Optimization

DQN @ & 5 7% value-based 7 FikiL, RN T 1
YaRBETERWz0, Hhd 580 @HOH MK TIE
Ty ¥ A HHRDIFAE U2 WA REMED S H 5. NFSP 12 5#
T5Z & CHIBNIZHERNR LAY 2RETE2Z 21T
E 5N, AWK TIEE D EHMIZ, policy-based RFIET
% % Proximal Policy Optimization (PPO) [17] % 5#{kF
He U THWE.

PPO %, Trust Region Policy Optimization (TRPO) [18]
ZHAAAL, MEEEE LTI & NN - HEH TH
EXHZFIETHSH. TRPO TlE, surrogate objective
function &MEEN 2 HHBEEZ, 354D TRAMET
% L CHIBDER 217 5.

Z OmEALRIEIC B 1T 2 HRSRME, WRSHPT— X
R OMERSAEN ONANT ET, T—RITHTE2HEHN
HDNRIA =R BT E 2D C7DIBEAINTY
%. PPO Ti¥, ZOHMGRMEBIZHERDZY) vy YT
WCEZHZ TWa. PPO TIXBAIT O HIEE % Hl# 5
B UIZERRIS 5.

L(0) = E, {min (rtflt, clip(ry, 1 —€, 1+¢€) /Alt)} (1)

mo(as | st)

o (ar sy EBUEDHER D IT O I
THHTHY, e lZHDOLEERDSELEWE, A T
advantage A; DHERTH 5. ZDEE LREIZ TRPO
DOEEHBEIZHARTRMTH D, »DEERKIZ TRPO
0 EWHERER D Z EAHISNT WS,

ZZ T, re =

3. ELF Mini-RTS

AFEDOHMIE, ELF Mini-RTS (28T, RO T
A VIZHERI NG WK S BRI E RO L TH B,

Mini-RTS (28175 7L A YO EHWNIX, BEEERL,
HEOREMAWET L2 THE. ET LA VIZEHSDHE
h, BEEOI=v b, ZTLTYVV—RAEFK->TW5., 7
LAYIRVY —2A%2HBETHI e TRE2ERTE, 22
HizRLE2%ED VY A2 HETLZZ L TRELZERT
X, BEEIZRTEREDVY —RAEHBT LI CHERE
LZEeNTED,

Mini-RTS &7 L — LA CEIET 5. LAY IZK 7
V—ALTEI=Y MZEDITEN 21T D Oma%ED, %
NS DIFEDETINTEREDER L, FiizRBlllanks,
EWVWSYA N EBOKTZE T —LDBEITT S, T —
LIZIF fog-of-war BB D, BHIZEZDI=y M2 5JE
FIZDOWTOARBEIAEETH 0, MDD IE~ AT D3
S5NTW5. LENR->T, 207 —LIFARBEERYT — A
THh5.

et 1z 27 VEIIBEISES] EWVWo R
RS EET T AR DIZ, Mini-RTS Tl W TW5
Rlhizh&e@fsys] TRz ET 5] CWwo7z K
Bl GaaZ2EBNT 5222 TE5. Zhoombidea
=y MZFRKRIZERAT 2. fSH07z0), RFETIEINS
DRI 2@ DA Z AW, BRIz, L1 vies
TV —=LTIDODTHEHIN»S 1 D2 EINT S, TONRIL,
R BT 2T 4 T (St - ey - EENRE - ERE
HRED), WRIZEAS A1TENAY 4 FRAE (R, HEN TR, K
BUTRKS, HithZ2E 2), fH LAWITEIN 1 flfHE
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RoTW5b.

iz, BENS TLAYIZEZASNA8HMIIE, 7 — L
H%E 20x20 DZ Yy NiZp#EIL, 207V Y Rizdhd
ATV PREMOIE M AT E % KT 22 x 20 x 20
DETH 5.

4. REF%

AWZETIE, RTS 7 —24b% -~ AEMNSELLIRERE Y —
LTHBEARL, HERNBOFEEEAT 5 Z & THE
g2/ 5 2 2HIET. RIS 7F—Ailid2{na=y
MRTFEIELTWVWED, TLAViZTRTOa=y FDOEH
E/BIENTE, POITRTOI=Y MIfimzHTZ
EMTED., LEW->T, LA YRZATHNE, B
DAERMETEILTIDT —LIZANEMT — L2 A
BREIELMWTES. £z, Tl LMD, fog-of-war (Z
o THMPHBE XN TWE LD, ZOF —LIEFR%ESE
HWRT —LTHDB. 1T AED RTS 7 — LI 72 7
L—LTEHEINTEY, LA VYORBREN+HEY
NIXZNIZERIZFRZITOT—LTHDLARESLT
O, ZOT—=LIZEBHEY—LATHBELTH LW, 7F—
LPRELETHE0ES0E, T v a@E0OBH %
FTARTHBELTWENEI PIEET D, ZOIZ2IZoON
TIIE 6 itk s 5.

SERNEHRS — AT, FydalaliTd b &SR T
07y ANOFIZ, TRTORBIZE W THEEMNIZITE %
WETBEOBME T O 7 7 A NDH B VRSN TWY
5. LDLEARS, AERERTr—LZB0nTlE, £0k
ST 0 T 7 A MG —RIZITFEIE L. HEER TR
W (RN TV Y 2@ O N TE/5 72012,
AWFETIE NFSP 0@fFEFE 7LV IV XL e LT, FHikK
Ak —FTH 5 PPO 2\, Zd NFSP & PPO
BHAGOELEZTILIY XL ZTILITY XA 1LIZRT.

ZOTNITVXLTIE, THZIET IHBEEH 2T
SEBMI—N Ny 7 LTE T, &SNS, 1017H
DEATY FIZBWVWT, &1 TREBOTY—LAL Y R
MRIFFIZET I N, WTFnh0a—L Ny 723752y
FrlHIZMUHEIN5S.

AWFFETIE, T—LAVARVATD; 2871V piZ
DWCUSNZER L, FEfTFL7Z. KA1 VAR VAT TV
1Y p BEALFEEZ, ZhND T VA YD D FE
> TITEIL, & T, TERTLAIY p OADFEEEITS
21U, ZoTVT) XL, &7 —L0SkiE Tk
LN H 0 R ERIRL, KTV Y EEMHES &
WHIED NFSP O 7L T) AL EIFKRESEZ>TWNWS,
FTDTIVITY ZALTIE, FTVAY pld4FEEORERT —
RERFHIENTES, T8bb, (1,,71), (7pB_p)
v Boymp) s (B Bp) THB. 2T, 73D Y
FEE, pIFEIEEERT. £/2, plE LAY p %

7T XL 1 NFSP with PPO

I'={T;|i=1,2,---,N} is a set of Game instances and N

is the number of players

1: function MaIN(T', N)

2 for p=1,2,--- , N in parallel do > p is a learning player

3 T'p.Initialize()

4: I',.RegisterCallback(p, Trainer)

5: T'p.RegisterCallback(p, RLActor)

6 forg=1,---,p—1,p+1,--- N do

7 I'p.RegisterCallback(g, SLActor)

8 end for

9: repeat

10: I'p.DoStep()
concurrently and a corresponding callback is called at a step

> Multiple games are executed

11: until Time steps exceed the certain limits
12: end for
13: end function
14: function TRAINER(p, batch)
15: {ST,AT,HT,RT}{T:t’M’HT_l} < batch
> State, action, probability distribution, and reward
> I1; is a probability distribution of NNgy, at ¢
16: Calculate Lrr with eq. (2)
17: Memorize {S-,II;} in buffer Mgy,
18: Sample S, II + Mg,
19: Calculate Lgy, with closs entropy
20: Optimize NNgrr and NNgy with Lrr, and Lgy,
21: end function
22: function RLACTOR(p, batch)
23: S < batch
24: ™ < NNRL (S)
25: return Sampled a + 7
26: end function
27: function SLACTOR(p, batch)
28: S <« batch
29: m < NNgr(S)
30: return Sampled a + 7
31: end function

<&V vERYT. £ UMIEED off-policy ThHhh
i, BEM B, TIHELT —X7ZF TR, mp - T
TEU T —XEbEEICHWS Z &R TES. LAL
B S, B UL E A on-policy THNIE, (1, —p) 1
BALZHOZEFIZITHANWE e TERLSB->TLED.
Blid 0 FHLEHD m, > TTEIL 72T — XI3FEH
WZHWRWD T, #LFE A on-policy DIGH, 7KDT IV
TVALDEEFTEEZL DT —XDBWEKIZR>TUES.
IhEBTB70, TVIV AL 1 TREEILZT LAY
DAL B > THEFZITD LD ITR>T WD,

16 THIZBWT, Lgp & PPO LRkIZ, MTOAT
FAHEINS.

['RL = Epolicy + a['entropy + B["Ualue (2)
22T, Lpoticy 33 (1) TEIN S PPO O HMBH %
—1fELZBDTHY, Lentropy = ., mo(a|s)logmg(als)
TV A YICBEREITDOE27-ODEALIETH S, £

-207 -



© 2018 Information Processing Society of Japan

The 23rd Game Programming Workshop 2018

72y Loatue & Vo & Viarger D27V v ¥V I & ZHEHAE
Th5b. BAEMIZIE, R (1) BT, ek AR

O =1t +7Vo(se41) — Va(se)
Ap =0+ kdyyq + -+ TS
~ Ay —meany (Ay)
stdevy (Ap) + €sta
DESITHEAZIN, Lo &

Vclip(s) = Chp (VG(S) - ‘/Oozd(s): —€v, 611) + ‘/eold(s)
Loyalue =max ((‘/:9) - ‘/target)Q , (chlip - V;farget)2)

LEHREINS.

AWFETIE, Viarget £ UT Vigrger = A + Vo, 2N
7-. Z#Ud OpenAl Baselines [19] DFEELFR U TH 5.

NFSP 12X, AWF4ETIiX PPO 2 H\W-@E o Xt
WMEMFHLEZ, 7IVITYZXLIENFSP DD EIFE ALY
F—TdH2H, HhlidOFEEVELEET, $RTOT LA
YRR E IR > TITEIT % 0 NFSP & 3R> T
WHRTHS.

5. EB&

5.1 RERERTE

FEBRIZITART, UTFOFETITo 7=,

Ny FHARNF128 & U, KHEAFDNY FH A X 50
U, TATY XL 1 D 1847 HD reservoir sampling
TiE, —EIZ 512 fHDT -2 &S TV L. TV—LR
FvTE B0 ICRELL. DL, £TLAVIE 50 7
V=LA Z BRI 52 K51 L7 & T, TIE 512
TF=LEWINZEFT U, —Z2—F)VEFYy NI —IDET
NE LTI, 64 F ¥ 2, 3x3 A—RIVDEHAHE
& a=0.1 0 leaky ReLU ZflAGHLELZL 1 V% 4 1K
WM, 2 KT EIZ 2 x 2 max pooling LA YA Z &
T body block Z#k L7z, $RXRTDETIVIEZ D body
block IZEY I~y & ngr, , 7wpp , T2 Ve 22
FHEICR>TED, "V RXEITRT1IEOEESENS
BoTWb, 722U, 7 IR HEERTZHIZY T
h<y 7 ZABPFWT WA, Body block D/8T A —X g,
Tr & Ve Z2HEIH, 19 BHDNT A=K %EHWN
2. £, TVAYETEIRTORY N =2 ZHLAL
7-. Bl bizidAE%E 0.5 TY Y v ¥V 7 U HERK AR
Be NiExE Wz, FERE U TRILPEDOE T 0.01
Z, Bhlid 0 FEDETIVIZIE0.001 Z2HVZ. X (2) @
HBEIZHWBE NS N=RF XA =&, a=0.01, 8=0.5
v=0.99, k=0.95, e5q=10"8, €, =0.1 Zf\7/=.

5.2 Mini-RTS 18172 B85
EEOBH NS L NFSP 2 W T Mini-RTS ©#
MR OSNDIDEMRT DD, TNS5DOTEEH

~PPO-against-Al-Simple
PPO-against-Al-Hit-and-Run

~Raw-Self-Play

“NFSP

o
o

o
n

Win rate against Al-Simple
o o
w >

o
N

10M 1015 1076 1077
The number of games

~PPO-against-Al-Simple
PPO-against-Al-Hit-and-Run

~Raw-Self-Play

~“NFSP

o
=)

o
n

Win rate against Al-Hit-and-Run
o o
) IS

o
(¥

10M 1075 1076 1077
The number of games

B 1 Mini-RTS 2813 5& 7L 1 Y OBEER, #ldZEicfnws
TF—=LDBENBETRLTWS. LMY AL-Simple & O 3F#;
fEH %, FBAY Al-Hit-and-Run & OXHFERZRLTWS,

WTT LAY REEIE, L—ILR—2 AT IZHT 5%
T 2 FER % 1T > 7. Mini-RTS 1Z21% AL-Simple &
AL-Hit-and-Run ® 2 D)L —ILRX— 2 Al BHEINT
BY, MIFIFRIZI=y M2 —EBEEL THET 5721
EW, BEIFXLOEHLEKREA VS LS IZhoT V3.
ABEO T LAY IZ TV IR, TEhIIH LT
90%, 50% DL TH 72 LAWEINTWS [5].

ZDT = LI ABHHIRT — 07D T, LTIV
MFy v a GO~ TH D & 5 B E I > Thih
i, ZOTVAYREART VA VIZEEREINT, 6T
50% A EDOBREES. F—LDW+Ho/NE T niE, HIEH
ENFNTF v S a TR I E W R R TR PERLE & B
TBHIENTES [20] 7%, Mini-RTS IZRIERHIL T E 2
728, ZOXSHRFHEFRITEATE R, ATHIREDL
PR FRELGAS 7L TY LRI EEET 55 21],
EREZHAETZZ2IETET, Mini-RTS ® & 5 2+4K
EWT — LA THIEAF v ¥ a IR D WT WS Z & & i
FIZFM G 2 FHEIIFEE LR, AR T, B3I
RELDEIEE L — L R—Z Al L WX, TOHKE
FEfifEE e U7z, Z OEIX A EINED FROHEERIZHR >
TW5.

X 1 ICEBROMERE 7R T . Al-Simple (253 PR T
g4 5L, WHF%2 AL-Simple IZ@EE L T¥HE X &
72 PPO 7L A YD |REEVWEREZBTWED, ZOTL
1 ¥ 13 Al-Hit-and-Run (253 2 BERDIEF KL o T
B, FEHREONWHF IR L -2 FE L2 LT
BERX NPT VHIRIZAR > TLE>TWAEZ Db h5.
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Al-Hit-and-Run {26 U TEE X &7/ PPO L1 Y H[H
BRIZ, FEEOHETIZRH L TIREDRBWHERE2HTI &
TEED, TUUNDHTFIZIEWMEINTLUES 22D
5.

NFSP ZAWTHEE X7V~ Vi, 228 iMoo FiE
CHRTEVWEDD, ¥5 5000 —ILR=Z AT IZHT 3
R EFEELIZONTER>TWBZ e bhb. Z
DZ s, Bl PPO O &SRR EDHTFIZRMEL 72
Tk <, K OERINZ W, v ¥ aGfnizn
BIEPESNTWEEEZ SN,

¥/, BHEOHOHEEAWTEE I TV A VI,
AI-Hit-and-Run (23 22T NFSP & b B < A UAEHR
IZEFELTH D, ALSimple 1233 2% TI1Z NFSP £ 0
LEEWHEEREEDZ LICEIILT\WA. NFSP I35 IGE
BRI & SEYARERE O 5 % [FRHZ 28 T B A D B Dzt
LT, @ OHA O TIIRELNERIEO A% 28T
BLwoT,  LEHOHCHEE v ¥ 2 ERIEIZ IR
TEOTHNIENFSP LD HHLSIET 2 Z & AR X
N5, W@EOHE T TIZERIE AN R 9 % AR 22 R EE 1
D, BEEEDSIDR I IUE T D& IE )y v ol TH B
728, EERIIZIE NFSP KD E R REZ Db, ERE
W H C MRS U TPCR L 2 Wil b G S hTw b [13)
B, SEIOFEBRTIEZD LS FERITBI S s -7z,

Hox i chvwilE o FEE 7 VTV X2 HWT
FHIEBHRRIZ, Tian 5% Al-Simple & AI-Hit-and-Run
% 50% TOEREALEZ Al 2 NEHFEE LTEEIE3
e THRENM ET B R R UK B A, SREIZIDE
BRI T o 2. RO BT EOMEF Iz LT
WENBNWT VLAY EBERTAHILTHD, TDHDIZIE
P bd 1 DFHEIIIR S Z DT ERVERET 2 M
BT ERHLENSTHS.

12500580, PPO %HWTHALL 72 % 2
BHIEGBETH, BRI 65% BEIZEEF->TWwWaA. Z
%, Mini-RTS 235 V X LA BEEDMWNT —LATH B &
WHKE 5. Mini-RTS TlX, 77— LBARFZ, VY —A
PEHOME, 2=y MREPBHEVWO T LA YIZT VX
LZEESNE., ZOa=y bOKREIFIESHTH D, »
DIV—LAFY THRREVED, b LT — LBEBRIZH
FILAYDRELHEDI=y b2F-TED, BV U2
=Zv hEF-> TP -GS, VA VYIIHFET LAY
DHBEAE SR> THH S I ENTE R, EHEE, ks
FURLTUAYIZR LT PPO 2HWT 107 7' — L%
TRETVAYEARL, SGWNEEREITo72225,
FLUI Vv ELTLAYIIRTBERIE T1% CBE->TL
TV, FREFIELT LAY THoTH 29% DT — L4
TIVELTLAVIZBALLTLE S L WS FERMNES
ni-.

EERTHEONEZT LA Y2 IO T 5720, 4l

£1 £7LA4VIZ LT PPO %W THRIEIGE G 2R &
722 ED PPO T A YOBR. BTV BHERE RV
T, Wihd 107 XY =2 D% P %27 /-,

Agent Win rate
Random 0.71
AlI-Simple 0.62
Al-Hit-and-Run 0.65
PPO against Al-Simple > 0.801
PPO against Al-Hit-and-Run 0.56
Raw self-play with PPO 0.45
NFSP with PPO 0.44

B2 NFSP 7LA Y (EFHEE) &, Zhucx L TEE S8/ PPO
TLvAY (AEER OxoAZ ) —vyay b, Haolk
B EE, RGO ILEFEkEE2 KT, NFSP 7L
A YiE () FHEEREZ L, (EGA) RN
WRE 2 JE U7z,

@D PPO VA Y Z2HEL, EBRTEONEZT LI VIIx
LT10" 7= LI 8 TP I, BREFHILAZ. B
U PPO BB A HIGICIR 3, Z ORI R e 4
5T AYD, AEEHEP DTV —LAFY THH DI
MEICBIT2AHMEEZRT I LIk 5.
RAERLIRT. o7 LA VLT, O
KO NFSP 2 WTHESNZT LA VHREIEIZ W
Iz > TE D, PPO 2 50% Kifi LT E TW
BWZ e bhrd, ZOMEE, ZhooTLd) XA
Lo THELSNIIED, REEEIr D27V —LAFy T
Mo b L&D RTEOMMIZN U THRI R W & &R B
LTW3.
BoNHEBEAMNIZE DX S HRE DD EHEID
5728, NFSPIZ&->THEONZT LA Y& I LT
ZEHXE PPO 7L A YOREFEROAZ V-V vay
FEM2IZRLUE. ZOMETIE, NFSP LA Vid%d
2 RO 2 R L, 1 ROEBREZ#HZL, T0D
BIZ—FBEE LI TWE., ZofFEIRARIZE > TH
HKRBETH L. KRS, F—L2OMEL, Ik - &
ik lE 2 L E B - WEBIZENTE Y, fog-of-war 12
Lo THTELRVODHEL TL 20005 R\WIRIE T T,
FFHHI=y FAERBLTHhOREI=y FEEHRT S
ZE CTHTFOBBIZHA D DB EDUEF 27> Z AT
L5 THD.

B 3 izl oz s, ZoFITlE, Mini-RTS D7 &
LIz &Y, 7= AR T PPO 7L A YIZIZESEHN
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B3 NFSP 7L+ Y (4 L) &, ZhucxLT#EH S €72 PPO
TLAY (ETHMR oo Az ) —vyay b, (H§E)
PPO 7L A Y DOWHIZ & > T NFSP 7L o ¥ DHEMA B
TNTWVWBEN, A5 UTIATWS. (H§A) HFEOKE
itz 72E4%, NFSP 7L A Y@@ 2 3% L 7x

H5—FHT, NFSP 7L A Vizld&Ehmne\nwr kER
EZMFAWT WS, NFSP LA YA R&2#&Z LTV
iz, PPO 7L A VidE&2 M- CTHELZAZ L, NFSP
TUAVIZHEE2HHITTETWS., L2 L, NFSP 7
LA VIR BN R E Tl e <, WRIZEN
PAMREE A - IC % L, MHET LA YIich Y v X — %24
352 TZOREEFLTWS., SEOEBRZEETIE
TRTOMEVKIBINTH 5720, HENLERZLHIT T
E 1 CH T B D 2D DA 2R L TWaWT
EWHPrB. NFSP LAYzl e z2FHLTHY
R—%FHIET WS,

5.3 BHoOX#ICL D NFSP OEm®E
Az B WT, NFSP IIHEIRZ N2 W25 5 1

XNz, 2R LT, PPO ZAW@EE D H otk
&, BNKR UREDOHFITERT LR VRGOS S
OO, WHT BHEERORLH 20 & W S S A D - 72,
HELUHOHRTEEZE LT VA Y2 WT NFSP 7L+
YOHRFFEENTENE, WHOMBEREZITHHET I &M
TEHLEZLN5.

%9, NFSP OiffbEE D85 A — X Z5@E D H Tk
ko THMFEFZ I, BREZFHILZ. #RE2X 4 12K
BOMMTRUZ. FEHITHETFEEZ2THDL\W NFSP &b
RTCEDHEL L>TWEEDD, NFSP 7L 1 Y DHkE
ERECALESELZZ I3 b o7, ZThix, NFSP A
Hlid 0 FH e FEOM A %2 ARIZFEET 208N D
LZXCBRT B EZS5NS. NFSP Oifb¥ B0 1%
HOMERIZ X > THAIPBEINTWB72D, FHAHORB
BEombZRIEh E TRV ME2RK->Tws, Ly
LU, #id 0 FHIET XLyt hTcnsd iz, #
fid 0 FE R e OMERD %2 ¥ 8§ 5 £ Tldfbs
HEI VXL T VAV ENHT 22 82k, ZOMICH

~Raw-Self-Play

~“NFSP
NFSP-RL-Pretrain

~NFSP-Both-Pretrain

o
3

o
'S

o
w

Win rate against Al-Simple

o
[N}

10M 1015 1076 1077
The number of games

~Raw-Self-Play

“NFSP y
NFSP-RL-Pretrain v

~NFSP-Both-Pretrain

o
o

o
n

Win rate against Al-Hit-and-Run
o o
w »

o
N

10M 1075 1076 1077
The number of games

B 4 HEFEZMAWZ NFSP 7L YOBR. Bl icmun
72— LD EHNHTRLT WS, LMD Al-Simple & DX}
Wk 2, FXAY Al-Hit-and-Run & O3S EZ R L TW
%, BEAUIHATEEH» S NFSP OF IO Bx 213V
TEHRLTWVWES.

MZEEPSHEINTLES. ZHIZE->THRENT ELR
MolDTIREVWNLEEZSND,

ZOMEE MR T 2720, HOMNETEG LT A —
K%, BALFEHZIITHREMD D EHDNRTA—-RIZH
HEHU. &Ko 0 FEOMERM MG 21T 5ETIVER
(EFBOMEN G2 EHNTE2ETVIIA—TH 570D, Z
DOFEIXBIZ npp DT A—R%E 76, I2AY—F BT
TITDZeNTES. ZOEROFEREZ, B4 ITEADOHK
TRY. BEEOHOHHE RS LERIE TR >TSS
DD, NFSP ZHM¥E U MERE2HEBEIESLZ 4L
HMREL, BEHOAEARNEE I G L URTHME
BEZAEIEEIEICHRIIL TS, ZOMRIE, 8
BODIPROMAGE IR AV E Atz HWT, FFIGEVD
IR 2 REF T 2 HMMNE 22 H 5 NFSP 2 HiirE s
LENBZEERELTWVWS.

6. BHYIC

AW TIX, B RTS 7' —ATH 5 Mini-RTS 2
HUT, ZhE - ASHERAMS—LTHELARLTH
CX# e NFSP #3252 2T, @EOMIELFEHEOF
ETHRONZ T VA Y D HHEINE T WIS 215
LRI UT-. F72, BonzT LA VY OXEE2EE
U, ANHOBEDS ARTEHMN2TEHEZ L TWS Z & 2HER
L7-.

AWIFEOEME LT, ARAEED TV T ) X% NFSP
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LHlAEDLE SR ZEWTE, »DOEND Mini-RTS 1Z#H
ARETHD I L 2R UIEZEMPETONDG. ZOZ L, &
D BT KRB RTS 77— L %2 fbF P 2 AW T 72
SOBEHELRE—HTHDLEZOND. /2, HKRANE
ZHWS ZLI2E - T, PURDLREED 2\ H Otz v
THEFEEITS> LT, NFSP DFEHDEIZ2H>Z &
MTEDLILERLEZILBEHBME LTETONE., 20D
FIEFHOHEAPR U R WS R R TH-TH, H
X2 &R E TT> T NFSP i8I0 BEZX 5 Z & Tah&K
K IR A RD B Z L N TE L HEEMEEZ R LT W5,

BAMTRERZE B D, KX TRARMBRR TR EHEE
DOEW TR T AHEE T LA YL -7, Th
& T —=L0D7 5 ARARERET — L2 >TUE
W, FSP WERT L7 — LI T B IRERTM-3TZ &%
TETWARY., ZOMEZMBEIT 2720121, HlZIE deep
recurrent Q-learning [22] & D & 512, ibFEHEDa v
;@ — F1Z long short-term memory 7 & DFEIEE T % {7
a2 enBX6NE. LPLERDS, 7F—LMR%ELRE
BTHD I EHET B7-D121F, FRDIEME % B
HOFFZHEALRTNER SRV, ZOZ L idHbH
D ZE D replay buffer DY+ X &2 JEHEIZ/NES LTLUE
W, FHEOAT—=IE YT BREkbTLES. ZOM#E
RS2 FEEERL, TOMREHNPDOE L 25%
DFEE L7z,

ZE X
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