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GPGPU [Z & AERETIHATHETZILTY XLDTF=HD
Batched BLAS Z ALV -EEHFKXDIRE

AR T

PN

I R

BEE . ARIENRE) 7 70 7 F A BLAS 132 ORERETHRATH 50, HEBEICHT2ZELI A0 Th D
ZENZ. U, EREERAICL DEERRAET 2 mEETHATIRET LY XARMLN TS, £, HEko
BLAS A Z £ L O THEITTH Z & THEDERZ M EEE 5, Batched BLAS & WO BIEFHE T4 7T U BNITHFERES
NTW5A. KIFFE T, EREITHIATHRET /L2 Y X AIZ Batched BLAS %3l L7 £ SFREZIBETH L & HIT,
T OB P TEITH SBITINC 72 DR E R L7z THAITHI-51741) F2E RO BRI OV T, HAEKFICH
& 3T % Reedbush-H > A7 50 GPU BREE & FIH L CHERERIME 21T - 7=, PEREFHEOfE R, Batched BLAS % it
9% Z & T CPU B TH K 58.9%, GPU BREE THR KT 25.7% F TIATRM 2N EME S 7.

1. [XC®HIC

ITAATHIRRICAN R SN D RABIEHRE A EN LT
4 77 Y BLAS (Basic Linear Algebra Subprograms)i¥, % <
OEMHATHEATHS. L)L, BLAS ZE0itknik
WHEZA 77 V%, FEREHEOR FIZBE L TV D03
BREOR EICET2EBERA 0 THDZ EMNZN. S
TV, HRED, HEDRAORER & OB TAKF
THOREDOHEE/BENELNRZNZ D S.

—77, RGN RE Lo R EATH-ATHIRE A 7 v 2 ) X
L (LA, BIEOFIE[[2]) X, HRECMHREE 2R SR
LT 5B NS TE R O R BE RS F TIRGE L 72 ks
HRZITH 2N TED. A CIIRIBOFTIEDFELEITKS
LC, [AfED BLAS HE %2 F & TIHIT9 % Batched
BLAS %l f L7=RE S XDREETTH. F7=, Batched
BLAS % CPU B8i721F CT72 < GPU BREZICHB WV T H Rl S
nNTWs7H, CPU BRE L GPU BREOMH FIZEWT
Batched BLAS O f 2 DREFEAZAT 5 .

B OFIETIE, TFORERERLZINTNS.

i TEITY) - BATHIRE) DI

i, oA e U REHRERIC X2k

ARG CIL, Batched BLAS D & PERERRGEIC N %, TBE
1758 - BATHIRE ] % GPUBRE TITo 7o b DITKI LT, HE
WE L HEEBEICOVWTHET I LD THS.

AFIIUAF O B2 5. T2 H TRIFDFIEICS
WTORMBAZIT 5. WRIC 3 T Batched BLAS {22\ TRl
L., BIGOFE~OBAICE L TRR2%. 4810%, TBifT
B - HATHIFE ) ORBEFAXOBUAELTLEH ST S, 5 HiT
Batched BLAS %3 i L 7= %35 %, CPUERHE& GPU BREE T
TolBAOMRE L, THATH-HITH]) R F o mE M
Re%, FHATREME & EFEREE OBLAN BIMET 5. EBICK
FBOFELDZITY, S LI INNDOBEIZOWTIRRS.
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2. BWMELTH - TIRRETLITIX AL

21 BE

LABE, 1EEE754 BEEDEB/ NS T —Z 2 H0 5 b0
L35,

RO FEE, AATHICR LT, BLFo (1) ~ (2)
DOUFLEITH. ZD L&, KODEBRELHEZIT O [1].
() T5lALTHNBETOLSIZHETS. ARFBEMWAD
HENBEWVWANLLIEY FEHEDLSIZT 5.

A=AV+A4P+4%+ 4P
B =BV+BA+BGB)+  +B@
...(1)
(2) THEABZEUTDESICHET S, i pxqg BAD
TR ERD.

AB = (AV+AP+ .. . +A4P)(BV+B@+ ... +B@)
= (AV+AP+.. . +AP)(BOV+BO+ . +B@)
=AM BU+4® BO+A? B+ +AP B@
..(i)
22T, X)) ONMENTATIREE 5 LoMEIC
%, EREEARMAELT O EE TR INS(1].

WER (1) ONROE T 5 TRTHZ LT, Q) IZE
J AT A R EOEBEICT 2 2 LN TE B[], 1751
T ABKREL RBITHEN, 1FE A EOHERRIZITH
TEE Sy O & 72 5.

7o, DRETHD p g ERETIE, HOMNRE
ERGEE L RO REEH/L LN TED. Liedio
T, HEMNEEZESE L CRBEELERD Z L BARETH
5.

WER (1) D fROMFE T, ANITHIOEHREDOE 51
DEGW (L) IIRFEL, BITAIBNAERSND. o

T3 UM R TR v & —
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DI=OFEATHEANTIE LTS, HfEOEERE CHENKE
S BDHAER, BITHINBEITSNE L721E 9 23 LW [1].
T7rbb, THITH - HITFIME, BLOY, TERITAI - Bf
1T8IFE) OBV B2 1T 0, E0FHEE (5
1THER]) OFFRA IR CE D, 2720, —ROKEFHA
T4 77 V1%, TBATHI - HATHIRE), BLOY, TEffT5
- BATHIRE) ISR b L7 2Rt S T v o T,
FHRAENLETH D, £, ZOWHHBITEFM TR
TENTHENDOT, a— FOMAWIENLE L 7
5.

2.2 REBE

AFETH S BRLEICHONT, UTICEEDD.
fl(«): T RA~OHND TIT 5 FE NI E
ceil : IEDERRR S~ D 21T 5 A%
repmat : BlF D = B — %47 5 B

A YA XD mAT n FIDIT5

B: VA XH AT p HDOITHI

u: the unit of round off

» 2% :IEEE 754 binary32 (single precision)

» 23 :1IEEE 754 binary64 (double precision)

23 BROAEDEEE

RO IFED FEREEMR A [1]E 2R L, K11
MATLAB JAD £l = — FRFETRT. Z 212G BE
VD O B, EREEFUAOE BRI TS, £
175 4 DIy REE 1y, 1751 B O3 fiF#k% ng & L7z,

Function £EF = EFT Mul(4, B)
[4, n4]:=Split A; [B, ng]:=Split B;
k=1,
fori=1: ny
forj=1: np
EF{ky =A{i}*B{j}; k=k+1;

end; end; end

B 1 AB =Y 2P EF® DL

B 1 ®EF OFOFERIE, BEEICKR L T b amVWigEsih
BORED R FEV N D EH LT D b
5 Z L BRGET B faithful 7R A RIET H[3]. TDT
W, BHEARL, faithful ZREFBRERIET D LV 58
RCHERBICRDZENALNTNS.

X 212, 21 8OFNE (1) D178 A DIyfRERSy 2 [11%
Z M LT MATLAB D% — FRFELTHED. 20K
2 OEWNBD Z & %, WRELH LS. 175 B DA
FEEBUNZ DN TIE, X 2 OFTHI 4 OREFRAEHUTKE LT
HRE LB LR U Th D78, AT 5.
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Function [D, n,]= Split_A(4)

ny :=0; n:=size(A, 2)

while (norm(4, inf)~=0)
ng = ny t1;
p = max(abs(4), [], 2);
1:=2. “ceil((log2(u~1t) + log2(n + 1))/2);

t =2. “ceil((log2(n) * t;

6jnA) =repmat(t, 1, q);
Afng} = A+ 60 - 60);
A =114 - A{ny});

X 2478 A O RSy (ERRZEAHL) DOFEH
3. Batched BLAS

31 BE

Batched BLAS[4]i%, #HEDITHIDEEIZOWT, [FfE
? BLAS A& WHNZRITT DA v ¥ 7 = — A4
4. ZZTIEZEOTO GEMM EEIZHOWTHR#ET S, =
DA VET 2= AL VHERD BLAS 74 77 VIZEBW
THEGRZ F5EN TR, N A XD175I5E
EEBATHHATYH, FLOTHETIZ LT, hER
GEMM 5 % B @k L CREONH 3 PERBIC )T L TRk
HELHIfFCE D,

BlE LT, KFD XD 2L B0 GEMM HE (1741-
THRERE)OWFFHREEEZDH. 22T, 4;, Bii%k
DHDOHFD i FHHDATTHITHY, G, TNHOFET
H5.

Ci < aA;B;+ BiC; i=1:N
Batched BLAS TiE, EFOITHIVA XL, a;, B DOffi%,
—[EORH L (NyF) BIET—EIZRDD, WEICT
DET IV r—a AR LT, HNCERETHZ LR
T&5. LIeBoTEROWFIFEZIT LA, @0
GEMM DRILAA/NE L 7 at v YAl FI B3 ME Bl
RO ATHLRERE LT aEWEInG LB 6N,

32 RBOAEADERA

ARFFETIE, 2.1 BoEE (2) (TR 2 EEEIOITHI-AT
FIFEHE B LT, Batched BLAS #EM S5 2L T, B
WBF D I I\ C/NRIE R AT ST L & 50T 3 DRI T
TOEMEEEILS . ZoREHXE, BEHFX LS.

Z 2T, ARF%ECfEM L 72 Batched BLAS ¢ GEMM &
BOA LR T 2 — RO TOHAET S,

DIFoI 3, K 41, Zh<i CPUBREL L GPU BREE
TOEETHNW A L F 72— A Th%. CPURETIX
Intel Math Kernel Library 2018.1.163[5], GPU B85 TiZ
MAGMA ver.2.2.0 [6]I21i 2 H 7= Batched ##E% W
2. W3, K 4&RDHEDONDL DI, @H O GEMM iH
BT EAR 0 AFTUTHINRA X OlS L 70D, £z
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group_count, F7121% batchCount £\ -7z, GEMM |23
WEIBAEVELT D, ZLOFIEERE LT, ANTHI
ARSI R L7 MTAI O EZ T X THRA &2 & LT
L, WEFNZEE L2 TRI0% % group _count, F7-1%
batchCount TH- 25 Z L BULETH H.

void cblas_dgemm_batch

( const CBLAS LAYOUT Layout,

const CBLAS_TRANSPOSE* transa_array,

const CBLAS TRANSPOSE* transb_array,

const MKL INT* m_array, const MKL INT* n_array,
const MKL INT* k_array, const double* alpha_array,
const double **a_array, const MKL INT* lda_array,
const double **b_array, const MKL INT* 1db_array,
const double* beta_array, double **c_array,

const MKL INT* ldc_array,

const MKL INT group count,

const MKL INT* group_size);

X 3 Intel MKL (23517 % Batched BLAS ™
dgemm B A VX 7 = — R

void magmablas_dgemm_batch
( magma_trans_t transA,
magma_trans_t transB,
magma_int t m,

magma_int tn,

magma_int tk,

double alpha,

double const*const™* dA_array,
magma_int t Idda,

double const*const* dB_array,
magma_int_t 1ddb

double beta,

double const*const* dC_array,
magma_int tlddc,
magma_int_t batchCount,

magma_queue_t queue);

X 4 MAGMA (23317 % Batched BLAS @
dgemm HH A & 7 = — A

U LZEEZT, RIGEOFIE~OHEMAZITH. RIEDOHIE
DB BT 2B OFTHIATHIEER DO 7 v 7 F &
X 51CRT. 20T a s T ATIE, pxg OEESY, for v
— 7 dgemm /L —F > & IO

X 51zt L, Batched BLAS i & ¢727a 77 4 (¥
6) TiL, KA ZOERINZ, 1751 A &L BOKEILT-EN
ENORIERIy DRA X%, EREFUIEEFETOHE L
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THREREZEZDZ L
ENRTED LT

B EHITKEMNT S, ORI X
72 ATBN AT A & BN AT 5 2
5.

for (i=0;i<Ak;i++) {
for (j=0;j<Bk;j++) {
puremul(A+i*m*n,B+j*n*p,C+m*p*(j+Bk*i),
lda,ldb,ldc);

X 5 JBIGOTEDREL )y D70 7T A

=0
for(i=1;i<=Ak*Bk;i++){
a_array[i-1] = A+j*m*n;
if(i % Bk ==0)
Jt
H
i=0;
for(i=1;i<=Ak*Bk;i++){
b_array[i-1] = B+j*n*p;
it
if(i % Bk ==0)
=0
}
for(i=0;i<Ak*Bk;i++){
c_array[i] = C+i*m*p;
H
cblas_dgemm batch
(CblasColMajor, chn, chn, m, p, n, one,
a_array, lda, b_array, 1db, zero, c¢_array,
ml, GRP_COUNT, size per_ group);

X 6 Batched BLAS % i ] & 11“71@@(2)*5
Tu s g n REHX)

4. TBRETSHI - B|ITHIH] OREFR

41 BE

RGO FIEZ, TERATH - EATHIRE) 21T 5 e O ETH
AT A SR 5. Z 2T, CRSFERic-»
T EITV, AT, BRIT2I{KIX CRS TR O BITHI D

THILLETH.
42 CRS®=RK
CRS (Compressed Row Storage) JEZi%, BRITHIZ 4T 1M
TIEICEE LIFFERLKMNT BN THDL. WE, nxn
TT?'J A=(ay) ODIFEFEEFRMEmz LT5. ZDLFE,

CRSTEA T 7ITREND L 91T, BITFD 3 SOESI %

ERT 5.
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1) JEEBEFROMEEERET 2K Snnz OB val

2) BB val i ST DIEBEROFNFE S LML, &
Snnz OEH colind

3) B2 val, colind \ZEBT BEATORRMAAIEZFLET D
n+1 OEA rowptr

ai b; ¢ O

0 0 o0 di
e> 0 0 ff
0 0 g7 0

val=[a b ¢ d e f g]
colind=[1 2 3 4 1 4 3]
rowptr=[1 4 5 7 8]

[X] 7 CRS XD
ZIZT, SpMV DFERIE, 1TIZ &I L CHEATHRET
HDDITx L, CRSIFAMMTHAL TIEE n EHE M D
R TH D70, [THRADWIUERESICFEETE 5.

43 WILDEREFE

1TENATHNRE AB %47 5 iy, ITHIDBEREDIFA K E N
Bh, MEEREEHUC LY, 17514 L1758 B BEATHNC 72 %
ZERTREIND. TORE, BITHIHEZITI LL IR
OB L7257, MEKICHERAZHINEELZ LICR 5.
T T, MRS AR BAT A & HE SN HHAITB VT,
BEATHIN O BATHI A~ HFEE B2 L.

—IZ, 17814 1751 BT, BH L bEATHNI 72 % FIRE
MR 5. L, [THATHIRER 4 B # B 751-~27 K
NETIT OB E DAL AEZBE L, Z 2 TIIATH A DB
BEEHELTEHATINLT 22 L &7 5.

178 4 28175 254G, 1781 B 13#1751& LT
H. ZoLE, FTHATHIE C=ABIIUTO LS.

ci= Sp(d) bi, (i = 1,...,n), ...(ii)

TIT, AT C D i BB DR MR ¢, 7T B D i F
HOXZ MV%E b, BIOITH] A 2B THHL L= BT %
Sp) L FEH L=, = 2 ¢, K(i)DFHE L, Bifr5)-x7 b
JVAE (Sparse Matrix-Vector Multiplications, SpMV) T 5.
K(M)DOFEE A L v FIEFLT 2 7B T, BUF
O 3O REFXDNMSNLTHDH[T7].
() HEHEFE

SpMV NTA L RifEFIkd % k. SpMV DITEALD
WHIMEZFA LT, ALy RIEFMET 5. (X 8)
(2) SERHEFIE

SPMV FEONH LER43 TO A Ly RIEFIMEZF S .
(3) #EHFADIZKZAFIAEFIE
BEADBHEHO SpWV 12855, WEEO A L v RifFIHE
ZfES .
4, CPU BREET
AW TITo 7=,

DMEREFEAT TIX (1) DRI FIb D FELE %
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#pragma omp parallel for private(s, j_ptr, i)
for (i=0; i<n; i++) {
s=0.0;
for (j_ptr=colind[i]; j_ptr<colind[i+1]; j ptr++) {
s =s + val[j_ptr] * b; [colind[j_ptr]]; }
ans[i] =s;

}

X 8 WNERIFFI{LOD OpenMP IZ L5 A Ly RO 22—
R. 22T, ans 1%, FEMKER, bk, 175 BDiFI~Y
MV THD.

Fio, AFFETIRRIFGOFED THITHI-EIT55) E
% SpMV TITVW, TNh%E GPU RBIICHAIELZ &b
BEYE LTWD. Z DT DARWFETiZ NVIDIA ££0 GPU 1]
JEATHIEHE T 4 75 U cuSPARSE[101& A L7=. 4E
i L7z, CRS JE & A= SpMV DA > ¥ 7 = — A
Pl 5. 9 @ csrValA, cstRowPtrA, csrCollndA (2%
NENIXK 7 O val, rowptr, colind ZHRA % & LTELT
W5, F7z, descrA THEITHI| A OFEFE<°, CRS DA
F I AR=ZANON I DEEDTND.

cusparseDcsrmv
(cusparseHandle t handle,
cusparseOperation_t transA,
int m, int n, int nnz, const double *alpha,
const cusparseMatDescr_t descrA,
const double *csrValA, const int *csrRowPtrA,
const int *csrCollndA, const double *x,

const double *beta, double *y)

Xl 9 cuSPARSE % fv 7= CRS XD
SpMV {EE DA X T = — A
5. MEREET{E
5.1 FHERE
HRERKFEREB A —REDOA— N —a P a—
% Reedbush-H[8]1ZFIH T 2. £ 1IZAXy 7 ZRT.
# 1 FHmERER

v U4 SGI Rackable C1102-GP8
CPU GPU
Intel Xeon E5-
R 2695v4 R NVIDIA Tesla
Tatytg AR
(Broadwell- P100 (Pascal)
EP)
Tuty a7
. 2CPU(36) 56
(=7%) (HL4£)
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2.1 GHz(Turbo

" A 4R
JE boost MHfx K 16 GB
(H1K)
3.3 GHz)
o 1209.6 A e Y e
PR RMERE 732 GB/sec
GFlops/node (HLA)
. AR A AR
AE VKR 256 GB/node 5.3 TFlops
(H1K)
B 153.6 o
A U AR e 2
GB/sec/node
Intel C++ = Intel C++ ==
= A 4 N, T g NA T RA T
(ver.18.1.163) (ver.18.1.163)
-xHost -O3
-fPIC
-DNDEBUG
-DADD_ -fp-
model strict
-qopenmp
-lmkl intel
-xHost -O3
3 3 _Ip64
FFa v —qopenmp — FTa v
-lmk]_intel
mkl
_thread
-lmkl_core
-liomp5
—Ipthread
-lcublas
-lcudart
-lcusparse
52 AR5

fIHIATHIR C=4B &35 T 5.
TITHBATAIL LT, 443, BAATHIE, HDBES
DEFIIKT LT 0~1 OFPHTHERL L7 BTl S HA AT
Fle$%. BiZAdDWITHIE TS, AR, BE % 90%Ii#

ELT.

ETRIRDIFEIC L - THMESNTATF 4 DBRE

23, 90%LL 127 28 A BT AI-EAT SR (SpMV) %
FIATBHLIICLT.

B, RRBRITINIATHI B 75478 A OWATHIITH 7=
O, FTHIEEEOF CHEO S Yy U 2ANEZ Y, LW
HDORELELDZ N THRINDS. £D7-®H, DGEMM
HEIC L DR TIE, BENHRNZ ERARFRETH ER
R RIS TN D,
1744 X%, N=10, 50, 100, 500, 1000, 5000, 10000
@ 7 FEFEAEF]H L=, Batched BLAS (22T DM REREAIZ

B TIE N=10~5000, BR1TH-

i

AT

iz 3N T T N=50~10000 % FIH L7-.
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5.3 RERRGE

KRWFETIE, TXTOITHIATHIREE A %, SRE TIT-
7=. CPURBICBWTIE, 1 /—FTALy Ft&E 1 225
36 % TAML B THEITHFH 2 ME L7z, Batched BLAS (2
DU TIE, Intel Math Kernel Library 2018.1.163[5]IZ{i . & 41
7= Batched #BE% M\ 7. 4 [ENZ Intel Math Kernel Library
@ Batched #EEDH DEIEL “cblas dgemm batch” % >
TRl 24T~ 72.

WIZ, GPU BREETIE, EATERBE L LT CUDAS.0.44[9]%
ER L7z, £ CPUDRA L v F¥E 35 IZ[EE L THIE L
7o. AElL 35 ALy REFAH LZEHmE, EARPICE TR
MIFA Ly REEZEST & L2, 36 ALy RO
B> TLES 72O TH S. Batched BLAS 2D\ T
X, MAGMA ver.2.2.0 [6]?D B34 “magmablas dgemm batch”
ZHWTRHMIZ T > 7.
cuSPARSE (2 > W T %,
HcusparseDesrmv” & i L 7.
CPU 3 LT GPU W O FEATREEICE VTS, FATRITIE
NUMA Affinity & numactl D& E&1T-> T 5. EEMIC
IZ, export KMP_AFFINITY=granularity=fine, compact, 1,0 &,
numactl <FEfTa<r K> 2V a 727 V7 MIZFEEL L
oo F e, FEBRTIE T T o R BB
Homp get wtime();” =MV 2. 7272 L GPU ZFIH L 7=
o201 ol A e D Hi
{2 “cudaThreadSynchronize();” % B0 L 7=.

CUDA 8.0.44[9] @ , 4

“omp_get wtime();”

5.4 Batched BLAS (1 BEFE(

iR & o~ F a7 miFEENEZEICL, BIFEOFE
|2 Batched BLAS % i S ¥ 7-86 O MEREA FEITHEM & 18
PR E OBLE D BRMEEAT 5

541 BRELTBICE T 52818

TTHI A X & DITHNIA L4175 BIZBET 5 MR =D
IIRE (FNFN, AkB L OBk L) &, Ak DT
BATHIL &= 3k (Spm) #LLTF O 212t 5.

% 2 WBRITHNCH U 5 BRUEEHIC K 517510 5y Bk
YA R Ak Bk Spm

10 2 3 0
50 3 3 3
100 3 3 3
500 3 4 3
1000 3 4 3
5000 3 5 3
10000 4 4 4

5
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542 BEEEOLR
Rl O J73E DR BREIE OBLA CTOEBAEEZ R T,
(1) BE®Ddgemm ZRAWV=HE (BF)
2 BBOAZERVEE (BE)
(3) RBIE®DFEE Batched BLAS A & 1-154 (Batch)
4) RBBOAERICEHTI-FETIREXEAWVEE (CRS)
DR BREE 2 HEXIFR 2 L FRIREEIC T, & 3 ICHliE 5.

# 3 RBRITHNCI T B IHE S

Vol.2018-HPC-165 No.32
2018/8/1

Batched BLAS |2 X 5 E#OREEEET. £7/-, CPU &
GPU OFEITIERDEN KR E o l=Todd, [T T 7 Th 5
ZLICEE I

1 T T T

mkernel
0.1 m other kernel
merror_free
~ 0.01
Zz
o
0.001
13
0.0001

0.00001 +—f —
0.000001 —J - . .:

HEFR(CPU) $-ZE(CPU) HEK(GPU) #EZ(GPU)

10 N=10 T® CPU, GPU 5D
—TF U BRD E R

PA R 10 50 100 500
WE G | 8.77e-17 | 8.18e-16 | 1.70e-15 | 2.94e-15
WHE AR | 2.11e-10 | 1.82e-8 7.04e-7 2.71e-5
IR GHaxt) | 8.77e-17 | 1.1le-16 | 1.10e-16 | 1.1le-16
RIFAEER) | 8.77e-17 | 1.1le-16 | 1.10e-16 | 1.1le-16
Batch(#axt) | 8.77e-16 | 1.1le-16 | 1.10e-16 | 1.1le-16
Batch(Fi%f) | 8.77e-17 | I1.l1le-16 | 1.10e-16 | 1.1le-16
CRS(#axt) l.1le-16 | 1.10e-16 | 1.11e-16
CRS(FExt) 1.11e-16 | 1.10e-16 | 1.11e-16

FA R 1000 5000 10000

W () 533e-15 | 5.14e-15

I8 (FET) 1.92e-5 3.42

FRIF G %) 1.11e-16 1.11e-16

FE i (FE ) l.1le-16 1.1le-16

Batch(ifaxt) l.1le-16 1.11e-16

Batch(tHx}) 1.11e-16 1.11e-16

CRS(#axT) 1.1le-16 | l.lle-16 1.11e-16

CRS(HHx) l1.1le-16 1.11e-16 l1.1le-16

KIEFRBLEDLMNA LI, BEO dgemm HEDLA
TIATHN DY A X% K& FHUTT D13 E B D HE
LTCLEIN, RBROHEZER LSS, FRROI
% & Batched BLAS ZH L7=84, BAITSI-BIT5IER D
LA TIIBENMEEENTWA I ERN N7, 2D E
EWTNOT A XO@EFEFFNDENRKE S eoTLE-
TWDLH DT L, Batch(FEx)<° CRS(FEXH) DAEATHIH A
RuERESESHETHRY R PSVEZMEFFL TS Z &
PHONDLEBEZLND.

543 L—F UKD EERED LLE

CPU B & GPU BREZICHEWT, L—F 2D %
WD, L—F U BERORM &L, BEELHEFMB IO
Z OO E & T RGO F LD FEESEKDO FEITRH TH
5. T T, MRS % error_free, DGEMM /L—
F L DOEITRE % kernel, JBIRFFOFIEOEEIZBITHZED
fL>¥ER 4y % other kernel & L7=.

FEREK 10 ~X 15 1277, 7238, 16k L X DGEMM
N—F W THEBATIIRE 21T S EREE L, REIX

(© 2018 Information Processing Society of Japan

1 T T T 1
® kernel
0.1 #-other—kernel

M error_free

0.01

: 0.001 t
0.00001 - l

HER(CPU) #2%(CPU) #ER(GPU) #%(GPU)

(6]
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