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2.1 ChainerMN

ChainerMN & (% Preferred Networks 4112 & - THIFE X
N7z DL ® 7 L — 7 —2% Chainer D&y 77— TH
5. Chainer I& Python IZ & > THEEINTH Y, define-
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W—TZHEL, {FITN—TZTLIBREZFEL, EAZ
BEHT2HETHD. Ny FHAXABREVIZESTL—
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R 1 EIEREOMZE
Intel Xeon Phi 7250
(Knights Landing)

FEE R (GHz) 1.40

CPU

AT (BKRAEMAL v FE) 68(272)
MR AMERE (GFLOPS) 3,046.4

FRlEARE (GB)
A E YNV RIEMRE
(GB/s)

MCDRAM: 16 DDR4: 96

MCDRAM: 490 DDR4: 84.5

Intel Omnipath Architecture
(100 Gbps)
Full-bisection BW Fat-tree
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7=DIZHL, TNEHEN T — MR, A=—aT7 VAT
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IFEND 3IRTTHE A E Y PRSI N T WS, KNLIE, T
® MCDRAM % FIH T 572bDE—-—RELTUTFTDOAE
VE—=N, 772KV VIE-RNEMHATNS.
AEVYE—F
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e Cache: MCDRAM I DDR4 XEVDF vy radl
THfF
e Hybrid: MCDRAM O&&EZ73# LT, Flat E—F&
Cache € — N5 % FHATREk
OFP Tld Flat & Cache ZNZIUTEHHDF 2 — 2 HIT T
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ARV TE—N
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Platform: Oakforest-PACS
Memory: Flat

Dataset: ImageNet
Model: Resnet50

5 FFAHiEREL

x2 VY7bhuzT

Software Version
Intel Python 3.5.2
Intel MPI 2018.1.163
MPI4py 2.0.0
Chainer 4.2.0
ChainerMN 1.3.0
iDeep4py 1.0.4

K3 117V —ardhizh OETHM
KNL Broadwell
88.42[sec] 56.91[sec]

BB ARE Y L CiRMtTa2Z e 2HMELTWS. 22
T ChainerMN (Z & o TH:REFHM %2 1772 - 7=.
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NA Ty REFFIZ DWW T OFEMRGH 2B R 5. Zhs
DM & LIS BER /) — N TOMREFE Mz EET 5.
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Python iZ Intel #:22#£3 % Intel Distributed for Python
ZAHALUZ. ZHIEHREKRO Python & X574 0, #HEO D
712725 Numpy *° Scipy (23T Intel Xeon Phi [f]1F1Z
Bi#EfbE N MKL 29 5720, MEEOH LA
T&5. ¥£7z, Chainer DNN—Y 3 ik v4.2.0 ZH W 7=,
2018 £ 4 HIZ Y Y — A X 7z Chainer v4 »* 5 Intel Deep
Learning Package(iDeep) (ZXf)ix L, Intel CPU TOD¥H
R OHERRD S b 2YEH I 5 L iz, OpenMP 12 & 5 A
Ly RS A ARE & 72 o 7z,

AEY E— N Flat (Z3%E L, LMPI.LHBW_POLICY
RIEZA % hbw_preferred & U T# 71+ 212 MCDRAM
ZEIDUTHESICL, NELES52VWIEEIEDDR4
T2 EDIZEE L. TV ResNet-50 Z{FHA L,
T =X+ v bl ImageNet T—X &Y %2 1027 7 AET
HIEL 725 D% AWz,

3.2 iDeep ZEMIC L7=BE
3.2.1 ETHE & FBHR

iDeep (2 & % £:ji{t. % 1749712 Intel Xeon Phi 7250(BAF
KNL) ET1 /e AFEFLGE0ME*E 6,K 7, &
KUK 3ITRT. HEDZHIZ Intel Xeon E5-2695 v4 (LA
N Broadwell) & {# U 72356 DR E M5l 5.
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HzoDraw IBIZLBENRRNTHIEEZOND.
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% 2.1GHz TH 5 7=, iFl{b%E LR WiGE I Broadwell
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WARTEWAL Y FETUHFET 5 Z A TE B M0 EN
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WTEBMNTHEZ ot Fa—=v 2B L
THoICREZEI E LI OB Z B/ TE S,

3.2.2 XEYDHEEES

1 702 2B E8 00— )VTOMHHAAEY 2H 8
RS, MARTESIZ1L 7O ATOREY OME
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m forward Maxpooling2D

6 W backward Add
5 . m backward ReLU

m forward Add

m backward Convolution2D

forward RelLU

Memory usage[GB]
w

m forward Convolution2D

M non kernel

8 BH—FNIZBITEAEY DHEE

K4 14TV —vavhi-h OFETHH
KNL Pascal
3.70]sec] 0.68[sec]

BB, BIRTIZ// —NADKNLETD 68 I T %%
THALUEZGAEMEHAAT YD ERZEIATLES. R
T/ —FRATS SO AEFTIIEFTTELY, Thiil
25 LREBHATLUEVTIS k5,

3.3 iDeep IC & 2&REIL

iDeep % FI\WT OpenMP (2 & B IV F A L v K4l
¢, OpenMP+MPILIZ& BN+ TV v R¥islZ4770 5 7=,
iDeep I& 3.1 fi T X7z & 512 Chainerv4 7 53BN 7z
Ny 7TV RTHY, ZHZLD Intel CPU TDTILF A
Ly RAfF A Al EEIZ 70 - 7=,

3.3.1 TIFRL v R

TavAHE 1L L, OpanMP (2L BV F AL v Rilf;
FOKEEZE 9 1ZRT, R 9EFZE 7Tz —AZTLIZBT3
BTN ZRLTED, ALY REE2HITEI LI
7z — ATOEGHMZERTETHEY, WIHLORIEN
HTWBZ eDERTES. 1/ — NIZBIT2HRKkD4]
BTH5 212 ALy RIzBWTIX, WiFl{bzE Lanigsde
HARTH 26 50 EELE ZER L 7=,

72, MRKOAL Y NBITH B 212 AL v RTOREFR L
NVIDIA Tesla P100 O#ER % [T 5. ThE D ELT
R & 2 dhin 2 R 10, B 111257
3.3.2 N T Y v RAF

OpenMP iZ& B <)L F AL v RiFliz, MPIIZ& %<
NFTav AEMAELEZNL T )y NS OFER%
B 12 2R T. AEVOHIICE D 8 Tk A TORER
ZRLUTWS, Bfllzekoary FEEERLTED, &
MADETIZS 7O AIZBITEAL Y REEELTL
5. 8 70tk ADGE, 68 DY I TIZAL v REHEIC
HOYTEIENTERWED, 64DYWHE a7 2HHLT

W backward Batch Normalization

forward Batch Normalization
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4. FEH

ARWF%E Tl Oakforest-PACS % f\ T ChainerMN D%
BEFEAMN % S2ME L 7z. Resnet-50 T ImageNet ¥ — X & v b
EHWTEEL 56, Wbz 1T7 > TWaw KNL &
FEEITBEWER 25 Z 20 d 572, % Z T Chainer v4
P HBIME N7z iDeep /Ny 27 ¥ K% F]H L T OpenMP
IZE B ALy K%l E OpenMPI+MPIIZ & BN 1 7 1)
RF %2177 o 7. FDOFER, AL v FliFIZ & - THRKA
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D EHEREBTEDLZ 2R LT,

SHOBEEL LT, RFHEERTIIE—/ —FIZBT
DMl & EM L 72720, <V F ) — K TOFHM%FEf L 7=
W, YVF ) — RTEITTEHILTRBIERT «—7 7 —
SV NI S LARHIZ YV F ALy RiC & G
HWEBHARTE S, ZOROKEEICET 55l HFEML 72
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HEE AMRIIOVWTELLDIPE Z W72\ Pre-
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