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P100 GPU % PCI Express 3.0(Gen3) TH#fi U 7z 515
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K OMBINZIT O 72DIZ, HBOHBEZ2ZTLDTITH> I 1
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HoTr.
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5. FLT, CNN OFETIEEINS DINT A — XD

WG L5,

2.1.2 |EGHEEHIEHE
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TDD, PEEFERRETIILATD 3 DDMHE %2175 .
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(2) 2v MU= DOHENEEMRT — X DFEEEZANT, &%
JEORHI~ w TREAT 14 VR EITHNT B Al &K
5 [FRHE

(3) LA EHWT, 8T A—XEFEHT 5
T, REORE~ v TR OB ORE~ v Th 5 E

HENd7-0, HEEROFEZIALDEIrSHIEAE 18
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b1 3 DDEFEI LD L.

X %ZEAT A ILVZW TEY IZBAAGFEIZDOWT
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XY TD—EHR L T 4 IV RDZFUTDVTONEN Y OFF
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DEE] x FE~y 7O © 4 oGRS, T—
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D, BHI-ODAEVFHERINNYFHA X, Frvr R
B, W~y 7OV ZICHHILTENT 5. 72, H
Y TR THRL, BEATANVRIZEDNRTA—=ZDT-DH
DAEY) BHERT 2RHEND 5.
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EREFTEBERH S, DF D, CNN 2RkD X €Y [HiHE
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B2 VGG16 DEBAAABOFHEIZHTERAET) &

BEBIZ L > THELT 5. FD7, KB CNN D
HAZTIZDIZEFEDAT YR BEL D,

B LT, Ny FH414 X n=1024 £ UL72HED VGG16
Gy N7 =27 7] DK ERIABEDNEEREFH R BT R A
EYVEEZM2ITRT. —~HOHEIZB TS AEVHEHET
HTH, convl-2 WA ETIEHAT24 GBELEDXEY
EHBREELTWS. —7, Tesla P100 D A €V AR 16
GB UL » 72\, _n W—D2DEDEHEZIITE GPU A E
VR L RBGE0HE 2R LTWVS

2.2 cuDNN

cuDNN & NVIDIA 2 B¥ U 72, #EFE % GPU T
157D 54 75 Ths. Caffe[8] ¥ TensorFlow[9],
Chainer[10] 72 &% < DEEWFAE 7 L — LT =212V T
H, GPU TOFHEDEE/LD72HIZ cuDNN 23FH X 1
TW5. &P, KfiXTRHT 7YV 75— a3 ik C++ Tt
WENTHH, cuDNN BLU CUDA 71 75V % [EBET
RIeEHETS. ZorE, TV ITr—YarvoV 7 b
DT ARy ZEM 3 DEMD L ST B,

cuDNN (21 CNN DFRD D DEKET 1 7 5 Y
MBPHEINTVWS. il LT, HEDOBAAAE
179 cudnnConvolutionForward() BH#, N+ 7 A Dl
B %47 5 cudnnAddTensor () BA#L, BOEMALZE 1T S
cudnnActivationForward () BIEA H 5.

—7%, cuDNN O&BEBIIAT - & 12 GPU ED
T=RUDED ZeNTERNY. TD7H, cuDNN % fifi
T2 I3 BEOREY Yy TXREAT ANV RREDT — X
T RTGCPU AEY EICHET 2HENRDH S,

3. GPUXTUREZHBADREFE

GPU A VA& %8B X % CNN O i ® %
T 57T, KX Tk cuDNN % 558 LU 7=
ooc.cuDNN (out of core cuDNN) R E T 5.
Nv%ﬁfﬁ F ¥ VRN, R~y TOY 1 AR KE
WDIZ—EOFHRTGPU ATV AREEZBATLE S
é}“C‘E), ooc_.cuDNN Tix GPU TOFE%2A[REL 9 5.
7=, FEAIMIZIX ooc.cuDNN @ Z 1 75 U B cuDNN
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cuDNN I

3 cuDNN Z2HWAEADY 7 b7 2T ARy 7 (k) &
o0oc_.cuDNN ZHWBZEDY 7 b T =7 AX Y 27 (F)

DI T7 7V BELND 5.
ooc_.cuDNN Zf W=7 SV =Y a>voV 7 b7
ARZy 733 DABIOE SIS, £/, 31HTRT
& 912 ooc_cuDNN TlI A BV EHD7-HIZ—FD CUDA
B LR 5.
ooc_cuDNN DFEARK LG HEHIA T DO & 51272 5.
(1)GPU A €Y EIZRET DI N TERVT — XX
CPU A€V EIZEET 5
(2) #HE1E GPU C cuDNN OBIS% #58 L T 5
(3)BONY FHA X, F¥ 2N, <y TOHA
AN EIL TR T 2R E1T
(4) CPU A€V EiZH DT — XM FHEICBEL R DHGE,
CPU - GPU [ CifE %475
7, BEIZEEZA—N=~y FENXLT B2, i
BEBEE2 M T4 V0T 5.
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3.1 XEEEEHK

00c_cuDNN Tl A E VLD 72 IZ ooc_cudaMalloc()
% % 20t 9 5. ooc_cudaMalloc() B TIZF— % %
GPU A€V ETHMREL LS LT 2L SITABYARENE

D72 \0WigE, R DIZ cudaMallocHost () BIELT CPU A
%U%ﬁﬁ?é.g@&%,ﬂmﬂ%u@ﬁ§1§%ﬁ

Hotz&LTH, —#7Z GPU AEY THEMRT S L VD
ZEFETITTRT CPU A€ THERT 5.

F72, T—=ZMNCPU AEY -GPUAEVDEDL 5
BEINEZDIET SV —> a VOEFRICIRES. L
72735 T, ooc_.cuDNN Tlx CPU - GPU @{5E# & L T
ooc_cudaMemcpy () BIf % fefit 4 5. Z DB TIZ@IE S
MDIEE % cudaMemcpyDefault & U T cudaMemcpy () B
BeFTd 5.

3.2 EIEEH
ooc_cuDNN DO FHBEITI AN - HATFT—a 2 xhTh
CPUAEY -GPUAEBVDEESIZH>THNINT B Z
EMMTED. §1‘ﬁ5§§5{’5_’£ﬁ‘§"6 L&, T—XNCPU X
Y RIZHBGETFIEFICT—XORE %217,
HEROBORETIINY FHA X, Frvorx)VE, K
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(d-hy &y BHRED)

X w Y

d_hx -’/::M
d_cy Tt

d_h
}_Y d_cy

M4 BAAAGFEONE (dn=10DHE)

W<y TOHA XFNFNIZOWTHET S, BFEDHRE
TIEAERY 77 ADRMEE2ZRLT, F¥~y 704
A ADHENIFEZIZDODVWTDATHITI L LT E, EAT 1
NEZDOBETIEHENF ¥ 2, ANF ¥ o2 IVEIZD
WTDOADEIT S,

BB AL T — &2 CPU A€V LIZh D54,
CPU - GPU M@E0 By 705, £/, TDHE GPU A
Y R T =R 2 ELZODNY 7 7 RT3
BERH L. AT —=2M55% GPU A€ LiZdh 5
G, TNODOT—XEBEERD Z &V TEDZDTHERF?
Ny 77 ERETHB. £/, CPU - GPU MDEFIZ &
BE =N~y RENSLTEHEDIZ, S EEEZN1 T
A4 VBT 5. 1 751 4biE CUDA @ stream HEHE
EHWTITS.

BUR T, ooc_cuDNN IZ 81} 5 B AIAADNELREFHEIZ
DWTHhR S,

EBXELEATANIWEZANELT, BY 2H19 25
BAAAGHEEITD. FHEDODENE n, ¢y, cx, hy T2
WTHTS . HERODEH 1 XDINTA =R 52K 2ITRT
72, BAEODEOHIZONTH 4IZRT. 4D k>Iz
X, W, YIZENZENDEIH, XBELOWO—HrSY
D—EIEFHRINBEZ Ltz 5.

OBFABEFEDEEIZONVWTHERS, dX, dW,
dY ZzZEnEnX, W, Y DEEHDNNY 772 LTGPU
AEY EIZEETS S, £/, n, ¢y, cx, hy IZD2WTHE
T 5720, HAEEEFENTICHIRLIZ4EL—-T TS,
&L—TOAFV—vavEgiEThED [£], [ 2],

[CXL{£L1T%6.w—fWTuMT®3O®M@

d,CX
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(HtoD, Convolution, DtoH) 217\, Y O—#a % FH L

TWwX.

(1) HtoD : X 4 CPU A E Y Lz 254, HEIS
TEXD—HR%E AdXANLIAL—=FTE. WIZDWT
HFEBROMIZAT S .

GPU £ T dX, dW %= A /3
ELT,dYy 2 T 28 ARAAEHEZ
cudnnConvolutionForward() BA#(Z W TAT S

(3) DtoH : Y 8 CPU AE VY LIt 2H4, dY #5 Y D
RIS UL aE—42%

X 2 GPU A€ Y RiZd25EGIFEHIINIET 2 X D—
BRE2dXEULTHES. W, YIZOWTHLHEKTH 5.

2T, EEREEEE L TL— T OIEFIIIM S n,
¢y, hy, cx IZD2WTONLV—F& L7, LT, HtoD &
Convolution ¥ cx IZ2WT DI — 7, DtoH & hy 1220
TOIN—TTI7 5.

WEDF ==~y RZ2RT DI, 1T T4 Lt
12 & © HtoD, Convolution, DtoH # 4 —/N—5 v 7L T
F5. ZORLTSAVBEDRA LT OH%EK 5 IT
RY. hy ZOWVWTONL—=TD1RES%E 1 ATy T2 LT,
3 DD stream T/ 774 VLT 5,

BITE, ooc_cuDNN Tl VGG & v b7 — 27 OEERE -
BREICBE L CNN BBV EEFTH L. BEAIAAREDM
EREE, B LN T 2DIEREMAL - T—Y v I
E DNEER - S EIEEBIC O WTH LR & FkOFIE T
G- FEELUL.

4. MREEETIVICL BREL

ooc_.cuDNN TNy FH A1 X, F ¥ 32V, R~ v
TOY A XIZDWTTF—XEREUTHEERTS. TOK
DOMEREIZENHNY 4 DI KRESHEEZITL. £72, #
Yo ZIFFHERIZ GPU A BV ERRZBA WL S B0
TRITNER SV, L #ERfEY 1 X2Rd 57
b, AT ITHRETVEBEL, TOETFMIZEDY
T L E T 7z,

4.1 #TIRBEOMEEE T, 4.2 HiTlX cuDNN DOPEAE
ETIVIZDWTHHT 5. Th o OFEREZHWT, 4.3 i
Tl ooc_cuDNN OMEEE T NMIZDWTHRR S, F/-, 4.4
HiTIkZDOMREE T NV E2 AW ZHREIZDWTIRRS,

(2) Convolution

4.1 BEDOHEETTIV
CPU - GPU MDi@fE DMEREIZ DWW TIEET 5T — X
YA ADEBETNTEL, UTFTDO LSRR LT 5.

thton = ptop X (BIET 2T — XY A X) + Bron

Z ZTCTHRE amrop 11 Byte 720 DA€V fiEk R,
Briop FBED VA TV %ERT. o DFEHIEN—F
T TIZLoTHES. ooc.cuDNN Tld aprop & BHtoD
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time

stream1l

stream?2

stream3

—_—— e — — — _________n

[ —— I

o
N
T
o
N
pu

5 BARAARGEDSA TI4 VLD RA LT Y (BOSECTHENZEID cx V—7,
AV VYDFERCTHENTZIBAN hy V=TD 14T L= a VIZHYT3)

g )
= 70
E e =
i 50
i a0 P [
12 30 o
# 20 ot
10 gl

0 128 256 384 512 640 768 896 1024
HATF v v 2L

6 cuDNN % F\ 72 & AR AGHE D ST R

TP HERPSHEELZBDZEHVS
FERIZ GPU 25 CPU ADEEDMEREE TIVIZLAT D
A

tDtoH = OptoH X (5@%@‘57‘—&%4 7\) "FﬁDtOH

4.2 cuDNN OHEEETIL

cuDNN OMREE TOVIFEHREBER I & 1T L 7. &5t
BOMEEETVIZHERIZODWTOMEETILVTET.

PAFCIX, cuDNN & F\W /= B AR AFEDOMEEE T

DNWTHRARS. BAAADFHERIL O(n x cy x hy x wy x
cx XTw X sw) TH5B.

cuDNN % W72 B AIA ARG R DOMREZ ff T 9 5 7201
FAHFEERZEIT - 72, FAHFERTIE Tesla P100 T cudnnCon-
volutionForward() B DFATIE & ¢y 2 2L B THIE
L7, #REX6I1TRT.

DV HEBRDFER, cuDNN % i\ 72 B AGAARGHED
FATRERIEIE I F ¥ Y AV ey 1T U TR TIE W Z
Wb otz. X6 TIHETRMAKRELSEINT S ¢y X
%< DIGE 32 DEHTH - 7-. Fi@f’&) ?SJ:?fCY D
EHRNIWE EDREER/NS LT LD, BIEDKET
oy DI32MIMNT B T L IZETIRMPEMNT 26D LT
®S. koT, BARAAIHEDUEREETIVIIBATDO LS IZ
BB,

teonv = Qconv X {TL X (32 X ’7%—‘) X hy X wy

Xcx X rw X SW} + ﬂconv

Qconw & chonv lii@%c‘ilﬁlﬁ&i%ﬁ%%%ﬁ#%?ﬁﬁbt%
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DEMVD
CuDNN 2 81 5 BAABFH TS O BB OIEREE 7V
IZDWT S Bl L RO T CHISEL 7.

4.3 ooc_cuDNN OHEEEET IV

0oc_cuDNN DZMHFEE T IVIL 3.2 Hi CORKEF - FI iz
DWTHEEEL 72,

BAR T, ooc_cuDNN % Fi\\ 72 B AIA A D EEREFHHE D
PREET IOV THRRS. £, dX, dW, d.YDT—
XY A4 X memoryy_x, memoryqw, memoryq y \&Z i

TNUTORATEEINS.
memoryqg_x = (d-n xdcx xd_-hx xwx) xd (1)
memorya.w = (d-cy X d-cx X rw X sw) x d (2)
memoryq.y = (d_n X d_Cy X d_hy X U}y) X d (3)

ZDr &, 1[ED HtoD iIZ0 5K t grop, B & DtoH
W2 B tpro XFNTNUTFTORTRINS.

tatop = (Qmtop X memoryq_x + BHtoD) X Px
+(amtop X memorya_w + Bruion) X Pw

tptorr = (XDtorr X memoryay + Bptorr) X Py

ZZT, px XD CPU AEV YL GPUAEVDESL S
WZHEDNERTNTA—KXTHDB. px DX X A CPU A
Y RizdiE 1, GPU AEY EIZHNT0THS. pw,
py WIZDWTEHLEETH 5.

F 72, 1[\D Convolution DFEFTHE toon, 1 4.2Hi& D
UFDoATRINS.

d-
tconv = Qconv X {d_n X (32 X ’V 362Y-‘> X d-hY X Wy
Xd_cx X ry X SW} + Beonw

JERARDEHIAAGHEDFELTIRHE Toony 1&, 31 T T A
WILZIT>TWB720D tiion, teonws tpror D R/NBELRIZ
FoThEs. BARAAHEDORL TS VD1 ATy S

T3 HtoD & Convolution % [ -‘ []3°> & DtoH % 1
[BI1T 5 7=, [ﬁw tHtoD» [ﬁ teonvs tDtorr DR/
BRCTHEMTET D, £, GHERKRTIEZDNRT TI 4
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vz ([ [25] [#5]) 27y 765, £,

d,Cy

Toonw WA TFTORTEINS.

Tcon'u = tHtoD + teconv + tDtor

c
i (Llfx-‘ - 1) maz(titon; teonv)
n Cy hy
dn — | -1
+ ([dn—‘ lrdCy—‘ [dhy—‘ >
Cx cx
Xmazx (Licx—‘ tHtoD, Licx—‘ tconv»tDtoH)

00c_cuDNN 128 1F B B AIAAGFFE LN OB DM EEE
T DWTH Ll & ARRDOFIETHEL /2.

4.4 MEEETNICEZREY 1 XDO&KREL
UEDOHREE TN ZHWTEREY 1 X0 ETS.
ZDERENTIE GPU X EY) DEEEEIZLBHFIOTT,

PEREE T IVOMENR L D INS B 3 EY 1 X KT 5.
BARAATIE dn, dey, dex, dhy D4DDINT X —

RAVEEAN SR TH D, ZDdD, BYRRLLGEDHE

BPKRELRDE. £ZT, UTFTO LI Ra—-VRT472

2ABRBATEHI L THEREZHIRET 5.

(1) BT A=RIZDNTHEN U\ REEZ IR B L 5
% (dn=mn, dey =cy, deex =cx, d-hy = hy)

(2) £72, BENTOVRWAT A =05 —DERR (T
RTDNTA—=ZPRITNTWZRSIEHKT)

(3) BATZNTA—=RDJEY A ZIZOWTHEKRT L. £
DOHTHREE T IV OMENR/NE IR 5 7238V 1 X% %
DNRTA—=RDREPAXLT5

(4) (2) ~F5

ZDXDITHRLZGE, SRR L U CHRERHIPH

WINEL->TULED., TDORD, LDEYRNT A —

RERDDIZIIFERTZNNTA—RDIEBRNEEL 5.

00oc_cuDNN TIERE L 25 &I ETE2 A — 1N~y F %

ZEBLUT, XTI RXA—=X%dn, d_hy, dcx, dcy ONEIZH

HBHZ L UT.

DR TERBEOE 22—V AT 14 7 A% HWTOEY

A AEPRET 5.

5. CNNEIEDES

INETITHBAEE & m#ELIZ XD, ooccuDNN &
SR 72 KR 2 B AAARD & D IZFHHEEN K E W
HTIREHTES., LrUADS, 63HTHRETS LD
IZ, ooc_cuDNN TXNA 7 ZDME - G - 7=V > 2
D& D BEMREENNI VIR EZ ZNENRRTET L2
4, cuDNN & U CTHEAREMETLTLES. Z
NIFEHEEDNS WS, BEZRET 201+ 4REH
&2 R TE R VWD TH 5.

BEIZEEA—N—~A"y FE/NILTEHEEZDIZIFKRE
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oopps ol el
serl ol R fofem Pl
C T
‘ : time‘
3DDEHBEEEEHTITS
——
Frod WP |
wot TP
peer WP

" time

B 7 BHAB - ST AOME - EEALE R 21T S BAD XA L
F4Y (L) LEALTI S BADRA LT1 Y (F)

cudnnConvolutionForward(X,W,Y);
cudnnAddTensor(b,Y);

cudnnActivationForward(Y);

L

ooc_cudnnConvolutionAdd
ActivationForward(X,W,b,Y);

8 BAHIAD - NATADME - iEMALE cuDNN T 5550
YV —Z3—NK (k) & ooc.cuDNN THEHEBEHZHWTITS 5
DY —A3—FK (F)

REBEENLELRS. —F, Z{DCNN T 77—
v a VTRHHERPAEVEARIABGEL N1 T ZADINE
RiEMAL, BEXOT—=Y U TEE T TITbNS, £ 2T,
ooc_cuDNN TIXZN 5 DFAZ £ HTITH>EEHE%
i HET 5.

TR TIRBEAAA - N1 T ADOME - iEME LB
ZHNZUTHATS. ZD320E 2427558
X 70EMO &S IZHFHET CPU - GPU THEEZE1TS
BENHD. TR U TEEEREHVEGE T,
TORHDOELSIZ—EDOBBFIZHF LTI DOFHEEE LD
TS . ZDd, BARAAFHE LF UBEFRKT 3 DD
HETH I ENTES., ZLUT, ZOESBEETIIEAA
AERIZE o THED A —N—~y RPRINZ ET, N
A7 ADME - RIS e TE BRI NS.

MO 7 7V r—va v I OEAHBEHHAT 5
&, V—ADA—ROEESHMIRBIHSDELSI1THhE. ZDE
SIS DT ) r—ya viIZBWTIEFRNREE
Bz CHL /I NS,

6. E5R &AM

ooc_cuDNN Z W THEBRZ T\, MEREZFEM L /2. 5
BB 2R 3ITRT. TOEETIE GPU A€V EEIX 16
GB TH 3. ooccuDNN IZ L > TZDEEZMHEZ 5 [ME
Y1 XD CNN DFHREDPAREL 725 T & 2 FiEL 7=

ooc_.cuDNN #fHHHT % & &, R~y TIETXT
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xR 3 FERERE
GPU Tesla P100 (Pascal f:f%)
GPU A E VYRR 16 GB
CPU Intel Xeon E5-2680v4 (Broadwell H:4X)
CPU AEVRE 128 GB
PCI-Express gen3 x16
oS CentOS Linux 7.2
CUDA CUDA 8.0
cuDNN cuDNN 5.0

R4 DBV A XDV TOERKER [GFLOPS)

fEY 1 X (1) (2) (3)
REFHFIE 2574 6787 2681

R ERERE 2522 5142 2383
FEEROR# /N T A — R HH | 2654 7024 2721

CPU AEY Lk, EATZANRENLTAEGPU AEY L
B L., ZHIFERT LR ENAS T AT~y 7
LU TN <, EEED CNN OHEDEIZ GPU X %
ViztpliEseE2xohd25TH5S. £72, cuDNN
EDHREHIT o 7=,

6.1 PEIY A XwBILIZDWTOFH

00c_cuDNN IZ &K 2B AAAGEIZBIF B85 A =2 D
BOEAIZ D WTEMIT L 72, FEBRTIE 44 HiCRRE L 7 5o
(ERETNRIRA—XERAL L EOMWEEY, RERET
NITRA—REHEAF L EOMREKLZ. £72, T/RCT
DNRTA—=ZDIMAEOETENTNET L TREEP -
7-MERE Y £ LR L 7=,

AR EERETIE RN T A — & & 0% L 72 WIREE 2 FHR
BBY UCHEBREIT-7-. 72, HEDMRIZFL TS A—
RDSBLEWTNL%E 1IN (F721382) S0 %EF
i U7z,

ZOFEBRIIATD 3@ 0 OREY 1 X122\ Tiio 7z,
TANZYARXETART3Ix3 &L,

(1) n=1,cx = cy = 64, &Y 1 X = 8192 x 4096
(2) n=1,cx = cy = 256, Hi{fH 1 X = 1024 x 1024
(3) n=512,cx = cy = 64, BT 1 X = 256 x 256

FRERAIIRT. BEREAFETAIA X2 HEA
FIBETH, EBEORE/ S XA — X TEIT UGS L R
UCTHRETIZ 34 WA T TH - 7=,

F7z, KA WCINERFFIBEREE H W56 L kLT,
RERELTFIEZAWZHEOIE D PMERENE V. Zhik
JEFERETIREER 2 VTR O E Y A X2 EHTEHD
T, RARIZED 2T WD TH B, —f, _EFIETIX
NIA—=RZ L 2BRETD O TR IZ< V.

UTOERTIE, BEREAFEZL o TERLEZAS
A — R % Wiz,
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C X ¢y

W cudnn M ooc_cudnn

9 FyUANEEEIEZL EDEAAALDNERE

6.2 MREDFT(MH

BXAEAZ74NVZEWTREY ILEBEALGHAR
cuDNN, ooc_cuDNN TZNZNfF-o7z. ETlEn =1,
hy = wy = 1024, ryw = sy = 3 TAHEIF ¥ ¥ 2K
cx,cy 2RI EOMREEZHIEL . E AN
DEBTI cx,cy P 2048 LA ED & & BT AT Y ED
GPU AEVREZMZ 5728 cuDNN TIEEITTHZ &
MTERD o7z,

FERZK 9I1ZRT. cuDNN ZH W7z & 2 DMWEEITE K
T 7629 GFLOPS TH > 7-. T L T, ooc_ccuDNN
A U 728556 OMERE X 4332 ~ 7455 GFLOPS T®H 5 7=.
Kz GPURBERZBATUE S F v v 2 IVEICH LTI,
cuDNN % {fifH U 72356 O K MERE & R U T 97 %DM
Loz,

9 TWEF ¥ VR ILVEN/NIWIFY, cuDNN &
ooc_.cuDNN DMHEREZENKEW. TIZT, Fvy YL
IZ & % ooc_.cuDNN DMEENDFHEIZOWTE R L. BH
IABDFEEIL cx,cy DHEAIZHHILTHKRT S, Zhi
XU T, HtoD i@ I2 BT 58 X BT 2 @ERIE cx T
BT 205, ey ITIIETFEL R\, 2D, cy DIAEWN
54 Tl% HtoD B 12030 AWl & 0 FHERFDIZ S 2R
720, HtoD BE2ZHMT A Z N TES. —H, cy DN
X WIGE Tl HtoD @312 H2 02 B KEE A L B 72 0 PERE
& RIZD% M5, FERIZ, DtoH JB{E 2 EH#TE 200 % cx
DEIZHAFS 5.

6.3 FEOEAICDOWVWTOHME

5 ETRELUZEHAHBOFEMEZUTND L S IT/7o7=.

BAIRAHB - N T ADME - IEELDEF R % cuDNN,
ooc_cuDNN TENZ T 5 72. ooc_.cuDNN Tl & B
EHALEGEE, 3D20FREEZDITTTo72HBEGDEN
FNTETHRRHZJE L 7.

FER %X 10 2R 9. ooc.cuDNN TIEFIBEZEA LRV
By, FATRM D 5 581 7 ADIE & IEHALD D B #
&7 cuDNN & Ll U TN L 72, Z N 7 A0 -
TEHEALD & S IZFHEEINNS WEHE T, @ E0 KoM
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H convolution M add bias M activation = fused

10 BARRAA - NA T 2O - VAL D FATR DR
(T’L = 1, Cx = Cy = 64, hy = wy = 1024,

TW = Sw = 3)

)
o O o vl Y
< |Ist | s IR & N
NN (|0 [0
- © |© |9 S| - NN
SIs| = S| = s ==
t=) cle| 2 =2l o S22
et E e H E e HEH E
c ;; ;i X oo & o|lo|o| &
= x x
RIZIE| 2|2 8| |2l2|g|
™ n | g Mo | e @ |n|d | g
| —
N[N ey e NN (e ]
(||| o |||
in || ||t || 0 in || [0 || 1
slsllsl = NP SIS
#Eéég gggg
ollol o
AHH
RIRIR| & x| x| x| ®
& |o|lé | g M, j; g

11 VGG16 Dx v k77—

FAREIZE s TRE Wb THS. —F,3 2D5E%.
BETLHILITLD, HELRWES LR L THEITRHE
1342 %otz

DL ITHERMNIVEHETS, FHRENKEVE
REFLHTITS LT, BEIZLEZA ==~y K&/
S UTHEMIZIT) Z LR TE 5.

6.4 CNN77U4s—vav~nEA

VGG16 * v b7 — 2 [7] DEERE - ¥z 0 G &
% cuDNN & ooc_.cuDNN # ZNZFN(EHL Ti7-> 7-.
VGG16 D3 v b7 —7kEEZK 11 1IZR9. VGGI16 1
EERFBIZHNSNSE CNN TH Y, EIZ 13 BDEARA
e 3EDEMEAEPOMEING. £/, FBARIAAE
WKHITETANERYA XETRT3IXx3THhD. ERiTl
cuDNN & ooc_cuDNN % ZNZFNHNWT C+4+TH A BE
LT as s L& FEALE.

Z DFEERTIE ooc.cuDNN TEMHEZ1TS & &, GPU A€
VIZIE 2R~y 7OF— &1L GPU A€V LIZHEL
7o, £z, WEERO AT EHEZHIRT 272012, Al
FT—XHADAEV B ICHRETE2DOTIERL, AEY
T EABRLTZEOHDORAE) Z2HWEbT I e L.

ZOEBRTIINYy FH 1 X% 256 A EE LGS, A
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Performance[GFLOPS]

12 VGG16 ~Djl AR DM RE

WHERAE)ENGPURAEVREEZBATLES D
cuDNN TREFEZITI I BN TE R o7, iz, Ny
FHA4 XA n=1024 &£ L5GE, itE2AKTIZ 60 GB A E
DAV EZBELL, EHITEF2IZRLEZEIIZ1LI DD
BOHEZIFITE GPU XAEYLBARELT.

Ny FH A A n 22 THRZHIE L ZBEROR R
% 121289 . cuDNN 2 U 72858 O WREIX R KT
2805 GFLOPS TH > 7z. ZAUIR L T, ooc_cuDNN % fii
U854 0MEEEIX 2372 ~ 2805 GFLOPS & 74 -7-. I
IZ GPU BRE 2B A EY 1 X128 LU T ooc_.cuDNN %
WAL, 10 ~ 13 %D 4 —N—~y RTHEZTS
L MWTEL.

ooc_cuDNN Z i U 7= &6 DM REIC DO W T o 57
HIZ, VGG16 DIEEREEEIZ BT 2 R BEHAAED HtoD -
FHE - DtoH O FEITRA % X 13 12277 . 13 TIREH
DI ON T, WER & i U CEHER 01F 5 B E<
HoTW5d., ZHik, VGG16 TIEX 11 D & S IZ@Es
ZONTF v Y RIVEPEML TV 72 TH 5. 6.2 i
TR &1, F ¥ VR IVEPKEWETIZEERRA
SHENZ AR D MERE N2 A B Z 2 T E 5. W EKEHE
WOWTHFABROMEADH D, X 12 TIHFHERMEKICEITS
MR T2 MR B Z &N TES .

6.5 Unified Memory % {#f L 72355 & OMHRELLER
6.5.1 Unified Memory
GPUAEVREZMADT —X2H D HEL LT,
CUDA O X £V EHFED—DTdH S Unified Memory[11]
BT S 2AAEIF 5N 5. Unified Memory & U THE
I N7 — RIIFHKZ CPU - GPU HEEE A HETfF
bnsZeizkb, CPU & GPU DG S6HS Z &
T&3. AT TIE CUDAS.0 8 & U Pascal A7 —F 52
F ¥ 2B} B Unified Memory DZEENIZ DWW TEHHT 5.
Unified Memory & A EV 2 R—V A TEIHLTED,
7 — XKD CPU - GPU [ilif5 1% Page fault FEAEREIZ
T b, F7z, Unified Memory TlZ GPU A E YV IZILE
DESRVWT—XIZHET CPU AE VIR ING. Z
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Layer (cy < cy)

H HtoD B Computation H DtoH

13 VGG16 DIEERBEIEIZH T 5 £BAIAAED HtoD - #1455 - DtoH OFEATRHH (n = 1024)

4000

512*512

Performance [GFLOPS]

B cudnn Munified_cudnn M unified_cudnn(prefetch) M unified_cudnn(prefetch+divide)
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o Bam N Hul B Hal § Rel R Eelf Bub.d Hullf sl

1024*512 1024*1024 2048*1024 2048*2048 4096*2048 4096*4096 8190*4095

Feature map size

ooc_cudnn

14 Unified Memory %[ U 723546 & DVEREIEL (n = 1, cx = ¢y = 64, rw = sw = 3)

D7, GPUAEVAREZBA LY A ADT—X% GPU
THO Z e NTES.

Unified Memory (Z &R F a —=> 7 Do,
cudaMemPrefetchAsync() B & W5 7'V 7 = v FEEK
PHEIhTWS., ZOoBKEHEALTT 207 Y
Tz FEFDIEIZLD, Page fault B D HIIK A AR
Ih5.

6.5.2 MBELLER

Unified Memory % i\ TEAIAAGEZIT, PEREIZ
DWTHFHE L 7z, F£72, @ D cuDNN B & U ooc_cuDNN
& OMEREHIR B 1T o 7.

Unified Memory % W7z EAAAFHEIZLLND 3 DD
FETENENIT 572, FHEIF TR T GPU LT cuDNN
ZEAL TITo 7=,

e unified_cuDNN : YEfEF 2 —= > 7 FIZFHHE

e unified_cuDNN(prefech) : T—X%% 7)) 7z v F

e unified_cuDNN(prefetch+divide) : 7 — X & 7V

7xzv¥F, 8L ooccuDNN & FIREDEFH R4 E]

Z Z°C, unified_cuDNN(prefetch+divide) Tl&, 2 XG7T —
ZIZDOWT T 72w F§BGEIHE L7 A€ VT
& 12 cudaMemPrefetchAsync () BA¥ % FEOFH .

ERTIIRE~ Yy 7OY 4 X223/ EDMRER
HI5E U 7z. Unified Memory 2 AT 22 EDT—X DY)
&Y LTiE, Fii~y TIETRTCPU A€V |k, &
AT 4 RIE GPU AE Y EICEEL 72,
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FEREZX 14 1277, unified_cuDNN OPEfEIX 390 ~ 584
GFLOPS & 7% > 7z. Unified Memory ZMgF 2 —=> 72
BUIHEHLZG60M@RIE FOREKE ULTIE, BAFD 2
MOEFON5S.

o FHELEENA—N=Fy TI NV

e GPU ET® Page fault IZ & 24— V=~ RHAKEWN

X Z unified_cuDNN (prefetch) @ ¥ #8 1% 660 ~ 906
GFLOPS &, unified cuDNN & 0 @< 2o 7z, ZHiZ
F=R%ETVT7zvFITBHILIZLY, GPU LTO Page
fault DFEEFBAHIKE N7272DTH 5.

unified_cuDNN (prefetch+divide) @ 4 88 1& 39 ~
326 GFLOPS & o 7z. THhiFFHEODEIZ LD
cudaMemPrefetchAsync () B D IER) KA IE O L A3
BMU7-7-0Th 5.

%7z, Unified Memory ZffH U 7254, HAE Y IZD
WTH HtoD BEATTONT W, 2D &5 AR ng il
BIZ& B F ="~y FEMRIETO—-HTH 5.

1217, ooc.cuDNN DHHE X 1350 ~ 2599 GFLOPS
o7z, FHZ GPU X E VA EEZBA 5 MEY 1 X2
L T ooc_cuDNN % W 7254, unified_cuDNN(prefetch)
LT 3.6 fEDOMRETEIREZITS 2 LR TE .

7. BEEME

ARWFSE L FRRIZ GPU A BV RERZBZ 5FEEFE 2T
572 DOFHK L LT, Rhu 5 I virtualized Deep Neural
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Network(vDNN) Z#2% L T\ 3 [12]. vDNN (& CPU X
EVEMFS I L TCGPURAEVARBIZEAMEAMHRL &
L LTWVWAETIEAWMSELFEUTHS. —FH, vDNN T
WBEHEANTATRY 2EMTEILE2EXTHY, HDED
HAELHIDOEOT—XDEEEA—N—=Fv TF5HILT
WBEIZEEZA =N~y FZFESLTWVWE. LAL, ZD
FEEFE—DOBOHBEIZBLERT —XNTRT GPU X E
Y EIZNED Z L 2HiEE ULTWT, £5TRWVWEEIZIX
TG T E 2,

Cui 513 GPU 2z W EEFH O HLEIZ B W T,
GPU AEVDHREEZMBZ 2MEY 1 XDFHAEZ1TS
GeePS ZRFE L T3 [13]. GeePS TiE&/ — RIZBWT
GPU A VEEVRE D RWEE, £0/ — KD CPU A E
VAEMALTCT—X%2 ATy ST5ZTRALTWS.
FAHEEBEDOT—N=F v THiToTVEN, T—XD4
HY o ZOFBEALIZ L TV WA TAIIE & xRS,

Dean 5 X CNN OFH&EZEHD / — R THEET 5
ETVAMFNZDOVWTHRNRT NS [14]. ETIWEFITIZ —
NOBZFFHATE 5 A€ EIH X 572 KA CNN
DFEDHREL 5. LU, RIETIToTWwWa L5 %R
ATV BEEORHIZIT > TR,

8. FELHESERDRE

FSCTIE CPU A€ Y 2\, 22D CNN O&E % 43
HF 5 Z & TAEIELR CNN D% GPU TfF5> 2 2 %
A[HE L T % ooc_cuDNN T+ 75 V) DF&F & Bz DOV T
B R7z. ooc_cuDNN TIXMEREE TV H S Y) 7 43 # 4 o
A%RD, NAT T4 VU EITS Z L TBIGIC LB A4 —
W=~y RENSLKT S, £z, Io6R055EEDDIT
TIHEBOE L2 £ L O TIT O HEHBBRILT 5.

ooc_.cuDNN % ffiHH9 5 Z & T, GPUB=E%ZHBZ 5 CNN
TH 10 ~ 13 %NDOMRME FCAHATES I L 2/R L. £
7z, Unified Memory % fif L 72856 & KL TH KT 3.6
fEDOMRETHAETE S 2R LT,

SBOMBEE LT, SERORE - FEL T TRL,
CNN 2K %2 ZEB U777 — X DA E OB E P FHEDE
AR EDRELEIT>TVWEZ V. TUT, 7O
BV —=L7 =229 5 ooc.cuDNN DEHE T > TV
v, £, SEOKEITIE 42 HiOMWREETIVIZEW
T, D7D ey B 32 BINT 5 Z &I E TR
55D& L7z, ULHL, 5% cuDNN OB D FEM 72 M
REfRMT 217\, T OREREWREE T IVIZKBL 72\,

BEE ARIHZEIX JST-CREST OMZEEEE IR A A7 —
VEFRD A £ ) BEOEIMIZFIET S Y 7 b v = 7 Hiffi
DXBEEZITTELET.
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