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Fipkng L BHERE R RHMG T 5. ATk 0IFEERT.
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47207 7axy 3 TEINCEN LT, #EoIk
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& 1 IEEE B & ROGREINEURTE (10 SERTEUSIERLEIC FED W TR U 7480z /N K

HUANE 3 Kicluis A L 7 fH)

EAN 7—FH¥ AR HBEIRR | IREGTR | 10 M | 5

FP64 64 bits 11 bits 52 bits 15.95 IEEE EX
SLFP64in56b | 56 bits (32+16+8) | 11 bits 44 bits 13.55

SLFP64in48b | 48 bits (32+16) 11 bits 36 bits 11.14

SLFP64in40b | 40 bits (32+8) 11 bits 28 bits 8.73

SLFP64in32b | 32 bits 11 bits 20 bits 6.32

SLFP64in24b | 24 bits (16+38) 11 bits 12 bits 3.91

SLFP64in16b | 16 bits 11 bits 4 bits 1.51

FP32 32 bits 8 bits 23 bits 7.22 IEEE
SLFP32in24b | 24 bits (16+8) 8 bits 15 bits 4.82

SLFP32in16b | 16 bits 8 bits 7 bits 2.41

FP16 16 bits 5 bits 10 bits 3.31 IEEE JE2

union union64 {
uint64_t i;
double f;
};

struct slfp64i48b {
uint32_t i32;
uintl6_t i16;
};

__inline__ s1fp64i48b fp64_to_slfp64i48b_rz
(double £64) {
s1fp64i48b sa;
union union64 u64;
uéd.f = £f64;
sa.i32 = (uint32_t) (u64.i >> 32);
sa.i16 = (uint16_t) (u64.i >> 16);

return sa;

__inline__ double s1fp64i48b_to_fp64
(s1fp64i48b sa) {

union union64 u64;

uint64_t i64h, i641;

i64h = (uint64_t)sa.i32[i];

i64h = i64h << 32;

i641 = (uint64_t)sa.il6[i];

1641 = 1641 << 16;

u64.i = i64h | i641;

return u64;

}

2 AoSTERIC X 25 RIFH/NECE R (SLFP64in4d8b) & IEEE
X (FP64) DZHAEI%L

4.1 AXPY

AXPY 3R 7 FVE N OFFHEIZEWT, 3N BED X
EY 77X A LT 2NFlops DHENBEL 5 A €Y A
VTV TRMITH L, IHICAEY TV AFHML
HWHET 7 ATH D70, L DBRETIEC AT LDAE
VAR E WY ZNBTh D, Lddo T, FNIREIIN
FIERZEH L 2541, ATY 772 2AROHIRIC &
ZiE MR, B oM LR TE 3,
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struct s1fp64i48bArray {
uint32_t *i32;
uintl16_t *il6;

};

__inline__ void fp64_to_slfp64i48bArray_rz
(double f64, slfp64i48bArray sa, size_t i) {
union union64 u64;
u6d.f = £64;
sa.i32[i] = (uint32_t) (u6d.i >> 32);
sa.i16[i] = (uint16_t) (u64.i >> 16);

__inline__ double slfp64i48bArray_to_fp64
(s1fp64i48bArray sa, size_t i) {

union union64 u64;

uint64_t i64h, i641;

i64h = (uint64_t)sa.i32[i];

i64h = i64h << 32;

i641 = (uint64_t)sa.il6[i];

i641 = i641 << 16;

u64.i = i64h | i641;

return u64.f;

}

B 3 SoA W< & 2 HRFEVNEATER (SLFP64in48b) & IEEE
B (FP64) DZHaE%

CPU IZE} % SLFP64in48b (FP64 X— A 48 £ MR
FEVINESER) O AXPY OFEEFIZR 4128 F., ZDa—
FiZBWT, FP.TYPE/FP_.TYPE_ARRAY 3L ¥ 2% |
THw 513 IEEE X, SL.TYPE/SL.TYPE ARRAY
E AT L7 —& REIH W &N 3 M RFE/ NS
2RLTEY, SRFE/NUIIERIE 7Y 78X v 3ok
WIICEH S5, %8, for XX L Tk OpenMP 1T &
2L Z R L T3,

GPU D F%HdH CPU MK & FfkIc< 7 v ERlIc k- T
RPN/ NUAEX 2 EH T %, CUDALT 2i1cHhh
CPU D EREIZEWWT for XERILTWEA VT v 7 A
(i) 22V y FID ICEEAZ 7, £, ALy R7av 2
HrzhDAL Y FHUL 128 £ L 7=,



BRLEZSARERS
IPSJ SIG Technical Report

#define FP_TYPE double

#define SL_TYPE slfp64i48b

#define TO_SL fp64_to_slfp64i48b_rz

#define TO_FP s1fp64i48b_to_£fp64

#define SL_TYPE_ARRAY slfp64i48bArray

#define TO_SL_ARRAY fp64_to_slfp64i48bArray_rz
#define TO_FP_ARRAY s1fp64i48bArray_to_fp64
#define SLAXPY slfpAxpyFp64i48b

int32_t SLAXPY (size_t n, SL_TYPE a,
SL_TYPE_ARRAY x, SL_TYPE_ARRAY y) {
size_t i;
register FP_TYPE ra, rx, ry;
#pragma omp parallel for private (ra, rx, ry)
for (i = 0; i < mn; i++) {
ra = TO_FP (a);
TO_FP_ARRAY (x, i);
ry = TO_FP_ARRAY (y, 1i);
ry = ra * rx + ry;
TO_SL_ARRAY (ry, y, i);

rx

}
return O;

}
4 CPU IZEIT % SLFP-AXPY D33 (SLFP64in48b D4

4.2 GEMM

GEMM 2175185 C = aAB + C %##HH ¥ % Level-3
BLAS V—F > TdH %, Nx N BHEDs7%5IEHTH08
&, AN2EEDXEY 772 212 LT 2N3 + 3N2Flops
DWEZITIMHEA VT v TR TH 2, XEY T
£ AR EAR D FEITHRIC D 2 & T b T TH
26, MNFE/NIEERZ A L b EEERE O KR
R ERBEETELR VR, XY TR AICET BE IR
ECIXBAIMRISGE I NS ATREED D 2. GEMM 1338
aElbz s & 7 a Xy 3 OB Y — 7 #HAEMRE T
WHEREDME S5 N5 2 EDFIS LT 328, ATl GEMM
DFEEZDH DOMBHNTIE R WD, RERORE#ELO &
2iTo . HERIZE/NIER O T 1L AXPY 08
G LMk TH 5.

CPU kD FEETld, NWEEAD k%4 3 HL— 7
kAR R—21Z, L—F Y HIZB W T A DEEEIC
kA2 V7R AHAOREL, TeyXr T (Tuay
A X=256), 7av 7HADiLjL—TIIHLTZNREFN
ABON—=TTrvu—Y) 7 eHEALL. Tuy 7P AR
W U CRIAEY A A 03mE & 7 2856 D MBRIZE L 72,
7, ZRNENORIMINL —FI2E VT OpenMP 12 & 3
Wbz T 72,

GPU R 53133 E & D3 Maxwell 7—F 7 7 F ¥ Ml
Ao 7R DI [19) ZR—R1Z, ALy F7uy 74
A X% 16x16, ITHEXAEY 7uy X 7% 128x 16, LY
ATy ¥ 7% 8x8 E LI-EEEH WL, Frvia
£ — FliZ cudaFuncCachePreferShared & L C, Texture X
TV REHL TORwd, 1750 A, B OFEAARICIEAA
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R 2 JHEEE (Flops, GB/s HO¥{lZh Y0 S ARy 7 TH 5)

CPU Intel Core i7-4790

(4 cores, 3.6GHz)

460.8 / 230.4 GFlops
Host Memory DDR3 1600MHz 16 GB
Host Memory Bandwidth 25.6 GB/s

Flops (FP32/FP64)

GPU NVIDIA Tesla K20c
Flops (FP32/FP64) 3.52 TFlops / 1.17 TFlops
Device Memory GDDRS5 5 GB (ECC Enabled)

Device Memory Bandwidth | 208 GB/s

oS CentOS 7.1.1503
(3.10.0-229.4.2.€17.x86_64)

CUDA 7.5

GPU Driver 352.39

Compiler gee 4.8.3, nvee V7.5.17

Bi%_1dg() ZM\v>T Read Only Data Cache %@/ L 7z,
¥ 7 BB IBE 72 for I3 #pragma unroll i2 & D HENER] %
BRLTWS, FRALY FEB L7 0y 794 XIx
L CRIEY A X% & 72 256 OUFRIZEM L TWw 5,

5. FHESRAR

CPU & GPU IZBWT AXPY & GEMM DB e &
TBIMEREZ P L 7=, ST & FEERFE RIS OV TORR B,

5.1 FHfiIRIE &RE

FEUCH V7R OB 2R 21239, CPU O Intel
Core i7-4790 |& Haswell 7—¥% 77 F * D 4 27 CPU TH
", Hyper Threading (384 & LT\ 5%, GPU @ NVIDIA
Tesla K20c 13 Kepler 7—% 7 7 F * (Compute Capabil-
ity 3.5) TH Y, CUDA Toolkit 12 415 nvidia-smi 2
< v FiZ & D Persistent mode ZH%)IZ LT, GPU Boost
BREDIRK 7 vy 7% X €Y 1 2600MHz, 27 : 758MHz
ICREL T3,

CPU - GPU I 7u 7 7 Al & i a v 84 LD
bt 7> arveLTO3ZRELL. GPURIF7nr 5
Ll a v 84 )t 7Y a v Compute Capability 3.5 [
Foa—FEREfT>7. CPU T 7w 2 7 A DFELTH]
121k OpenMP DA L v F# (OMP_NUM_THREADS) %
ATEEFL 4 ICHEL 7,

%8, GPU KB IETIX, CPU-GPU DT —%
B IC BT B I - B RHENR E LTwiy, GEMM
DHEIZB W TUITINIESTITH B L L, AT —
FIEAD TEE o, B dbEDTTIXTEHRECHHLL T
3. $15EF—4 L LT, CPUICE LTI OpenBLAS-
0.2.15[20], GPU I23\>CTld CUBLAS 7.5[5] OH:f & Ml
L7.

5.2 FREY A X BEE MR
Y A 123 2 HAEMEREOME TR, V—F v 2k
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P

FP64 -

(b-1) Performance of GEMM on CPU (Core i7-4790) (FP64 based)

GFlops

SLFP64in56b

SLFP64in48b —*x— 7|
SLFP64in40b —&—
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FP64INFP32 —o—

SLFP64in24b —e—

o N A O ©

SLFP64inZIL6b —a—

1536 2048 2560
Problem Size (N)

(b-2) Performance of GEMM on CPU (Core i7-4790) (FP32 based)

GFlops

GFlops
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(a) Power Consumption of AXPY (N=16777216) on Core i7-4790
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(b) Power Consumption of GEMM (N=1024) on Core i7-4790
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(a) AXPY (N=16777216, CPU: Core i7-4790) (b) GEMM (N=1024, CPU: Core i7-4790)
Type GFlops W | GFlops/W Type GFlops W | MFlops/W
FP64-OpenBLAS 1.84 | 114 16.1 FP64-OpenBLAS 159.9 | 148 1080.4
FP64 1.84 | 111 16.5 FP64 17.1 128 134.3
SLFP64in56b 1.53 | 134 11.4 SLFP64in56b 8.7 | 131 66.5
SLFP64in48b 2.39 | 119 20.0 SLFP64in48b 10.8 | 129 83.8
SLFP64in40b 2.16 | 133 16.2 SLFP64in40b 10.9 | 130 83.9
FP64inFP32 3.61 122 29.7 FP64inFP32 14.2 | 125 114.0
SLFP64in32b 3.64 | 113 32.2 SLFP64in32b 13.1 127 102.6
SLFP64in24b 2.15 | 128 16.7 SLFP64in24b 11.1 127 87.5
SLFP64in16b 5.40 | 115 46.9 SLFP64in16b 13.3 | 122 108.8
FP32-OpenBLAS 3.65 | 116 31.6 FP32-OpenBLAS 328.7 | 159 2064.7
FP32 3.66 | 113 32.4 FP32 17.7 | 125 140.9
SLFP32in24b 1.86 | 127 14.7 SLFP32in24b 10.6 | 126 84.5
SLFP32in16b 4.19 | 130 32.1 SLFP32in16b 13.2 | 122 108.3
(c) AXPY (N=16777216, GPU: Tesla K20c) (d) GEMM (N=5120, GPU: Tesla K20c)
Type GFlops W% GFlops/W Type GFlops W GFlops/W
FP64-CUBLAS 12.6 | 176 ( 123 ) 71.4 (102.4) FP64-CUBLAS 1108 | 246 ( 195) 4.51 ( 5.68)
FP64 12.6 | 178 (124) | 70.8 (101.8) FP64 748 | 228 (177) | 3.29 (4.23)
SLFP64in56b 13.0 | 195 (142) 66.5 (91.3) SLFP64in56b 616 | 217 ( 165) 2.84 (13.73)
SLFP64in48b 16.1 191 ( 138) 84.6 (1 116.7) SLFP64in48b 692 | 223 (171) 3.10 (4.05)
SLFP64in40b 18.6 | 190 ( 138) 97.5 (1134.4) SLFP64in40b 693 | 220 (169 ) 3.15 (14.10)
FP64inFP32 24.3 | 185 (131) | 131.6 ( 185.6 ) FP64inFP32 751 | 221 (169 ) 341 (4.45)
SLFP64in32b 24.5 | 183 (129 ) | 134.0 ( 190.1) SLFP64in32b 769 | 220 ( 168 ) 3.50 ( 4.58)
SLFP64in24b 26.3 | 204 (152) | 128.9 ( 173.1) SLFP64in24b 669 | 206 ( 153) 3.25 (4.37)
SLFP64in16b 39.6 | 193 (139 ) | 205.4 ( 284.8) SLFP64in16b 757 | 198 ( 145) 3.82 (5.22)
FP32-CUBLAS 24.0 | 184 (131 ) | 130.2 ( 183.1) FP32-CUBLAS 2621 | 265 (1215) | 9.90 ( 12.19)
FP32 24.7 | 181 (127) 135.9 (1 194.1) FP32 1066 | 197 ( 144 ) 5.42 ( 7.40)
SLFP32in24b 28.5 | 204 (151 ) | 139.6 ( 188.5) SLFP32in24b 933 | 188 (1134) 4.95 (16.96 )
SLFP32in16b 40.8 | 189 (135 ) | 215.8 ( 302.3) SLFP32in16b 1063 | 184 ( 129) 5.79 (18.24)
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(a) Ratio to FP64 of AXPY (N=16777216) on Core i7-4790
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(b) Ratio to FP64 of GEMM (N=1024) on Core i7-4790
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(d) Ratio to FP64 of GEMM (N=5120) on Tesla K20c
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