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Abstract: We parallelized a molecular dynamics simulation software using single-node GPUs to support
multi-node GPUs by applying GPU virtualization tool to CUDA C/C++ program. To obtain the global
minimum state of molecules efficiently, we used replica-exchange method, which is suitable for parallel com-
putation since it has large granularity and small communication between nodes. The GPU virtualization
software enabled us to use a single-node program to support multi-node calculation without any modifica-
tion. Parallel efficiency with up to 1,024 GPUs are measured and 87% of efficiency was obtained even with
1,024 GPUs. The main reason of losing efficiency for higher parallelism was quantitatively analyzed and we
found it mostly the latency between nodes.
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FHFIH T 5 728, Compute Unified Device Architecture
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Fig. 1 The method of replica-exchange MD simuluation.
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Fig. 2 Overview of DS-CUDA: GPU virtualization software.
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Fig. 3 Structure of the GPU cluster used for our simulation.
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AROETF Vv VIRV EF—EHR ()AL (1) © 1247
H) &%, ShH5o7—%13) - GPUDO T B —
SNV AEY FICOARBEL, 79478 —NEDX
AV XNV T A 1 D50 RT Ny 7 7 DAL
BERE L2V, @FEFORBEBLHEET—F &t
F—EHRDOED L ERIT— 794 X1, BL#Z 711 MByte
(= {(NaLL - 3 2) 4+ Niep - Mexen} - A(HREEEEBY /N L
NA M) THDH. oW AR, HFHLE GPU LA
FEREINTWD 70—V X E Y %8 6 GByte & ) 4712
INEVDT, 1HD GPU Lo —nN)LAE) ETH4A
F= Y 2R TELYIAATH L. nED GPU ZiEFML
L72¥ElL, GPULABHLDICERENEAEYH A X
D1l BDTAEY FJRIGE LA,

31~331TH T, GPU TATo 5l R D) B RT »
A NVIANF—ZELT S, [MemepyD2H()J £, Mem-
cpyH2D() Al e TRO R & Dt (V) E— F GPU 2
57 IAT VM= FN) A7) B TH .
34~364THTIZ, KL TV IDORF VI v VI AL F—
#b&lZ, 7947/ —=FOCPUTK (1) 2FHEL
TRIBDOZER - AL flag &I temp Z T 5.
BBITHTIE Y I 2 b= a ViiRZE2 7 74 VIRET 5.

34 V747> b/ —KREUE— b GPURBORIET —
28

DA N1®24, 27 17HIZH % “MemcpyH2D()” O £
FHink 4 4 X% Sy, 33 17H @ “MemcpyD2H()” Oz
A X% Sp TET. temp & flag DEHDOKE Sh 5,
S = Nyep - 24 = 114,688 Byte TH 5. [FAHkIZ, U DL
FIOKEEHDS Sp = Nyep * Mexen - 4 = 5,734,400 Byte T
H5.

4. WHERIRDOET IR

KEGTHho 7285 R OEF 2 L FIRT
Tiocal (1

R:n.Tgn;. 3)

RIX, GPUWHIHin ®OL X ICHBIZA MOV 7R 7 —
WV U 72856 OB 7 BHE HEE 10§ 5 RN EL T & 5%
T, DTN D D Toear(1) 13, X 2 @ “local.exe(4)” TR L
7oy 3alb—varyEFTTIrANVNL, =)V GPU 1
BB AICELETRMERT. THh) &, X2
? “remote.exe(5)” DFETT 7 A NMDH, nBEDY E— b
GPU TWAML L 7256 D FEATHEM 2 £ . T(n) BL O
Tocal (1) DFEMERERTIE, ) A M LITR LD 21~36 17
HOMFIZELZEME L, YIab—Y 3 > omiifbis
(19 fTHELRED) 7 & CBRLEEE (384TH) 1 R OFHA LS
GOk, 2O ROFRIHHT % 21~36 17TH DOFHHEN
IE, W1 TRL7: Meen AT v 7O ERR &, ¢~
ty DY A I TN REREHE K1) o0
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IR L 2R O SRS T 5. Tocar (1) DEF
IR FE, WX S D E ZFRE L TEIC Nagom 25256 3 &
82,048 DA IZDOWT Miger = {1,800, 100} DA% 7
WL 724528, {66706.951 sec, 48288.290sec} & {572, L
SOMED D Mier] BUZAE T B F Toear(1) & L, Zh
FM 37.059sec B L U 482.883sec & L 7-.
XB)ICHEEIND) A1 ORIENELS, T(n) % Bk
DD7DICLITFIORT LA % 3208 5h 5% 5 ET IV
BEZRD.

T(n) = tapu(n) + tcom(n) + towr, (4)

Z I Ttgpu(n) (&Y E— b GPU (2B} et HALHEEERH T
HY, VALN1OD228~30THDOEG D) LERIZ GPU
THREDTDNRERIHL T 5. 1 THE Meean TR
L72o AL ATy T OMBEEERIZHYS T 5. tcom(n)
EUE—-FGPU L2 FAT M/ — FEIZHAET %
BEETHL., i, YAM1O2~211THD 2 [ D
SetDevice() & MemcpyH2D() OALEEFERH], 31~33TH D
SetDevice() & MemcepyD2H() DML, 29 TH B LU
30 fTHD GPU 71 — A VIO L O F — 8~y FEFRI O
EL7 tepr &2 94T ¥ b = FIZBU 5 BKREHER
ML L, (1) OHERHTHL., VA1 D34~
36 1TH T COMMRERHNIZAHY T 5.
AFEROLET, K (4) DALOFEIIZOWTH B L&
BN A=Y B RET D,

41 YE— b GPUIIH I ZETEMNEFIER : tapu(n)
tGPU(n) %%ﬁw J: ;) b:%%)vftﬁ—é

topu(n) = (W0 e, 5)
FHIBD tapuo &, 1 V7TV IO 1IRERE A > —N
WEIR Mexeh DY 3 2L —3 3% GPU 1 BTETL
72N S E Y R R 2 R 2 @ “(4)local.exe”
TRLZEST 77 A Vi L, CUDA APIIZ&EENS
“cudaEventRecord()” %z AIH LT, ©—7 ) GPU T
A b 1D 28~304TH F TOFHIFEREDNHRD 72,
tapuo &, FFHMEEHOREEZITI 2251 L
T T H T2 DRAE Natom WHTET 5. Nogom = 256
K, 2,08 KLTOHAT, MlEmEEERE LTI
D Mipey RIS %7 L 725F M & LT 37.034sec B LY
482.367 sec 372, TNHDEDS tgpyo PHE LTEN
1 2.58 msec, 33.6msec L7z, AfETIE% GPU
ZEID B THNZL T B Nyep/n THELL L, GPU
ORI EAMOARIE A LR L H I L7,

4.2 774 TF7> b/ —FK&DE— K GPU BDEER
A - tcom(n)
tcom(n) ZXRDO L) ICET VLT 5.
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tcom(n)
([ Su Sp
= <BH+277, LH>+<BD+N LD)+7’L Lik. (6)

FAOELHEIEZ) AN 1D 22~274THIR L7272 94T
Y F=F»5YE—F GPU HFAND T — ¥ §5% Mem-
cpyH2D 122222 A W5 2R T, 2n - Ly DHEICE TN L 4%
¥21%, GPU1EH72) 2OEEREGS (MemcopyH2D)
2ATH T InT A, 5 2 THIEEE 1 H & SO TNl
BRI % &L, 31~334THITRLZY E—F GPU 5
FAT Y — FAOBERRKZ 3.

LuBXWLpld, 7947/ —FE1HBD)E—T
GPU L DD 7 — #4i53k 1 [0ld 72 ) 1220 5 {5 D F —
NNy R ZEL [LA 73] SR (HALE sec).
By BXUOBpld, 7947/ —FénBn)E—}
GPU L OO F =¥k ¥ — 27 20V —7 v b &FT (H
f71E Byte/sec). ENZIIAINL720T: “y” T 947
YN/ = F»51)E— b GPUNDIEETHEEL, “p” T
JE—FNGPUDLZIFIAT ¥ b/ — FAOWERF N % E
T. Sy BLUP Sp T 34 HTRNRIBET - E2THA.

HB3EHICETND Lk &, tgpy DULFE (28~30 1T
H) #, VE—F GPU T1RIFETTLDIhD5LAT
YUERERT. Ly KTEEFNLIAFIIRD 3O, (1)) E—
I GPU T® cudaSetDevice() DALBEFF[, (2) ) E— b
GPU ~D B — A VOGO %GR, (3) ) E—
GPU TOH — 2 VKOO — NI, Thb, H1THEE
2D S/B IZH4 T 5 Sk/Bk &3 (6) IZEH B VDI,
DS-CUDA DRI & D =3/ — FITH — RV D
KETHDptx 774V %EF vy 2L THY, REMD
Y3Ialb—3¥a ryOFEfFHIZ InfiniBand % v b7 — 27 ET
—FELMEEINLENI EICEL, UBETENNT A=Y %
SHE - 3E L7,

4.2.1 BE¥—2XI—7v +k Bg, Bp DEH

WEE—7AN—Ty VOEHFE [7FAT b —F
MU E— GPUICH LT, GPUMRIILY 7 b 27 &
CUDA API %% cudaSetDevice() & cudaMemcpy() % Hi
WCTF— Yk F T o728 SO KIERERE | & L7z

B 412, AfECfko/@EANV—Ty P BBXULA
7 v L ORGSR S OB MR Lz, B3 %
T—=F A XS &R, HEIEEEIZD0 > 728 Topy
3. X (6) TRLADEMERIC Topy =S/B+L &L
TEFNMEEATo72. LBXUBD 2% KA & LT,
Tepy ZllE L72#ER (B4 OBFAY 2 R)V) [T/ 2 8k
EffiolcT7 4 v T4y RITH)IETBE LR L.
75 THOWREDT 4 v T4 ¥ THBEOEBR frrr(S) &5
. VAT Y L fprr(0), AV—7v b BiE frrr(S)
DIEE OMFH S ZnENEW L7z, DL RIGRR7ZZHBF
NG5, 7= % OERE FIBNAT - TR L SR 2
FNBp BLXUO By &Lz, MADTTT7IE, 27947~
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ER: CIE
I .
o107 ¢ A R
& E
: .
ol Measured results =]
[ -
3 \n'
Py .
£ w0t o
= E o
3 F o T
£y fz---B-gpod
m r Jin(0) as latency "L"
IO—S P TR S A W ST R A W R T T TR R W R TI TR R R
100 1k 10k 100k M 10M

Data Size of each Transfer : "S" (Byte)
B 4 #3357 — A XEEEREOBR, 250V A 7Y L
L= AN—TF v + B I
Fig. 4 Relation between the data size of each transfer and its
elapsed time, and the calculation method of latency L

and the peak throughput B.

;59:
local s @—,—z"""". -'.—’Je- 1
e - :

-

remote

Data Transfer Throughput (GByte/sec)

0.01 Lon M M L P
500 1k 10k 100k M M
Data Size of Transfer : "S" (Byte)

5 77947 M/ —F&, v—7V GPU BLW) E—F GPU
B OFREEE AN — Ty b OYERF
Fig. 5 Throughput between a client node and a remote GPU,
or a local GPU.

b =F250)E—FGPU (15) ~NT—Fimkaiio7z
WED By BLU Ly #HHL72BITH 5.

X5 ZRL727 T 71, Topy DFEMRRPHHELNL
kT =y A AL ERAREOBREERT. 207
F7E 2947 M= F»251)E—-FGPU1HIIXL
TTF—YiE%EE o7 SOKRETH L. EETETT
% APT % & L T cudaMemepy() BA% AR L, 05|
B LTRET L7 — 7% 1 X% 512Byte~4 MByte £ T
2 CEHN L7z, 79 7 “remote” T L72EBINUM Y R
N2 54T b= Fhb)E— bk GPU D%
%, B 2RV DZ DS FRANOfL% A Z RT .
WisE7—4% L LT, a—7) GPU ~OD[al#k 7% FERhis
P R E LA S M 7T 7 “local” IZPERE L 72,
BH Y VARV E =5V GPU NOEEE W%, HALY v
RVBYIAT 2 M) — FNOERSFMERT. JVE—}
GPU IZx§ B8Rk A )V — 7" v M 100 k~5 MByte Ofin%
I A A TR AEMDH H. 1@ — )V GPU I LT,
100k~1MByte DFLREY A ATV o AT 5 L 912
2551 MByte LT AV —7F > s 258iN$ 2@ mH 3
%. RFGTIEY) E— b GPU OMFEDZEE TR % E T
WpZLEEZEL, 1 GPU flilTA54 T — D)L
GPU 34V E— b GPU %) 2 & & L7,
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(GByte/sec)

Peak Throughput of Transfer: "B"

1 4 16 64 256 1,024
Number of GPUs:"n" (devices)
M6 7947/ —F&)E—}F GPU MomlE#EEDE -2
AN =T v b OPEREE
Fig. 6 Measurement result of the peak thoughput between a

client node and remote GPUs.

Bp Ot & By Oar L T, BRI - 72HE TIE
DL DOTENENEIMEIZY Z b (1) %> THBT 5.
Bp O, VAN (1) ®22~30fTHB L34 47HD
for V—T7EAIA T ML, IAEIT T NENT
T OULERREE O 1) & LT 20msec D7 = 4 IR %
SLATHD for V=T OEZIHFAT L. ZOIKET, 21~
36 ITH £ TOFEATHM % ™ = 4 FEEM % Byt L CEHI L
7z FHAEE R A v BT — 27 O FLIRIE R OS /4 A&%D
BRICL VREEZ L D% ) 720, Mie, TRTEERIOH)
EDVPHEE Topy & L7, LLEDEHI% 3347H THeE
T A% {4 X% 512Byte~4 MByte ¥ T2 Tiro 72,

By BT Topy ZRET A1, VA (1)
D 25~36fTHEFTH#I AT ML, ZOESIC [T
XTO GPU oY 7L | B LU By O%4 L FMk
12 [20msec D7 = A M| 23 AT 5. Bp O¥H L5
YN TERIALEE 2 ANL DL, 7747 b/ —Fh
51 E— b GPUNDOIEDPIERMPICETEND20OTH
%. ZOIREET, 21~36 ITHOFEATHM %2 7 = 4 NEFRTB
LU 7 EAR R BRAL L CRHIS A, Bp ok & &
U MO EDTHEE Tepy & L7z,

VRIS T, 7= F %R O GPU A5% 1~
1,024 BOFFHTEZ LDV, 794 T M) =N E—
FGPUMOE =7 ANV —7y MEZFHII L 2R 2K 6
WZRT. ERENRO GPU IEn =104 &ATNTR
e h/z) E— h GPU /5 & L7z, By # AL >
RVDZ7 T 7, Bp x Ay Y RV D 75 7 Tt L 7.
B 6 OWERERD S, HHULRIRE TNV (6) DEE A
W=7 h¥F A—% By BLU Bp 12, MlERA ~ + 11
HOFHEE @A L, €721 1,960 MB/sec, 850 MB/sec
L7
4.2.2 WEL17>Y Ly, Lp, Lx DEHE

KETELA T % [GPUBRME LY 7 b7 = 7 %
ALTGPUNDT — ¥k — 2 WETEIT ) BEOD,
T =Y AR N — A NVETDUGTE H ETOF — Ny FIF
Bl L LTF->Twb, LAT Y IIciE, WENLETE
HERER] - WEM/NY 7 7 ~OTF— % T ¥ - BE T A
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Latency of Transfer:"L"
(sec/device)

1 | ;l | £6 | 6‘4 | 2‘56 | 1,024
Number of GPUs:"n" (devices)
T 2947 N/ —=FE&)E—-}F GPU MOKEELAT ¥
OPERERE. X (6) FDO3DDINFA—%, Lp, Ly BLY
Ly ORI L7zllER R 2 2 W CUEICE g, BAs X
CHALTHET
Fig. 7 Measurement results of the each latencies Lp, Ly and

Lk in tcom (6) between a client node and remote

GPUs.
_
g AMAX i "
> a s NVOSE x aas
£ >
= MEAN
k]
2
L.% o, 9%
m MIN

30 40 50

Interval Time (msec)
8 T —7) GPU ~® cudaMemcpy(DeviceToHost) FAT ]
DFEAT IR~ DOEAF
Fig. 8 Interval time dependancy of the elapsed time of “cud-
aMemcpy(DeviceToHost)” from local GPU.

77 1) ORI - CUDA Bi% T % cudaMemcpy() O
FATHER O L — N~y RFEZEI A= NVIFOHE LD F — N
ANy FPEEND. FHiTORALV—Ty s OB KD
7L OMEE 7S 7L b 0% 7 1R, WE T,
4.2.1 T~/ By BL U Bp OFHIGEEFEETH 5.
WERERP S, WHHLRRET VK (6) DBEEL AT v ¥
NG A= Ly BELW Lp 12, MIERA >~ b 11 5 OFHHE
HMAL, FNFN9.23us, 31.7us & L7,

VAT OMEILHIZY, 27947 b/ —Feu—
71V GPU M O ¥Ek R B 25T 12 2L § 2 B2 /o
7. COHBAR 8 DI T EMHLTHMT L, 207
7 71, 5= GPU ~® cudaMemcpy(DeviceToHost)
AR DR LFET L2 L Z DOETREMOFE (“MEAN” O
7T 7)), KE (“MAX” © 7T 7) BIORME (“MIN”
DTTT) RAEDETHREE L D ER LA 2R
T, HAHEE L MEZ N2 Z 10,000 B OFHN% 4T -
oA R AT Lz, YA XE 1 HH72Y 1,024 Byte
DOBEES A XA TH 5. Ml TR L7ZETHRA, 10 msec
RBZI2HI) PO REGEICHEMT LI EERL TS
(ZDOHZIZD\WT NVIDIA D4R — MR WwEbt
NVIDIA I CHB T % 2 & F TR L 72235 RIEFAAS ).
COHBIZINLAT VI EINTAIEEZRITL-D,



BRI F R 5ROFE

/"(b)wilh interval”

"(a)without intervat™;

Elapsed time (sec/device)
S

!
"(c)with interval + ping"

1 | ;t | 1‘6 | 6‘4 2‘56 | 1,024
Number of GPUs:"n" (devices)
B9 VE-FGPUDPLIIAT Y /)= F DT — FHRHEIHE
L7-BER. &3 =%y —F > oo £ 2555
Fig. 9 Elapsed time of “cudaMemcpy(DeviceToHost)” from re-
mote GPUs to client node. The effect by the addition

of dummy transfer routine.

DS-CUDA #—N710 27 F 223 LT [VE—F GPU T
REMD fl5 & 7=y ik 2 fT-o Tk 32, ¥3I—
7 — ¥ ik % 2msec B THATT A ) HEEEEML 729 &

S, BENT A =5 LRFERYER 2 FHEI L 72, AT O
iEéUDTé ERAS 10 msec fJIECTH A Z L I1TxF LT, HRELE

TIEZN LY SV 2msec (ZFE L72HENE, H51EED
FAIVITR=TV R AAATZZEIZL B,

92, bkdy I —fEV—F Y OFERIZE>Tnh
DY)VE—=FGPUDLH T TAT ¥ M) — FNOT — ¥k
RN DBE 2 I L 7265 2R ¥, IR o GPU X
n=1DEETHIREILEI N E— b GPU x5 & L
7z, #tEE 1 GPU &7 ) OFEATH 277, FHllG&tE
LT, 7= #4% 4 X3 GPU 1 BIZD X 1,024 Byte & L7-.
M8 TRLABMEEZEELT, RO3O0E&MxikEL T
FHIL72. 79 7 (a) & interval I % 52T 2 WA, 7
7 7 (b) i interval I Z 52\ ¥ I —Hx )V —F X 2 LD
W, 777 (c) i, interval Il 23T 2 & I —Hizn%
V—F ) DOE, &FNENET. interval FFiE &1
Uzb() IBWTEEDY E— b GPU ~DOIRERH L
AR 2 B O & L TRIZER%E L 72 20 msec B O
74b»hﬁf%é.uzb()m31ﬁﬁmio for 3C
12 & o T% GPU 12K LIEZ IZ MemcepyD2H() 35847 S 41
5720, BED GPUIZE > TERDIEE T TIZH HIEE
DWW D 5. ZORMICLoTH 8D LH LA T
UIKELEDLI LIRS,

77 7 (b) OiaL, interval IS H % 7201240 F
20 msec DL OEAFEATHEASH &, X 8 @ Interval Time
¥ 10msec LL EDOHE O MEAN T % 200~ 300 usec 1
TR s, 797 (a) i, GPU I EDT 32
BLOE LD 64 BLTOHMET, 7 — & kiR A3 AE
BT LR E oz, TIIEROBEIZL D EEZ
55, GPU OBEPLVLWEEL, L0EWA V7 —
INVTT = F MRk YRS N b720L AT 22 1d 20~
30usec &% b, Lo LBEESHENT 512> TGPU LA
KT Bk A vy = NVIRIEESC R, 555 (32
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ﬁibﬁ<ﬁ%m4AuT>%%ﬁ&tfb%%yyﬁ%
WL, WoZz AWM A EENA VT —NIZIERS %<
o TLED T &5 200~300 usec @Eﬂhf'ﬂ'ﬂﬁ Wb, T
77 (c) Tl&, X 8 ® Interval Time %% 10 msec LA F D564
» MEAN i T& % 20~30 pusec {3 T—HERfEH & % >
72, CORERIYF IR —F AR L T»
A LML 7.

Lg ZHM L72HEEFHHT S, VA (1) ®301THD
“Kernel” FAZL & [ U5z F b AR OV & I — 0 (7

O—/N)VXE) % 4Byte HX 2 %) 479 “DKernel” [
BEEf L, Kernel e 2= L2 5. 22~2747H, B
FO31~36fTHZI AL N T MT A, FOESIZ [T
NRTO GPU O TR | 2FAT 5. TOIRET,
21~36 47T H £ TOETRBZFHH L 72, SRR A v
N7 — 27 ORI OS / 4 REOERIZ L hidsEs &
b7% ) 720, Miyey TETHEEMOWEDPHEE Ly &
L7

GPU %1% 1~1,024 BOHFAT, Ly, Lp & FEERIZH
ELIRRE T HD 7T 7 Lg \RT. WERHRE»S
WHMERIHE 7V (6) D GPU & — + IVEIEEEST+ —
ANy RN Lg Ofie LT, WIERA >~ b 11 moFH1E 5.96
(psec) 2RI L7,

4.2.3 BEMBI/NT X —2FHAKRICH T 2ER

M5 IR LAV —Ty VERIELZ7 T 71, FEkD
M % TSUBAME2.0 OB TIT - 7245 A5 Sk [19]
? Figure 4 [Z7R ST A, TSUBAME2.0 2 5 Afq Tffi
LR 25 ~OT v 77— M2 X ) EMfE%R GPU 1224
LEZ LN HTRBOENID AWML 2 LB L. 4
Ry EEm & LT, U E— b GPU [~NOD#E%EE — 27 2 )L —
7" b 2¥1.0GByte/sec TfI$T 52 L, T —7) GPU
123F LTl KT 3.0GByte/sec D ¥ — 27 A —"T v kS
sz l, LwHyET—H LTS

B 6IRLIZE—2AN—Ty b 2HET 200757
By & Bp I2BWT, By ® 279 7120 GPU 51 n
N4 FTE—7 AN—Ty bOLEFTLHEIPE SN,
ZhiE, DS-CUDA 9T RDMA #E#FH L CTH Y #@iE
WMFDSN— R = 7R — PS5 2 LITRERT 5.
PEZEMELAS CPU & Ay Y — 7 %@ CTHHFIILE S
LIET, RELTIIIBELY 1 £EBED NI
EREPYFTEIN TS EEZ5NA,. By D KIER L

TlX / — F#EH O InfiniBand O KAV —7 v b
3.2 GByte/sec D 84% DdERN = 2 /R L7z,

MT7TDOLAT YT ERT T TI2BNWT, Ly & Lg 75,
Lp & T Ngpy 72864 SHILLTF OFPH T3 4 )
f)\ﬁ%h%@ IX 6 O By OGELEUCHEBICL D EEZ

. =7, Lp %° GPU iEFNEITH L TR —RE 2 Fe i
’ETT@ 1Z, MemcpyD2H O¥LELIIL Z DR O A% T
0y 7 L CBRIICEST SN A 72DIHEFAEA 7 S
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ZEIZkB.

4.3 77472 METE/ — RIZHE T 2B RNIBIEE © tor
X EBTL2I47 2 M — FOWRIRER torr TIT
9 BERILFENFFI (1) 1R L7 Poxen PEHETH D
BARMICIZROMIEZ 4TS . (1) GPU 225 BILL 7L 7
HTEDRT VY VI A F —ED S IR o
HE. (2) MERKIRERELIR T 7 7 OWH. Lizdas>T
torr (&, KLV T APECR T Nasorm B £ U GPU 51
Bon IS, LT WL Nyep & IREE SR 72 5 1]
Mexen \ZHBIT 5. RETIEZNZN Nyop = 14,366 (fH)
B LD Moy = 100 (steps) ICEEMHE L TREL TV
ZEDD topr BREIEMIZE 5.

REMD ¥ 3al—3Y3rny—2Za—FH»5 GPU ICH
Fa s B MLBRER % B\ 72 54T 7 7 A OV & VR L CALE G 5B
rEHNT 2729102, VAN (1) ®22~3347HEZ I A~ b
7ML, 21~36 MOFEITRE ZFH L 72, WEIXS 2
EEREEL V=T ERD D Mo, & 200 HIIFEE L
(200 - tepr) DFEATIRERM &2 FHI L 728528 1.591 (sec) 3% 5
N7z2eh5, topr & 7.96 (msec) & L7z,

5. WHENEDERFER

5.1 EFILKEDHE

4 #TRSHZREMD ¥ 3 2L —3 3 »I2BIF 55k
WEE R DETIVI(3) 2 SR LRl &, 928312 GPU
75 A% (M 3) kTDS-CUDA (X 2) #FIH L CTHEAT
R 2R L 72450k & 2K 10 1S/R L7z, BT V% 54
BLOWEM 7 7THRL, FHFHRT ZABLI0MMHD Y
YPERLTRLTN S, HEEAEILSIE R THY, )=
TIWCA M Y 7 A7 =)V § bEHRHEEE I 5 FERETE S
JE 2T, Ml GPU 515 n TH Y, 16 2°5 4,096
BOHHEZTZBELE 0251205 8 BOHAEICIE, Wil
DES ET VR EFEMFRSE 12098 DL E 1.0 LT T
HY, HEIEW) =T AT = VxR L7208, £
WEERE, VAR Q) IS Iab—vary—2
I — FICKEEEHIBE B 2 A L, E7 VD T(n) IZH
Mg B RO FEATREM OFHM L 7245 R CTH 5.

X 10 NOLEAD 7T 7 (1)) 1, (1) 2T Natom
75256 FLT-OFEFR%, (ii) A% Nagom 252,048 i T-D L XD
EREFZNZENET. Nauom DRNEIIEFIFHE DORLE D 1E
WwWEEKRL, X (5)ICHEENLu— )L GPU TORMERE
M tapuo DENENDEN S, (1) £V () OS2 E YA
WERRIELMETH L. Lz->T3H) L0 bEIERED
KEW (i) OFMOFFY I 2 b= a3 VIFFERICED
% GPU TORMERHEASREWZ &0 5, 2FNIZE D EHn
BEMME LN TV D,

72797 ()() ZNZEIUS, “modified” $ X U “not
modified” I NIV T/RL7Z 2 2ODFEF VA E EHFEEDO~R
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)

£ 1.0 L " . o]
§ | | \l mo‘gﬁed_
§ 08 | / N 1
5 r "not modified"

206 | ]

.o \

g

S04t

& L \

B \

g ~o

Eool— == R — —

E 16 64 256 1,024 4,096 16 64 256 1,024 4,096
% Number of GPUs: "r" (devices) Number of GPUs: "n" (devices)
] .

A~ = 2,048 (particles)

(i) Nyiom = 256 (particles) (i) N,

om

10 FFMERDEROFERRE R & € 7N g
Fig. 10 Mesurement result of parallel efficiency compared with

its estimation model.

7 OFERE R L. “modified” 7T 7 DFIE, 4.2 HiT
W72V AT 2 OMWINEZIGIT 272005 I —link )L —
F > % DS-CUDA ~NEML 72580 RTH L. ) —
T D “not modified” 77 7IEFDMIZBINL 7o 72
BEOHERETHY, LA T ¥ VO RHERD 720
DIt T —% & L Cie# L7, “not modified” 7 7%
“modified” & V) & &RV RIEEZRL TWDH I LIZX
D, LA T ARRLEORH % fERR L 7-.

WHUERIERE TNV IUL, FE S NG T & i 3% DHiH
T3 L7, 1,024 GPU CTHHUL L 7285512, Nagom = 256
D& E 35%, Napom = 2,048 D& & 8T%DRYERZER L 7-.

5.2 HEREONRICETZER

XA IRLAEY I 2= 3 YEFEM T(n) 7 0O%
ZW {tapu(n), tcom(n), tcur} PHERH, BLUTZTOD
Tn) FISEDLEEXHEH LERER 2 1RT. @15
R % %3 teom 122V TR, R (7) ITRT LI 1L, E—
7 2N =Ty MIRNTLEN tcomp & LA T ¥ VI
K425 HEA tconn WCHFIZOT TRIE L 72,

tcom = tcom:B + tcom.L, (7)

X () oFEBICETRA 25IE, X (6) THHELTWS
RHEHCTERER tcoms = (L + 22), tcomr =
(2n-Ly+n-Lp+n-Lxg) TRENS., ndVENSWILEIC
1, topy 25 100%IEVEIG % D 5 720 1280 L GPU
WHIE n A {1, 64, 256, 1,024, 4,096} D& x ek L 7.
n=10%AER (3) IR L2 L ) L% R DESR
KOG THHT L7208 L TS, F/n=1D
Bt D&, DS-CUDA %l L7234, % 5 N2 CUDA 2
Lu =7V GPU zflio 72360 280 #5EHE L CHE
L, TNZRFEFDOn =1, n= (local)l DIFIZRL7-.
WHULRDR R & FATHER T(n) 1F, EFVAEHMEL Ry B
YO Ty(n), ElliE% Ry BLOT(n) L ZNENCTFHRT
ML CXBIL, ZO4GHEH 45IIR L7z, n = (local)l
DA O “EllZhZE Ry” OEIZIE, FROHEHEHEE VI &
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% b UNZFERE L O Hik

Table 2 Elapsed time and ratio of each factor in parallel efficiency model, and the

measurement result.

GPU GPU i# HEREH: tcom(n) [ms] BRI Gl EHIAL 2 ]|
AEHEK FRF i : [ms] ANV —T"v bitcom:B VAT Y TitcomL TRE [H]: [ms] R[] [ms] whE: FFiE [ms] | &b
n tapu(n) Su/Bu Sp/Bp 2n - Ly n-Lp n- Lk toLT To(n) Ro T1(n) Ry
(i) Natom = 256 DA
(local)1 37,034(-%) - - - 8(-%) - 37,059 | 1.00
1| 37,034(>99%) | 0.06(<1%) 6.7(<1%) | 0.02(<1%) 0.03(<1%) 0.006(<1%) | 8(<1%) 37,049(100%) | >0.99 37,064 | 0.99
64 579(97%) | 0.06(<1%) 6.7(1%) | 1.2(<1%) 2.0(<1%) 0.4(<1%) | 8(1%) 597(100%) |  0.96 604 | 0.95
256 145(83%) | 0.06(<1%) 6.7(4%) | 4.7(3%) 8.1(5%) 1.5(1%) 8(5%) 174(100%) | 0.83 175 | 0.82
1,024 36(33%) | 0.06(<1%) 6.7(6%) | 19(17%) 32(30%) 6.1(6%) 8(7%) 108(100%) | 0.33 104 | 0.35
4,096 9.0(4%) | 0.06(<1%) 6.7(3%) | 76(30%) 130(51%) 24(10%) 8(3%) 254(100%) |  0.03 - -
(i) Natom = 2,048 DI
(local)1 482,367(~%) - - - - 8(-%) - - 482,883 | 1.00
1| 482,367(>99%) | 0.06(<1%) 6.7(<1%) | 0.02(<1%) 0.03(<1%) 0.006(<1%) | 8(<1%) | 482,383(100%) | >0.99 || 482,884 | 0.99
64 7,536(99%) | 0.06(<1%) 6.7(<1%) | 1.2(<1%) 2.0(<1%) 0.4(<1%) | 8(<1%) 7,555(100%) |  0.99 7,589 | 0.99
256 1,884(98%) | 0.06(<1%) 6.7(<1%) | 4.7(<1%) 8.1(<1%) 1.5(<1%) | 8(<1%) 1,913(100%) |  0.98 1,922 | 0.98
1,024 A71(86%) | 0.06(<1%) 6.7(1%) | 19(3%)  32(5%)  6.1(1%) 8(1%) 543(100%) | 0.86 540 | 0.87
4,096 118(32%) | 0.06(<1%) 6.7(1%) | 76(20%) 130(35%) 24(6%) 8(6%) 362(100%) |  0.32 - -

Elapsed Time Ratio (%)

1024 (4,096 64 256

64 256
Number of GPUs:"n" (devices)

()N,

1,024 (4,096)
Number of GPUs:"n" (devices)

=256 (particles) (i) N, = 2,048 (particles)

atom atom
11 GPU i5# n 75 64~4,006 DL EDY I 2L —2 3 Vi
BIFHOE G
Fig. 11 The ratio of elapsed time of each factor using 64, 256,
1,024 and 4,096 GPUs.

5 1.00 ZEH L TWVD. Nayom = 256 3 £ 182,048 D
MHDOEET, n=1DL EOETNVROEFIME T, D&
HAEAY n = (local)l DFEMFER T L) bEL 2o T
D5, TR tgpuo DMIEMEAEIZL 2D EEZLND.
Natom 25 (1) 256 DI & (ii) 2,048 DEHTEN TN L
T2BE»rHERENLEKE, K10 Oy LRhFEEZ IR L7
(1) (i) @ “modified” (FE#E) TRLZZZ T 72T 5.
WHEn =64 DL &L, ()3G) & D IEFEIL2DS
FTIHER O 97%LL EAS GPU TORIERM tapy TH®
bNTwa. Zhid GPU 2 7 Tirbh 25 DSt o e
F =Ny R B L OWHL L o/ 747~ b
J = R COBKIIIER tepr O T(n) 12590 5 E &GN
NL/NE L BRUT) BB &AM 2 BFLAEL S
N5BZEERT. WHE n 2SEINT 512665 T, tapy 1

}iﬂﬂﬁﬂ LT(EX&@Q% 7)§, ﬁ{%E#FEﬂCiiEaébnj_é (tCLT Ci n b:
EBFIT—). Lzh o TE 2 OFIIHNITR L7 To(n)

rhOLEGE 7T 7 TRLEE 11 256505 L9 12
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ERTHE SN LIH T(n) I8V GERERH tcon DOFE
BN A (WhonN—279 713, BIRE 2 tcomt, &
OINY T D tcom:s, BNY DV terr, 7 UANY T tgpy
D Ty(n) IZHDLZNTHOEEGEET).

M 11 D tcomr PO B EED S, Elii L 72 REMD
YIal—varOLEMIIBVTEHIEVIO/ME R %1%
TEELRPMVAY Z71E, FRICHFLA T ¥ 25
Thbhb. TOMEMDPEZFIZR SN LIEHE n A5 1,024 B
T@ﬁ%%%#?@@%v%&yvmﬁA’owf%i
5. (i) Natom = 256 FIT-OH4Tld, EEFRHE O 89%78
HELAT YV THEINLTWS .QQMMm:1M8M
TOHETIE, GPU TORIHEIM tapy OHEIEIZHEINT 2
75, WEHENTOLAL Ty o8& (1) LRETH 5.
n = 4,096 & CIFFIEIH % ﬁotﬂAi,%M%ﬁofw
DS (1) Natom = 256 FLT-OHETEY I 2L —Y 3 v
B D 90% 2L A4 7 ¥ P IZREA S 2 @EN M THE S5
EAH)ZEERLTVAS

FERL7ZREMD ¥ I a2l —3v a3 ryEfhlicbne, J—
N[5 1E O EEA I & o TR %2 [0 B2 A 7286
CTMSNBREEY, £2 0L () BLUOZRHIET
577711 O (i) I2B1T 5 n=1,024 DHEFETHERS,
HE A —T v b tcomp P55 O 2 @ISR O &1L E
B4R T(n) D 6% THBHDT, KIZAIV—Tv MERED
HefERICTE A, FETREMZ 3%HEM 5 2 LH°
T&EL., WEVAT VY tcomn Dh 0 L BERFEOE| &
X 53%CTHLDT, WICVA TV DOREPLFIZLIEE
1, FATHERZ 26 5% A ENTE L, LD EWIE
TULRIER 2155 720121%, BEANV— Ty bOE#EILL D
LA T DRI D FRERNTH 5.
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3 VAN EBETLALE EONBEIEEZ0HEE
Table 3 The total elapsed time of application and its ratio.

GPU | w#L AA V=T FRALEEER &t
WHk | 1~19 478 20~36 117 H 37~38 11H
n [s] T(n) [s] [s] [s]
(i) Natom = 256 D& (Miter = 1,800)
(local)1 0.8 37.059 X Miger 171.4 66,378.4
(<0.1%) (99.7%) (0.3%) (100%)
1 1.5 37.064 X Miger 148.6 66,365.3
(<0.1%) (99.8%) (0.2%) (100%)
(i1) Natom = 2,048 D& (Miter = 100)
(local)1 1.8 482.883 X Miter 164.9 48,455.0
(<0.1%) (99.7%) (0.3%) (100%)
1 3.0 482.884 X Miter 280.7 48,572.1
(<0.1%) (99.4%) (0.6%) (100%)

5.3 REMD ¥ 3 2L — 3 3 20 ETERE
WHeRhE R (3R (3) 22w Tid, 3.3 HiTl~<7 &
IV AM1IOFEYNI—FhDL I 2b— 3 O
BT B AL Y V—=TEORE NG E L7z, KETIEY
Z M 1 HOFTRTOIEDFEATRER O FERHE ROV Tk
Nb. K IICHIULIR R DERICED o720 3 2
L= a yOMPMLE S £ ORI % & 7o EATR O
n=10H5OEMFHERE/R L. OHEHBT)A 1D
LATH2 S 1947H ¢, BWIEEEIL 37 fTH 2 S R#AT F
TTH5b.

£ 3R L72E I, WHMER ORI TIZEL sec FREED
REEI2STHE SN L. BRI TIE, 148~280sec D FETHS
Mo Tnh, RETEBLIzn =1 D%ED XA
YV — T Miter T, Natom = 256 D5 & THRFEATHE
M D 0.3%, Natom = 2,048 DA T 0.6% 1244 LIEM T
ELRETHD LR D, EBICEEIRAHRRIRE %
RKDBYIaL—a &7 & EIE Mie, = 10° LRI
b7, RIZn =1,024 DIFFIEI L >TAL Y IV—TF
53T 1,000 fEIE ST H A A 2V — TEGF LIS OHE S
5 RHIE1%EETH Y, ZITEHTELLEEZH
ns.

6. £E&HERE

UV = FEO=VF GPU T ICRE R &Nz L 7
) h B % (REMD) Y3 alb—4Dy —2
J— NI LT, GPURE LY 7 7 =7 DS-CUDA %
BWHL, 2OV —Aa—=F2HETLHI BTNV T /) —
FE®D GPU M L 72 LEHEISHID 2 72, ok
1,024 5% TH GPU MM L CIEFMbRI= 2 51l L 724
P, 1,024 BAHIEEIC 87% & BAF e dE R %1572,

REMD ¥ 32l —¥%DYV—Z2a—FLZDT7 LT X
L5 WO E T VR ML, GPU 2 A% 1T
SHU L Z-@fE NI A —% (V=22 —Tv b B LV
VAT rYy) vy — MERREOFHERR 2 R L,
WHERD RO % B L7z, 2 ORIRME X IR F &
I 3WLAN T3 L7z, 4512 GPU Ll 12 BT 5
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DIRTERE LT, /— FH#FEOAV—=Ty LTl
A7 DORDLEEN RN TH AL I L ERRIz, T/
VAT Y VHRRD 72912, 2T I —D cudaMemepy()
RRATTHZENENTHL I L LR

AFETE, FHEICHE LT XTO GPU B & U5
J — FOFHEEE R & BEEES - THLREI =T
A% GPU 7 9 A% &M L7z, F7-5HEETTI2E, &
B/RHEDO LT — REEOWEER AR TRET LEE
BEX W EERFHEE LTWVS. LALSHBRLEBOH
BEOSLAR LT 5725 9 S ERERTEMIREEICBWT, Th
L OFIRIEBEN TR, Kfah o7z, 720725 343
J—=F (GPU 1,04 BE &L —N)—=FE7IFLT
/=) 2MHLEVEIEOBETETS, Thir 4
7Y ML OBEICIEFISNE LR GPU 7754 AH
SNz, 2072012, HENLH GPU 7 I A5 HhA
o0/ — FEHHELTBE, BEL GPU 711 AN
Do 721213 DS-CUDA O EEEHT 5 2 & T i
D GPU F/NA AL ZELEEZ T ) 2 & TRIB L7z, 4%
DMGEL LT, Mo ELEHE /- FE7213 GPU T
INA ADFER SN AT HEIICZENS Z515H Y vV —
AWV S &) mifiERERE R L, ZOF =N
Ny REZE LR Z21T) 2 enhifons.

T/, BELI-H0MH LR TVEFICETHRIED
HLWEHEZ TR E LG ELVEETLILEND S,
DS-CUDA (2%, #¥ D GPU IZF LNEDOGFIE % H47 &
HTHREILERL, R FRPVEBONTGL AR
7 — LHE L CHEMICHIR 21T ) e 5 (KT
BRI L TR, 4%IE20 k) alrzigHL, 4
TZIE U CHEREIB N - JEIR T 5 2 & T, EERERTE AR
THERIIZEEDPRET S, LWw) I L 2RHRIC L2EE
PEREDFAM$ 5 2 L HETH 5.

#E OAWIZEIE, FHEEATIRELESEE] JST O ¥Rk
ERFZeHEE S35 CREST (2B AHFZe4i [R 2 b <% 2
= VEREET BT AV AT LAY 7 vy 2 T ORI
DFEBIZL VT 72, $TRTCOFEIIHFETIERFD 28
I ¥ TSUBAME 2.5 # fiWTiT- 72, i L7 GPU {ifH
1tV 7 b7 “DS-CUDA” O EBEZETH Y, FIHIC
H720) T RN X% L 728 o 728 St K&F Computing
Research O JI|HZICIZHEH# L £ 5.
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