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Abstract: The performance of Graphics Processing Units (GPU) is improving rapidly. Thus, General
Purpose computation on Graphics Processing Units (GPGPU) is expected as an important method for
high-performance computing. Major developing environment, such as CUDA, enables GPU programming
using C, but the user must handle the complicated memory architecture. Therefore, we are developing a
new programming framework named MESI-CUDA, which provides a simple memory architecture model
automatically generating low-level CUDA code. The current implementation of MESI-CUDA may generate
inefficient code compared with the hand-optimized CUDA program, because the auto-generated code only
uses the global memory of GPU. Thus, we propose a scheme which automatically generates code using the
fast shared memories on GPU. Using static analysis, our scheme estimates the access frequency of arrays
and determines which array should be cached on the shared memories. Then the target code is modified to
copy the array to the shared memories. The code accessing the array is also modified to access the copy.
The evaluation result shows that using our scheme, the execution time is reduced to 1/3 at maximum.
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#include <stdio.h>
#define N 2048
#define BLOCKx 512
#define BLOCKy 1

__global__ void transpose(int *a, int *b, int *c){

int k;
int id=blockDim.x*blockIdx.x+threadIldx.x;
c[id] 0;

for(k = 0;k < N;k++){

clid] += alk] * b[id+(k*N)];

= e
N =, O © 00 N O O b W N =
=}

[}

}
void init_array(int d[N][N]){

e
w

14 }
15 void output_array(int d[N][N]){

16 }

17 int main(int argc, char *argv[]){

18 int *ha, *hb, *hc;

19 int *da, *db, *dc;

20 int i, t;

21 cudaMallocHost (&ha,N*N*sizeof (int)) ;

22 cudaMallocHost (&hb,N*N*sizeof (int)) ;

23  cudaMallocHost (&hc,N*N*sizeof (int));

24  cudaMalloc(&da,N*N*sizeof (int));

25  cudaMalloc (&db,N*N*sizeof (int)) ;

26 cudaMalloc (&dc,N*N*sizeof (int));

27  dim3 grid(N/BLOCKx,N/BLOCKy) ;

28  dim3 block (BLOCKx,BLOCKy);

29  init_array((int(x) [N])ha);

30  init_array((int(x*) [N])hb);

31 cudaMemcpy(da, ha , NxNxsizeof(int),
cudaMemcpyHostToDevice) ;

32  cudaMemcpy(db, hb , N*Nxsizeof (int),
cudaMemcpyHostToDevice) ;

33 for (i =0 ; i <N ; i++){

34 transpose<<<N/BLOCKx,BLOCKx>>>(da+(i*N),

db,dc+(i*N) );

35 }

36 cudaMemcpy (hc, dc, N*N*sizeof (int),
cudaMemcpyDeviceToHost) ;

37 cudaFree(da);

38 cudaFree(db);

39 cudaFree(dc);

40  cudaFreeHost (ha);

41  cudaFreeHost (hb) ;

42  cudaFreeHost (hc);

43 return O;

44 }
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Fig. 2 Matrix Multiplication Program using CUDA
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#include <stdio.h>

#define N 1024

#define BLOCKx 512

__global__ int a[NI[N], b[NI[N], c[N][NI;

__global__ void transpose(int *a, int *b, int *c){

int id = blockDim.x*blockIdx.x+threadldx.x;
int k;
cl[id] = 0;
for (k =0 ; k < N ; k++){
cl[id]l += alk] * b[id+(k*N)];
¥
}
void init_array(int d[N][N]){

© 0 N o O W N

e e e
w N = O

20 }
21 void output_array(int d[N][N]){

30 }

31 int main(){

32 int i;

33 init_array(a);

34 init_array(b);

35 for(i=0;i<N;i++){

36 transpose<<<N/BLOCKx,BLOCKx>>>(a+(i*N), b, c+(i*N));

37 }
38 }

4 CUDA I— R &%{li’2x MESI-CUDA 1— R
Fig. 4 Equivalent Program using MESI-CUDA
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for(i = 0 ; i < N; i++)
sum +=b[blockIdx.x+i]*c[threadIdx.x*N+i];
alid] = sum;
fig . 7 BHIT 2 ¥ AT— ROP
Fig. 7 Code Example of Array Accesses
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device memory
s_array[threadldx.x]=array[id]

[of 1]2]s]e[s]e]7]

s_array[id]=array[id]

[of 1]2]s]sfs]e]7]

Lo[rl2ls] [oft]2]s] [o]+]z]a] [o]1]2]s]

block:0 block:1
(a)

(b)

shared memory

fig.9 YI7—RAEVADT—XIE—
Fig. 9 Data Copy to Shared Memory

IT7—RAXEBIATOCLIITZI—RCERE, Zh(cp
1TV H ZNER
54HITHBANZESITY 2T —RAERY) EOEINIZT
Y AREEFETDEN—TXNOT 72 AL EETT S b
RdHL., ATICEHRAHZ25RT. K11 (a) ORI —
R%F 2 5. [4] g array, res, target 270 —/V)L A
TV E, B sarray &3> =7 —RKXAEY EiZHDH LU,
target Dffi% s_array ICRATEH I 4D, ZDLE
target OHN: 4 TR L&Y 4 B %, blockIdx.x=0, 1
D70V ZIZENTNEML TS, Y27 —RAEUD
BWEBICEDE LD LNV —THAE LTS % L] g array
DO 4 BFEE HEIZIT 72 ALTUEWIEL WSR2 4
5ZeNTELZY (b). 2T, M11:(c) D&DITI—
TERE ZEAL, BADA YTy I AEERTDHI LT
BITOY ZWELWGIIANT V2 ATES L5 TWA.
M 12 12 MRG0 — RE, X 13 18 H%0 31—
REZNZTIRT. BB 12 &¥ 13 OB TG L T
Wa. L, a, b, ¢, diFint MOEHA LT B, target I&
YT —RAEBYANDEIRRE RDEFMNTHD. 2D
I— RIZEHBEITD EX 13 DERIZARD. V—TOHilH %
blockDim.x X blockIdx.x-blockDim.x X blockIdx.x +
blockDim.x - 1 & Z&H#H L, ¥ 5|2 0-blockDim.x~ 1 D
HETEAT DN —TEREZMZD. V—7TORMNIZEH
5 12)—7X% 0-L- 1 DB T blockDim.x 3 DL
XEBLDIFHEATD. V2T —RKRAEY EOESDA
VI AEBMU IV —TER (K13 D j) IZEET
5. 7z, J0—OVAEY) EOESIDA VTV I Add X
threadIdx.x + k (RO —TEH) IZAFET 5.

Jr

for(7 = threadldx.x ; %2 < N; 4 +=M)
shared_memory [11=global_memory [id+(i-1)*M];
fig .10 Y7 — RAEY DX
Fig. 10 Code Copying to Shared Memory
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g_array

DM sl

ALY

(a) user code

g_array
for(i=0;blockDim;i++){
c[id]=s_array[i]+g_array[i];

s_array }
L DN
blockldx.x:0 blockldx.x:1
(b) illegal copy code
g_array
L O ek blockietslockoim;
s_array i+ ){

§§§§ §§§§ } c[id]=s_array([j]+g_array[i];

(c) legal cuda code

fig . 11 NV—T7ROESIANDT 7 & A
Fig. 11 Array Access in Loop

for(4=0;4<L;i++){
res [td+d]=target [1+al*global_memory [b*i+id+c]

}

fig. 12 HNRLALLZI—R
Fig. 12 Target Code

for(z=blockDim.x*blockIdx.x, =0;
i <blockDim.x*blockIdx.x+blockDim.x; ¢ ++, j++) {
for(k=0;k<L ;k+=blockDim.x){

res [threadIdx.x+k+d] = shared_memory[j+a]
xglobal_memory [b*4+threadldx.x+k+c];

}

}

fig . 13 Ao I—R
Fig. 13 Transformed Code

JIT—RXEUNSTO-/NVILATIADT—INDIE—
V7= RAEVIZEZAAWTONZGEN—T XD
BIZZ =V AEY OESFINT—RDIE—%475 d—
REZFHATD. ZOBEOI— NI 10 IZELUEZRAD
FRE D EZMUIZEDERS.
5.4.1 REEFRERAVZA
ZZTIESGSHITRUZFHEZHEMALUTH 4 2K 14 1
BT 5 @REZ R, RN 2T — R ATV ITHK
MTDEMMNa (X4:1017) 2 B-o72LTB. ZDHA,
d— RAEBRORNR LRI 4:9-1117THB. 1ZU
DIZY =7 — RAEY ORISR ZT> I REHATD
(K 14:717). FNTY =T —RAEVADT—Z DI —
ZTD0—REFHATD (K 14:8-1047). ZZTIEX 10
TRUZXODON, MHFIZ BLOCKx & 72N — 7 XiE—[[T
T2, K, VW—TXOE#ETD. BHOZOIZH
BREREES L (M 14:617), B a%k s allZHT 5.
TAUTPED, K13 ISR U BRIV — T X EE L T K.
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1 #define BLOCKx 512
2 #define N 2048

3 __global__ void transpose(int *a, int *b, int *c){
4 int k;

5 int id=blockDim.x*blockIdx.x+threadIdx.x;

6 int _1,_m,_n;

7  __shared__ int _s_a[BLOCKx];

8 for(_l=threadIdx.x;_1<BLOCKx;_1+=BLOCKx){

9 _s_al_1] = al[id+(_1-1)*BLOCKx];

10 }

11 __syncthreads () ;

12 c[id] = 0;

13 for (k=blockDim.x*blockIdx.x,_n=0;
k<blockDim.x*blockIdx.x+blockDim.x;
k++,_n++){

14 for(_m=0;_m<N _m+=blockDim.x){

15 c[threadIdx.x+_m] += _s_al[_n]

* b[threadIdx.x+_m+(k*N)];

16 }

17}

18 }

fig . 14 MESI-CUDA T4k U7 CUDA JI— R
Fig. 14 Generated Program using MESI-CUDA

for(¢ = threadldx.x ; %2 < N; 7 +=M)
shared_memory [1]1=global_memory [a*id+b+(7-1)*M];
fig . 15 EHUET 7 & ADRKM
Fig. 15 Statement to Store Constant Access

SE, YT — RATVADEZAAITHON TR
DY I T —RABRYNLTO—=NVAEYADT—X D
E—3rhBw, LETEMNZE 7T 5.

5.4.2 ZRInEEAIDEER

CUDA TR TFNA ARXAEVIZHHB 2R T 254
cudaMalloc Z#{fH T2 MHERH D /- DL RTHEY %= &
5ZLIENRHETHD. LU, CUDATHS &> 700
FADT =AW 2RTEINTHD 3% 2 Hb. TD/-
b, I—FIX1RITEIN T —RE2EETL2HERH > /-,
MESI-CUDA Tl Z D% HEMET % 7201 7 — b
FIRFIZ 2 KOGRLAI DRI % WRE L 2 K D ITHER %217 > T
Wb, INEENTZD, 55 HTRUZFIETIE KT
BFNHEBE L CT V2 AT RHEDAY T —RAEY %
U3 — REFKZIT>TWED, BIOL YTy 7 A
A a*i+b (3 —TER) ORREBMNET 7 AKE
Y7 —RAERVEMAUAZI-REREZITAD LD I
gL 7. 5 IS 2200 a1—R%2xR3. NiZvx
T—RAEBVOREE, MIZ7Ov2ZHNOALY R, ald
7O AEbE, b7 7 ARKBRETS. Z0a— RiX
5.3MiTHIALZZO—NILAEY MY 7 —RAEY
ADTF—R A= RUEGHIZI—RE2HAURPZ & 5.
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6. SR

FREU - HEmECEEOR A Z RS 72017, A
ZHOZEELDOEIEIZ LS CUDA 707 T ADEITH
MO % 17> 7. MRS 2 FEHO SRR Core 17
930 2.80GHz, AEY 6GB, TeslaC2050 & Core i7 3820
3.60GHz, A€V 8GB, Geforce GTX680 % T T NEHK

UZGtRR 2 MM U 2. BRI I3 T 5IRE & 34751 2 KD
2707 I eV EATHIO—UDKE I 256,

512, 1024, 2048 DGHEDOETHRF 2 M IE L /2. FERE2HE
1, X2IZENTNWRT. BNSHMND L D12, TeslaC2050
TIE—TDOKRE I 2048 DHZEIZH S D T T T ATH
FTHEEIANY 1/3 £ THEMEI N T WS, GTX680 Tlk—AD
KE I 2048 DHGEITATHIRETIEN 1/3, HAT5 T
2/3 FTHEMEINTVD. ZHlX, AR X > TERL
FZaA—RAPR LAY 27— RAEY 28R I H L T
BY, ZHIZESTAERY T 7R ADV A 77 W KEHE X
N7 THD. T/, AL Fermi 27 (TeslaC2050)
& Kepler 27 (GTX680) Difi 5 TRERMNE SN Z &M
5, GPU 7 —FF 7 F vy OBREIZELAINTIZ—EDR
BEBREFoNE VR 5.

£ 1 TeslaC2050 TOHEITHFH (7))
Table 1 Execution Time on TeslaC2050

175UR% kel
AEF R | TR (%) ENG G| | FATHERIL (%)
256 | 0.0276 | 0.0282 102.1 1.520 0.969 63.7
512 1.437 1.346 93.6 6.434 3.042 47.2
1024 5.708 2.956 51.7 44.730 | 20.190 45.1
2048 | 23.632 7.551 31.9 120.751 53.194 44.1
% 2 Geforce GTX680 TOELTIFH ()
Table 2 Execution Time on Geforce GTX680
1750 puics ]
ENESi] R | FEATHERHEL (%) | A A | FEATHERE (%)
256 | 0.1617 | 0.1465 90.6 | 0.6883 | 0.4784 69.5
512 | 0.8635 | 0.4737 54.9 2.889 2.051 70.9
1024 3.421 1.701 49.7 15.03 11.15 74.2
2048 13.99 5.351 38.2 90.01 64.97 72.2
7. HNOIC

AKIFFETIE MESI-CUDA L2, Y= 7 —RAEY 2]
M9 % BBl bR & 5% EE - F2 L, FHfiztro. T
DFER, AR Z WS 2 & THEY RS 0 7 2 & Afgkr
Wb, Y27 —RAEY 2FHTSH CUDA I— R
HEIER TS 2. SBOMEE UT, AW Tk
FIDT 72 ZZDOAMIGLTWE DS, & EMREGE IR
GUTWS BEDRH D, F/2, I—REKTIVIT) XLMN
KIGLTWS 707 T AR 20, KV FRANZR

(© 2013 Information Processing Society of Japan

Vol.2013-HPC-140 No.30
2013/8/2
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