TR TS
IPSJ SIG Technical Report

729 RAVE1—T 1 VT DR

oo st T AR Mo g kN
S U R

777 FEWEZIGH L 2Bt E (HPC) OBtk Z2 3% 72 &, IREULASFH5H
PERICRIETEER, 74 A2 10, MPIL@fEMERE, FHEEEOZNZNIZOWT
ARz, T4 A7 10 MBI HERBLBE CEN— Y = 7 Ll ta WiEREZ R L
7oo BRI T 2RAULD A =N~y FIZT7 7V 5= a VIKET 2 5 DD,
5~ 15 % FBEIINE 57z, /., 55/ —F% 16 AR L T MPI @S % 5
W 2e, METOEN—F7 2 7OPGREEICIEE > 7%, BFIROKBLEREICE T
% MPI HREIZHIR S D7 7V 77— a » CIREAMNEZEZT. SBOUED
I ns,

Performance evaluation of the cloud computing
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The feasibility of the cloud computing in the field of high performance com-
puting was assessed by surveying the performance of a virtual machine. Namely,
the penalties of the virtualization on the disk I/O, MPI communication, and
computational performances were measured by comparing with those on the
real machine. The disk I/O performance of a para-virtual machine was found
to be comparable to the real one. The overhead of the virtualization on the
computational performance was as low as 5 ~ 15 %, depending on the type of
applications. On the other hand, the MPI communication throughput measured
at 16 nodes was a half of the real machines, at best. The MPI communication in
the present virtual environment is not powerful enough for fine-grained parallel
applications, where further developments are wanted.

Vol.2010-ARC-192 No.14
Vol.2010-HPC-128 No.14
2010/12/17

1. U ®IC

777 FavEa—7 v 7id, SHEERZMRAL L TERT 2 TR L L GEFEZ O
PERL T3, hTh, FHEKO 27«1 7 boaliiER 2 ERIC, fHEEZ0LD
Z R T % Infrastructure as a Service (laaS) WFEMMW ALY —E R & LTRSS &
I 0T, laaS FREFEOYEY — %2 2 D £ FRELTE 2 I TRREIE . £128
BOY—ERZ ~ABDON—FY 27 LT 50X 2 71 ic bR T 5, AL
3=y F29) D, CPU D=L a 7ALSEA TIRREDS A | L < f55, 2 ofiiilig
XN S (o> TWw3, £/ CPU ity FREUTNA RGEN—F7 2 7HTYH
AL~ DRIEDNED SN TE D, AFRIIHESNLEANICH S

AT E, Y — N DR EFEEEROFIMA R, FEN—F Y = 7 Ok
T3MEEEOBR 2 SFHING Z 3%\, —F, 777 Favva—g4 v 7icn

2 BEEHE (High Performance Computing, HPC) OEWHEEZZ}, HPC % &k
L7 TaaS SN T E 7, 2010 4F 7 H2 5 RA4EDHIIR S 7z, Amazon Elastic Compute
Cloud (EC2) @ Cluster Instance 2324 Cd %", Cluster Instance 1& 8 fild 64-bit 2
7 & 23 GB DX E Y ZHEWML LRGSR T, RS B0y — 2 20 % £ KL
L7l 2o T %, REULDOA — S~y F2EZ 5L, HPC 77V 57— a v 2947
T 2D Z 2 DIRREIIERAT, EON—FU =272 20 E £/ 27
DVREBR, LA L HPC 777 — a vORBERBSBICEHD . ChoRTeAN—T
% Software as a Service (SaaS) % Platform as a Service (PaaS) %7l % DIIHS T
v, 2ok, HPC MFOPM 7 77 F&EIRE LT, HFRHMIL TaaS 24667 2
DPARTH %,

—7i. HPC MJFHEEROEEMIE 2 —FNIE A Y v 2B ur bt ni E, 29 LD
RS v, RNIRX=FH—_LD LX) IZ, KEOM S A7 2B 2556, HBED
YA MCE Do GHRERZ MR T 27— 20352, oL &, JERRO7 70 —FTlF
FAT2H A4 FTEICHPC 7707 —>avaEfHLTHL, L»L HPC 77V 7 —
YaVIMEZICLTHEBINZ - F2&ATED, BSR4 Y AL —=700obHTE 2

LRSI, ZoLA, ABEERERBOFELRE - S FVOEE - F AT =5 2w

T1 PEEDAi ATTIERT
AIST

(© 2010 Information Processing Society of Japan



TEHAIL AT S

IPSJ SIG Technical Report
7oA F Y OREGEE o fe—HDE¥EZ, RIS 294 MEICHEDIEL TWL 2 EiIZ%R S,
CHUFRIZERT 7V 77— a v TIRRERERET, FIHTA oz K E RER L
%BoTW3D3, Z2TH LEYA b THE G2 30E L, IR0 2 %2 K
MEIEO L OV TIRINL T L E 21X, 7 7Y 77— a v oEfEl:—RIcEt, 2ot
2, 2—FHcB I KD A Y v FTH D,

HPC 777V 7 —> a v Tld, CPU HBENI7Z2 TR T4 A7 10 RilifE7 EDER)
VEREMEE L EH L 1 5, ARTIEZ 57 Fary Ea—F 4 v ZIcv o s RELEAIZ
N EEES, L2 ) LFERERIC D & 9 %2 5.2 2035, K74 27
10 MR & MPIEEWHEEZFHIL, EAN—Fy = 7RR LMK T 2, F42FEBO HPC 7
TV —vavezHolXvFe—r2FE ML, HRRICBT52777 FavEa—T74 v
7 ORRGTERE R B9 2 L Hic, SBRMARIRT R EEAMMEEEZ A S 2T 5,

2. FRERIE

FEIZ1E ATIST Green Cloud (AGC) @ 16 / — FZ#H L7, AGC %/ — FiZ, Quad
Nehalem (E5540 2.53 GHz) 2 %, €Y 48 GB, »—F7 4 A7 2 & (SAS 300 GB,
Hardware RAID1) 7> 64K S 41, / — FHiZ non-Blocking @ 10 Gb Ethernet (Broad-
com NetXtreme IT 5771x) & & O InfiniBand (Mellanox Technologies MT26428) “THzfji
XD, OS 13FEN—F 7 =7 (Bare Metal Machine, BMM), {KAHE#E (Virtual Machine,
VM) #1264 bit kD Linux CentOS 5.5 Z{liH L7, 7272L. OS #¥ED 10Gb Ethernet
F 7433 MPL@EMERROH CRHED S 5  Lhtbhrolled, THEBEHRO K74
(bnx2x 1.52.15) TE E#1Z 7%, HyperThreading I¥fi[H L 202> 7z,

AL Xen 3.4.3 2 HV-CRESEL | #E(RAUL (Para-VM, PVM) & 582 (Hard-
ware VM, HVM) Qi I 2WTEHIIL 72, HVM %y b7 —27 4 V8 7 2 — A%, v
=4 VE 7 2—AH—F (NIC) ZHEIILIaL—1+T3FI74TlE%{, PVM
Atk 2 vz iE M4 2 $ERAE(L B 5 A /¥ (Para-Virtual Driver, PVD) 2 L7, —J7. Gb
Ethernet NIC (e1000) Z L % 2L — ¢ 58E (HVM-emu) b HE L. —FOFHHI% %
Ji L 7z, Domain-0, Domain-U #£i2 8 ffld> CPU Z# D 4T, 5564 CPU a7 &
M CPU a7 % &t~ TR 2 & 9 @ L7z, %7 Domain-0 1213 1 GB D 4 €Y
% PEflAIE D 2T 7,

SR WG R 2 /1 ICE LD D, VM IF Domain-0 LOE 7Y v ¥ &4
LCxy b7 =2 IEREINDG, ZORE7Y) v P EAL vF, LU BMM/Domain-0

Vol.2010-ARC-192 No.14
Vol.2010-HPC-128 No.14
2010/12/17

® 1 FERCH 2 FH BN

Table 1 Real/virtual computational environments employed in the experiment

BMM BMM-IB PVM HVM  HVM-emu EC2

N_CPU 8 8 8 8 8 8

Memory (GB) 48 48 46 46 46 23

Network Interface 10GEth 1B PVD PVD 1000 PVD
MTU 9000 - 9000 1500 1500 9000
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Fig.1 Write/read throughput of hard disk.
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Fig.2 MPI data communication throughput.

®2 1 GBEEND MPI 2AL—7v } (MB/s)

Table 2 MPI communication throughput at 1 GB message size (MB/s)

VM type PingPong Bcast Reduce  Allreduce
BMM 967.3  467.28 266.80 293.29
PVM 304.9  140.68 75.47 101.19
HVM 175.4 64.02 45.12 60.69
EC2 391.2  196.78 115.03 135.72
BMM-IB 2233.8 913.94 450.30 540.55
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Table 3 A single node performance (wall clock time)

VM type SP-MZ (sec) BT-MZ (sec) Bloss (min)
BMM 86.63 131.83 21.06
PVM 100.44 137.90 22.33
HVM 101.08 141.12 22.66
EC2 88.00 126.01 20.00
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