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Data Storing Methods for RDF Database Processing Using MapReduce

YUSUKE TANIMURA,' AKIYOSHI MATONO,t IsaA0 KOJIMA,t
YosHIO TANAKAt and SATOSHI SEKIGUCHI!

Research for scalable RDF-DB (RDF database) is highly expected today, in order to con-
struct the “ucode” management system in the ubiquitous world. Our approach is to use
parallel data processing technology with distributed storage and MapReduce framework, as
a backend of RDF-DB. In this report, performance of the JOIN operation in the database
domain was evaluated on the Hadoop cluster, in which MapReduce framework is provided
by Hadoop. Then data storing/distributing methods based on conventional Vertical Parti-
tioning, Horizontal Partitioning and Sorting, are proposed so that they take advantages of
the Hadoop behaviors and the RDF-DB features. The proposed methods were evaluated by
the experiment with the query which selects the RDF triples by 2 or 3 predicates and joins
the triples on the subject from 2.4 millions’ triples. Through the examinations, the design
principle of our developing scalable RDF-DB system was confirmed.
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U 7Lk subject 2RTEIR L object AR TEIR, »
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3.1 MapReduce

Google @ MapReduce 7 V— ATV —7 TIXE 2 O &
T —F BB ETEIND. % Mapper ix GFS /6
T 7 ANMA ERHPIAI, 22— REFE L map LHE
ZEAT . QBFERITOL OhOBIERIIHT B,
ZD 1 >DEAMNE Reducer 2% HiD. Reducer T
34X Mapper O ELNTELERE Y — b, ~—2L
THID2—YEED reduce LEZEMB S 5. Reducer
DEALEE, REBERTHY, GFSizHhaEns.

MapReduce OF|sUTHBH CHHtIR2 T a5 I 72
LTINS RRER R TH Y, KFHERT— 7 0E
WKELTWS. LT, F—#~<—20 JOIN #k%
EDTL—LT =7 IlH>THRARE TEETETH
%. Google ® MapReduce ® R IZAR LT
2%, Apache Project iIZX - CAH—7" %N Eh
T3 Hadoop® 1X GFS & MapReduce D% 27— %
FFELTW5. KHFFE Tik Hadoop % AV T RDF-DB
DIEHDT —F_— RHEH RET 5.

3.2 MapReduce/Hadoop ##HALIzT—42 _—
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Hadoop %1} 2 MapReduce M EFTDHHM &
MapReduce Z# AV THEMIZELEINZT —F _R— X
D JOIN BE%24T 5> 70 75 AOBHEIZ VTS
%. LUT okt Hadoop release 0.16.4 I2&-30\ T3
Y, BAT3 JOIN DF 1S A release 0.16.4 D
contrib Ry F—UILEEND HOTH B.
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FENTW3. 8%, HDFS O~ 1 v 7 41 XiT 64MB

* HDFS it Hadoop Distributed File System D TH Y,
Google @ GFS 284§ 5.
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1) D3 TRTEFRIBY LT
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Hadoop DY AT AZBWTHE—TH S JobTracker iZ
VaTEBRATDZZETCRETS. Va TGS
hdd&, F—% ) — FTEHEST S TaskTracker 28 Job-
Tracker {27 7 723 BHIZ map F/-iX reduce {LEE %
TTHFRIPEVETOND. map F AT IANT7 74
WAFEEBOETFT—F T a2 I LT 1o>0% Y
YTod. F0E|Y B TT7 T XAhik, TaskTracker
BEMET 2/ —FEEHBTF—F T uy 7 DNBEZEE
RIZEI Y XT3, % TaskTracker 2 1 B2 175
ZEDTEBZIRIBUINRTG A= L LTHETE, &
THOmap FRZEFDVETTHY V—ABLB LT
S, HVTreduce # X7 BEID B THNB.
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EITHMOT X R P CHEARL, 1 Lba—RE LTa—
YEFEDO map AV y REAWTUESS. map AV v F
TRIDVa—-REZX LT, ABF—FV—R (A %k
IXB) OF 7 #1BHIAT LRI key ZBY HL T, key
¢ Vva— ReE% 518128 E L T MapReduce 714 7'
VBT T~ AD A Yy FEES. MapReduce
SA4T5 Y OREBTI, &L a— KO key 2y 2l
HEHEALC, AL key 28> 3— FAR L reduce
FRIZWZELND LI L a— ROEFEREREL, L
A= FEFEEEBORy 7 7 ILHBHE. Ny 77 RTE
WELLALY REEBILT, Ny 77 LOT—F % key
TY—hrLEETCE—IANDT 7 AN AT AITEEH
3. map A Yy FERAWTEANLa— FEZLET S
ETINZEVERL, BRICA—ILDT 7 ANV RT
AZEESHLEBBO 7 7 A VMcw—2 Y — M EBAT
3. ZHLT, Hmap FARAZIXTHRFT—F LB 77
ANE1IOHATE. I TRT—F T ey 7 DR
B% a), 7—FZHAKET 3 MapReduce 7475V
AR CO—EDLE% b) L EET 5.

3) reduce 2 R 9 DEST

reduce # 27 TITE T, & map ¥ A7 HPHALEF
M7 AND53%, B CAERTRETF—FERORE
% MapReduce DHRETIT 5. F 741 P TiEXT—FH
BROR VY FE 5-DEIL, map ¥ X7 D58 T @M%
SZUMD LTI OEELHSETD. MBLET—#iX
Hadoop BZEIETE ATV T 7 A NV RT MZEFL,
AFBY 77 ANV RT ADER (774 FTiX 75MB)
BHGTRIFNE, AFVIT7ANVAT ALDT—%

£1 ER/-FDRRv I

Pentium 2.8GHzXx2, 1 GB memory,

3-drive RAID-5 disk array (111GB for Hadoop),
Intel 82544EI Gigabit Eternet.

CentOS 4.5, Hadoop release 0.16.4.

Hardware

Software

£ 2 JOIN #1T37—7/ (A, B #iF)

Record size 128 bytes (Key: 10 bytes, Value: 116 bytes)
# records 362,144 / 524,288 / 1,048,576 / 3,007,152
Table size 32 /64 / 128 /256 MB

Block size 8716/ 32/ 64 MB

Ee—VLTa—AINDT 7 A NI AT NMIEEHTL
BE2RALy FEAWTHEEETTS. 20—
£ DEFE, FET—F OBELB L A —1—F v 7L
TITH Z LIChD. T—H 0%, Bl — 0@
ERIIKRT L%, 22—V EZHED reduce X Vv K&
B ZOAV Y FIZT, key RRIU b a— K& EEBIRE
BT HLBEIT, £8% HDFS L7 7 A Mt
T 5. reduce ¥ %7 BEKHDEANL, JOIN XL
a2— K% reduce F AV HER UMD T 7 4 MZHEIL
THATAZ LiThesd. 22 TREFPRHT—Z OBk
Now—TVESETTDETOMNEE ¢), reduce REE
T3 ebDe—I LEF—2DANLEE d), HED
HAMEE e) L EHTS.

3.3 JOIN #2#EDEARMEE

£LICFTARy 7D~ % 8 BHAVT Hadoop
DI TAZEHEL, BIETHHLE JOIN DS v sS
LEETL, ZOMHEEZFHAILE. T—F L LTIEER?2
FHV, La—FEOBWMIE YT —T At A4 XRER
L2 AEEOT—F IR LCRIELIT-7-. map # R
7, reduce F A7 DEIX8 L L, ¥4 XM ENBEIT
7 —20 8 HEEN 5 X 312 Hadoop D7y 7 H
A X%HRELE. JOINOERL LTESD L a2— Fgw
THOT—FIZBNTHAn 1/8 & Liz. Hadoop O
RTA—FZRERMTF 710 MEZRAWY, AEV T
AN RT ADY A X% T5MB, V— b w770 A
X% 100MB & L. 7L, V7Y HEii8 LT
WWE ) — FIZV Y IR ELGNRDZ LS iC L.

JOIN o711 77 A&EOEFTHRE, 35518 MapRe-
duce IZBITBEF AT DARARCT —FE&EFRIZE L
BIZ &R 8 1T, KT O a)~e) FBIHOERITRIS L
THEY, b) < c) ix MapReduce RETiTbh 5 Y —}
BV —VUBEEEALTWNS. BRI, La—FHo
HEIMTIEIFEHF U TRERORTRMAEM L TN 200
5335, 1/0 DA —S—~y FRETHRIICSDHEE
T —7 A X3 32MB DEFE 28% Th A DIZHR L,
64MB DEfIZ 55%, 128MB & 256 MB DRI 68% & 18
MLTWS. B2 b) R c) TRT—¥ VA Xosmzs
LTRBICKEELEI B LI BB HY, 20
RAZR > T —F A AOWMT LY, AFYRTLE
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£ 3 JOIN BiEDEARMEE

Table size [MB] 32 64 128 256
Total execution time [sec) 20.6 | 26.4 | 40.8 | 55.4
a) Input in the map task [sec] 0.69 1.22 | 2.29 | 6.40
b) Output in the map task 1.89 3.40 11.3 13.8
¢) Transfer in the reduce task 2.55 8.59 11.5 11.9
d) Input in the reduce task 0.41 0.78 1.54 3.01
e) Output in the reduce task 0.26 0.44 1.12 2.45

TERVWT—FER—DLVOF 4 A7 ZEES HHEEN
MbollzbThdeBELXD. —F, La— FICxT
ZNBHEN L BODET—T Y £ XN 64MB
BT D, 75,709[records/sec] T - 7z.

WIZ, HDFSIZBIFT B LY ¥ EF—F Ty s
FEXZR LY A 7E 4 CORERLH~Z. 20
R, V7Y S 1 OFT S4%DOETASIE 2B
F—F Ty I WREFEESNT ) — FIZ map # X7 23]
DY THNE. RIS, V7Y 138 3 O 71%, 4
DOFFTL R% Thot-. —FH, F—FNHA XH 256MB
OERZ, T2 EATETF—FTuy s Ru—sihs
BEEEITRVWEE L CHRAAHLEEL R LI- L 2
A, REBRBRE CILEVER LRk, 7L, 5—
F7ay I RYE— MIHBHRIT TARDOREERT, &
HRABRIZEED AGU LOBEEZET S R8hoT.

34 % 2

JOIN B O BEAMREDFMIZ L ¥, Hadoop 2424
3% MapReduce Ti¥, 18] MapReduce SAE DA —
Ny FHREBIKREL, HbDEBRVBETLH
210 5L a— ROF—7 % JOIN T2 0Dz 55 HRE
P0IBT LB, HREREDTDITITAT Y AL
BEWOT L R8T A— 2 OFEBL, EERRNELE
W D AR E 1T 5 72 ¥ O#iEE JOIN BIEDE
4% MapReduce 714 77 U DFEEIIHTZ L B8EXS
NHR, THLLIFISEOBRETHS.

—F, FF_—-RBOEECRBVTIRTE B4
b5, LI, BBOEE L TE 5717 1EO MapRe-
duce TITX B L3 ICT20OREFE L. FlxiE, BRE
BOHEERAIY map P reduce F A7 DR TIT2 5. #
12, map WEDOBYNERIBRIEEITS Z L T, MapRe-
duce DN TURINLT—F¥BERWDEHE, V—F
v — VOLBEROBIE, BXINDTHT—YED
Bl RN 27E5 5. /O MBIZ 01 2RB LT —F B
WHATIZIOT, ZOHRIFEFICENEELS. E2
{Z, MapReduce TIX[FI U key 12333 3 oL DT —
7@ JOIN % 1 [ MapReduce TfTx 5. Zhd
1 BOF -5 _—2DOEEIZxT 5 MapReduce DE
TRBOHBICERATEB LEXS.

4. REF %

4.1 RDF-DB O
MapReduce & AV\fe 57— & _R— 2AHEOFIEICEH L

T, SAEBTHRARZMENELN ), ThEb L,
S b2 RDF-DB D45 % % & L RDF-DB #8238
Lie7— 3 538 h % REYT 5. RDF-DB OF%T
i, T ERHTEY AL LTERT—FR—20D
LIORbDEEBEZDZHE, T—TNDH T LM RDF ©
Y7L (subject (S), predicate (P), object (O))
WIREEND. ZOMEDBMELRFE L CLBEOE
LER B ENFEETH Y, MapReduce i2351) 5 ELE
TIRUTOREEFIATERLEXS.

e subject X object 2t~ T predicate D IIMEIEIZ
D, HEFO M) ILEEZLDHBAETYH pred-
icate IX 1,000 b HITHERY 5.

o MEEITINT predicate ITEBKITR B Z L g &
A ERL, B OBETRREIFE LTHRESNS.

o [HIAEIZEBT subject IXBREM L LTHESQ
BT EBREAERL, B OHERERICES.

o “ucode” ZEHT B VAT LA~DIGAEEZBEE
¥, RDF-DB @ L a— ROEHFIFZNIZLHEET
2V, Thbb, La— FOERICH ZREORKRY
Bho THRBERWEREL T LV,

TNBEBEXT, RELY 3207 —F 5HiEMs
EERETD.

4.2 Vertical Partitioning

AFHEIED. J. Abadi 512 X 5 Vertical Partitioning
® RDF-DB ~OEA7 IZESWTHY, M3 DL5
IZ predicate BIL T — 7 V% BT 5. predicate ® 1
T=TAEFH LTI 774 VERAVDZE L, pred-
icate DE%R 7 7 A NVBIZMTT, 7 74 /IZ subject
& object DB E R EITEM THRMNT 5. BRERMN
IZ predicate BMEE XL, F @ predicate 233 L
727 =7 (774 ) % MapReduce CAETIIT L
V. predicate D#iLE 41,000 20T, %thed 3 pred-
icate DT =TV ERDOITBADIIEE THB. Blxif,
<X, P1,7Y1 >X<IX, P, 72 > #1T584, B &
P77 AN, T —% 70y 2% LT map 4L
BE#EMAT5. £L T, subject & key 2y v akit
BELTRIL key DL a— F&#R U reduce # X 712D,
reduce LLBIZH T JOIN 2 EFTT 5.

AFEORAZ, Va— KA XN E VBT predi-
cate DF—TNDKRE IWELHDERE LT VWL T
H B, predicate DR Y B bieholzy, La—KY
A ZXPRHFERETEHEVHBEL 2520, HLL
La— Fx@nd 3 EEE, ®ih9 3 predicate D7 7
ANDRKRICT —FLEMT BT LY. £, b
b7 U object YV — b LTBIHIRREMHICL-T
i, ILICEREERSZLBTE B,

4.3 Horizontal Partitioning

AFE TR 4 O X 512 subject, predicate, object
BT VERETS. RRBWT TR 70
(triple) @ ID #%$. Z LT, subject ¥—7 /& ob-
ject T=TNEH LB LSO R TADIEIZY— LT
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Table P, TableP, TableP, TableP, TablsP,

s|o slo s|o s|{o

3 Vertical Partitioning OF— Z ¥#H ik

Table S Table P

T
o
(2]
H

|

Bl 4 Horizontal Partitioning 05— ik

B%, predicate 7 — 7 /LIX predicate DIEIZY — F L
THL. <7X,P,71 >X<X, P, 7Y > OREHEIC
LT, ¥EE SN predicate 2555 U Fm
ID %#%k & 9 1E¥% MapReduce LB ORI L LT
1T 5. predicate DI <, > predicate 7— 7V
X predicate % key {2V — hENTNBDT, £ DI
f, BTOLa—FERXF¥ ¥ T 20ERRL, BLE
IEBRRFICETTAIRTCHE. T0%, REHLELLY
7 ID % MapReduce D¥ X7 #4542 — Nz
f2#i4 5. MapReduce 4.3 TI¥, subject ¥— 7L %
SAEB§ % map # A7 & object 7— 7 A& AT S map
FRAIEETL, T FY 7NV ID % key IZ JOIN %3
¥ 5. &z, 2-0H® MapReduce &M L, subject
% key 12 JOIN #4175 Z ¢ CHAAEORBENELNS.

ARFEDOHERD R AIE MapReduce 2 2 Bz
2B ETHD. Lo, RDF-DB Of&RIZE-T
i3, FEEEIC XD &KHIZ object BEIBRENBIHE
BHY, ZOHEAIE subject & F U 74 ID @ JOIN 72
7% 1 B2® MapReduce CITZIX LW Liti3. 3
Wik, JOIN OFERL LTES L a— FER+2Id 72
X, MapReduce D#%MFEE L LT object 2415 LT
LENIE LRI LRVBEELEL LN, THD
BRICRAFEEFEATES. HiLLa—FEENT
BEICII MYV I ID kD, ID &S, P, 72120
DB EDEE 3 ODT — T NV OFEYRABIZEMT 3
ZEiERD.

4.4 3 Orderd-Sorting

AFERT—FEY—FLTBHTE LN T —f
HRFEOISATHY, B50L3C N TADTF—F
NEIORETS. LT, £ ¥ subject JE, pred-
icate i, F7ziX object IBIZH LU D — M LTEL.
F—ZERBNERIE, 1 O0F— T2 EHDOT 7 A
MIGEIL, BEIENET77ANVBIIY— ETHZ L
LB, B, <1X, P, SN<IX, Py, 7Y > O
R&tioxt L Cid predicate JlABlZ V— F &hizF—7

5

8 3 Ordered-Sorting OF — ¥ Hik

BB L. V— MEATHHZ LIZLY, map ¥R
T2 L 22— RO predicate DIEIZ T 7 ¥ XT3 H4EIL
2L, Py, P, OMPNCDRT 7R L TAUEEZRTT
3. La—REBRELR-ELTYH, 774 ALHD
WE 72 predicate DFERIIAL TV —F 2 2 HEN
XV, Z0O%, subject Z key & LTy a2itE
L, reduce # A7 T JOIN 2175 Z L THEXDOER
BHELNS.

AFEORRILT — 5 OEFUNT 3EDAR—AZER
TDZETHDH, TROKHME->TS. subject A
e OEMIRZZLEIMTHIZLEMAL, sub-
ject IEDF—TMTAE L2V, & bIZ predicate 2%
1 key, object #5 2key L LTY—bFBZL L,
EDLT—TALDBRELRVEDFEREX LRS.
—%, HDFS TRTF 74NV CTF—F Ty 707 Y
BE ZOROL RTINS, TOHBARZUELT,
La— ROBWERRRZRZ VT AR EHETERX5IZ
THEWSTTu—FbEILLbRD. FLLLa—F%
BT BEIZIE, 3 00T —7 BT, La—FR%
V= MRHOT—FT 0y OBEGRABICEATSZ
Lt s,

5. F i 5 1H

BB TR REFEE T 2728, predicate

FREMFIT subject T JOIN %175 a)<?X, P, Y1 >X<
2X,P,7%2 > OBME®EE b)<?X, P77 >X<
X, P, 7Ys >X<?X, P3,7Ys > OBAROETER L
ME L7z, 727 L, Horizontal Partitioning i MapRe-
duce # 2 BIfT 2 BEXRH Y, SEAVIHERIIRENL
T, BALDCHREERMTH D720, ZOERMLER
HLie. TIZTIEHO 2 DDOFEICH L TIT- - EBR
REWmE+5. ERBEL L TI33IHTHNES /—
P63 7 722 %FAV, 41" T RDF5—4 %
HOLLEHEML TV, RDF F— 7 OhHITEEK
ERAVWCERLELOTHS. a) OMEGROFERLLT
BonhsLa— FEIE173, T —4 %A1 XIZLT55KB
THhB. b) OEMEEORBRITL a— FEN 15, F—F
YA XL 6.7KB TH5.

Vertical Partitioning Tit% 4 ©F —# % predicate
BOT7 7 AMIGEIL, 2307 7 A Mt subject & ob-
ject DHEINT D728, 1 77 ANz OEHY A X
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x4 FECAV2 RDF 7—#

Record size 196 bytes (5:64 bytes, P:64 bytes,
0:64 bytes, delimiters:4 bytes)

# records 2,739,138

Total record size 510 MB

# resource patterns 50,000

# property patterns 1,000

£5 BEBRFEOHE

Vertical Partitioning
9.0 [sec]
9.4 [sec]

3 Ordered-Sorting
9.6 [sec]
9.8 [sec]

Query a)
Query b)

1Z348KB Th-o7z. a) DRIEGETIEPL L P, D277
4 V% MapReduce {5 % 3728, MapReduce ® map
iz 2 L L. RHRIC b)) OfERCilimapiT3 & L
. BOT— 2V A AREBHNEL 25728, reduce
BTEIZ1 L L. RFEORMECBNTIL, predicate
DT —T V& RO D MapReduce DFER A BIFE L
TW52, ALEEZFAL L LTHIBMSIL0.01]sec) 2
EThs.

3 Ordered-Sorting Tid& 4 % 64MB BALTHEIL,
FOTF—FTav 7Bz —2{To L CHDFS 128
ML7=. HDFS O7 oy 7 %A XX 64MB THY, Zh
LD 7 74 /V% MapReduce DA/ & LTE %5854,
BBRAICISET D predicate DEITETFE T, map
IXHIZ 8 725, reduce DL Vertical Partitioning
DERERZT, Bzl L. £k, FEBRTITY
A4 VO predicate #F R 5 DIZ A F U H—F 35|
ATE2L®RELT, JOIN I LER L a— RELE):
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