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Unsupervised Reinforcement Learning for Partially Observable
Environments Using External Memories

MITSUHIKO NAKAMOTOY?  YOSHIMASA TSURUOKAZ:P)

Abstract: Deep reinforcement learning (RL) is difficult when the environment is partially observable and
has no reward function. In this paper, we propose an unsupervised RL algorithm to tackle these problems.
We provide the agent with external memory to deal with partial observability, and propose a novel mutual
information-based intrinsic reward for unsupervised exploration. The proposed intrinsic reward encourages
the agent to explore the state space with strict partial observability, and at the same time, obtain an informa-
tive memory. In the experiments, our algorithm enables a HalfCheetah agent to run forward and backward
with limited observations and without receiving any external rewards.

LR OMERETIE, T—Y =y MIREEHESE
RLBROR2EET 2. 2O, BREORDREZH
TEDIRRE EATEI D AT T 5 & 5 e~ a 7 RERKR %

1. FLHIC
AR, RIERCEE 3 B REME 2 i Tk

LTRAICHEZNTED, 7475 -2 HEREICE
WTaryba— B ANHEBI2MRELZRIET I L1
olz 1, [2]. =7, &b —MEAVREREICEERILEE T
NIV ZLZIGHT 2 ET, 2L OEBERFEMNFLLT
W3 (3], [4]. 2O TH, EROBHRIERE MR 2 BRI
B2 AKOFEHIIIEFICEERFETH Y B2 s, £72
AR RIEL L THISNLT W3,

DR R TSR AR
Department of Information and Communication Engineer-
ing, The University of Tokyo

2 HEARYRYGERE TR R E IR H IR
Graduate School of Information Science and Technology,
The University of Tokyo

) mitsuhiko@logos.t.u-tokyo.ac.jp

b)  tsuruoka@logos.t.u-tokyo.ac.jp

© 2021 Information Processing Society of Japan

RELTWS. LALEL ORETIE, EeRIREEH
TET, HoNRBH LS00, 20 X5 Rk 8
BB C R EEED - ST, HERDOEENNEETDH
% 3. Pl —n17L A 75 —n (RPG) — A
MR 2 =74 75— (FPS) 3MERE BB
HTH3. ZOMEERMBRTZ72DD0—D2DF KL LT,
I—Yxr MNIEREERRLZEZFELIET OIS 5], [6).
F 7, LT TR RINIC & X 2 [EH ORI R 5 F
SETT 208N H 5. L L, RMEROZGNIIEZ K
BRFENDBRBETHY, HHERRZAZICBEWTIE, #YRH
FHREB DG IER ICREETH 2 [3], [4]. # 2 TilLdE, 4+
5 ORI E BB L B FICHIRESE T 5 THR LR
L8 B% RS TWS [7], [8], [9], [10].

-160-



The 26th Game Programming Workshop 2021

L2 ooM@ENGLX 2, MILFEEDIAIZE HIC
LB, ABIFETIE, 20X S RERS RO HH
RIREICBWT, ANCHREFETE 2 X5 ¥R L
BILEERO 7N XL ERET 5. BRI
blzdicr—y = v MZAHBOGREKEEY 5 2, X514
EREREN 2 F D 2 0 D I EIRE IS HE D W 7 N FERIEREN
PIRET 5. BET2NREME, —— = > MEH
TERDIEF TR ST 2 IRAEZE [ 2 BT IRR L 72 b8
5, BREREEEEXEZ e BAREICT 5. EETIE,
RERFEIT HalfCheetah T— 2 = ¥ MR SN EBIHIZ T
T, AR A —YIER S, BiRICES 2 B REX
HBIENTET.

2. PBIEARE

2.1 EROBAREBICHITZEEFEE

BRI T 25k LT, EIC3 207 Fr—
FHRRBINTWS. 12— EHE & E OB % F-17F
LTERFOBRE & HITHEDANE LTHOWRFIETH
%. Deep Q-Network (DQN) % FH\WT Atari £ 7 — 4%
TV AT BHREFE LT (1) T, 7 — LB
REGE UTERNL, B4 7L —2a07 — AHTHZ{TH)
BIRFFICHRICAT LTV, 220D 7 —FI3HR
M= a2—F0%y b7—2 (RNN) RLEEMZE (LSTM)
EHWT, =—Y Y MGBEORNIKELZRFFXE 2 F
1%5T®H 5. Hausknecht HDFE [5] TlX, DQN O+ v b
v — 2712 LSTM Z#HAA A 72 Deep Recurrent Q-Network
(DRQN) 242E L, Atari D7 — 2B WT, H—H{R
DHDANTTTHABDWF [1] L AL ART +—< 2 A% E
BL7. 32oHO7 u—Fr LTiE, =—Y=¥ M4
HoREE L, ZhZHlHT= 2782 F/-8 2 FILT
H5. Icarte 5 [6] 1ZZD &S LFETHIRD 2007 7
O—FEDENART +—< Vv RAZERLTWS. £/, &
D7 Fu—FF, RNN S LSTM X— 2D FIE Y L TE
Bax bpMEL, T—RDOY Y IARERRV. ZD70,
AT B I DR IREEZ WV 5.

2.2 HHERBREICE D < RREHIRE

S4B & ORI E F WV 3IC T R E 3 5 s LiRib
HETE, NENEMEZ YD XS KR T 200EET
HhH, HABREZHOLEFEIEZ RERINATVWS.
DIAYN [8] IZERHNREE s ¥ 2 F )L 2 O EIEHRE 7 (s;2)
WM LTHWTHARZRZAFLEEEFLTWS. DIS-
CERN (9] [ZBIHITRAE s & HIFIREE g OMHEIHIE 7 (s;9)
PHME UTHY, 52X -EEREBICERET S 221
FHILTW5. DADS [10] &, BREOX A F I 7 2% &
U728 Z (spo152 ] 80) ZAHOTRF AL REEFLTVS.
AWFETD, ZO &S BREEEHRERZ W7 NFETERI %
ERT 5.

© 2021 Information Processing Society of Japan

sTEm 8RO

Bhikes (FEROH)

18a

...................................

..................................

..................................

3. REFE
3.1 HBETIRE
ZLOBRBETIE, Y3 2l —RIZE2TROEERTL
TOREEBHPTE 2 —77, FRECTEHT 2B o0
BRIL»EoNT, ¥ERIE SN ARP EFLEHT
Z0. ARTHZDO LI BRFERESOVT, 1D XD
REBEZEET S, =—Y x> ME, FERICEAIRE
sEBDZENTE RN, MR, H28H o LHrES
nkn, Fie, Yy MIEROTIREEE m 2D,
T8) a I2 & » TIRBRIHER T 27213 T2 <, R mog &
Mpew WEZMWZZIENTESL. O LI REBHICBL
T, B8 n(a]o,m) BFETEHZZHNE T 5.
Z 2T, rClERERE m 3R A RSB 2 OB DY, ARET
WBKEY bONy 77 2HWS. GEREERET 2BOEK
P72 RAUIA 3R AL ISR,

3.2 NREAIIRMM

FERLOBREE TR R B T 27018, TRDH
B, FBEH 0 12 X D &S SN zEIIRE s i
& m BOMEIERE T (s;m | o) AT 3 2 L 21ER
35, ZZTos,miEFA—FZDbDTHS. ZHiFEA 1
DESW22ODLY Fa Y —DIEICHRTE, [FHELER
BERAMETZZ21E, H(s|o) BiKlL, DF hiEoHE
Bl o 20 5 BRAVIKEE s 23Tl LW IRBEZE 2 R LoD,

H(s|o,m) ZMb, D% bENKELZ FHT 27-DI1CF
Wit m 2SS 2 X5 IFEHIN5.

Z(s;m|o)=H(s|o)—H(s]|o,m) (1)

BT, IR n(a|o,m) DFEBGERZLDRS., =¥ tnR
P—DERELD, R1BRD K EHTE .

Z(s;m] o) // moslog (|| ))dsdodm
(2)

L2 L, 7fip(s|om) FFFTETER V. 22T,

-161-



The 26th Game Programming Workshop 2021

KL ESBH o b LTIRS TR =%
HBAL rootz rooty bthigh bshin bfoot fthigh fshin ffoot
NIA—&  fiE  AE FRE Mg M ME mE AR
2 BENKRE s L LTS T X =%
HRAL rootx rootz rooty  bthigh  bshin bfoot fthigh fshin ffoot
NIZA—&  HEE EE MEE MEE M Al A mEE A

p(s|om) % qs(s|om) ZRHWTEDEMT 2 Z LI
0, X3DXSBTHREZES ZeNTES.

(50| 0) = By [t 2L 20
p(s o)
>E log 36 (8 1 0,m) ®)
= m,o0,s~p |:Og W]
T, T(s;m | o) BEALT 3RDDIZ, LRO TR

PRAMET A REEY L, ZREMUTO 2257y 7%
BOIBRTZLICkDERTE S,

ZTv T (1): 537 gy DRT A=K ¢ B RAHE TEH
2Ty 7 (2): BEHENI g FAVTA 3O TRERK

L3 2% & 555K m 2 5H.

A7y 7 (1)1, BIEO/TRZT—1L7 Y F LT (s,m,o0)
ZH IV LTRLHEETHIXII V. X7y 7 (2) 13,
log gy (s | o,m) —logp (s | o) Z¥M & LTt 54U
RW3, logp (s | o) I3EIEARATRET H 5 728, FeATHIZE [10]
w4 ok aMT sz ickh, WM T 5
DEIEL Z N TES. 2L, LIFEEOERDH
p(m) DOV FNFT B m; DETH 5.

p(s|o)

[ (s 1o.myptm | o
/q¢ (s | 0,m)p(m)dm

~
~

(4)
}:% | o,mi), mi ~ p(m)
rm (0,a,8) = log qu) (s | 0,m) +log L (5)
>ic1 e (s | o,m;)
RO 7N TY X L% Algorithm 1 12RT. 2D XS54

Fhizx Aviug, HEBHREZ (s;m | o) ZRALT 2 X
IRFREFETE, BohARETHIEHEE FIcs
WTHRRREEES L, MBIt L Tr AR M
BRI NS.

4. EER

4.1 REBRE
REFHEZMRIET % 729, OpenAl Gym [11] O

© 2021 Information Processing Society of Japan -162-

Algorithm 1 BR2FHEDO7 LT Y X 4

Initialize: ,qy

while not converged do
Lt m 2 WIHHL;
HEET—LTY N LTTF—XEH > I,
4o B RAMEETHR
HIREBERD r, (0,4, 8)
FE m &R,

end while

Tt

HalfCheetah-vl E WH IR TERZITRo7z. ZTDXX
7T, K20k 5h@HfTo—Yc v beELES X
SIZHIES 5. BETE, EoHlr Mz b7k
XX ICED WA G 2 S B 08, REBRDEET
2 DI E Fl V. Fie, BETIER LR 21
IRENTVEETORIA—XZHAITE, Zhs 28N
B LTHRDODAN 5. —F, AERTIE, X111
IRENTVWBMBEIICHET 27 X=X EHMAEH o & LT
HROANTE LT, R2ITRINTWVWBHEICEET %%
TA=RFBEINIRE s 2 LT, ¥ 2L —XTO¥EKAIC
DHEEZLENEbDE Lz, 7720, SoBEEEes
7=, rootr DHiEIZ o & s @L\Tﬂk%@ﬁﬁ LTV,
Tz, ATREEOMEL LTI K E Y POy 7 7 2 AW

2: HalfCheetah ® @3 {T=—> =¥ b

7=, EEOFEMII R A2 1R
4.2 EEER

K vy + OMNREROE M LG T 2 72912, &
EKEETIE K=12 ¥ K=1 TEBEZ{T-o 2. 2B RONREN

WO ZN 31TR7. KeR2 L, 12y FOARE
EERWGEE, 82D 51200 THFERIHRINE
MLTWBDIIHLT, 1y FOAEREEZHWESE
BNFERRDS NS WVHEICE ¥ o TWS. £z, FEIC



The 26th Game Programming Workshop 2021

—— 12-bit memory
2.0 7 —— 1-bit memory
151
F
[1+]
3
@
L 1
- 10
£
b=
E
0.5
0.0

/-“—‘“"»—’MW

0 2000 4000 6000

8000 10000

12000 14000 16000

Global Steps (x 2000 time steps)

X 3: 2B RHCHER U =N O, MAoEWIED 1 EOZEEL—F (=2,000 84 LAT v 7)) THEEZ1 XA L
ATy THIH ONENRNTH D, BORIXZOBEIEIIERT.

BonETEREAVT, =—2 =2 F2HIBELEBo#) =
D7 L—L%MER A3IRT. 12 8y b OAERRELH
WEAE, T—Y = ¥ MERTTRERA IS 5 T EFL
E->TVWADIIMLT, 1 ¥y FOANGBEIEEHWGEE
X, ==Yz MIESTICHEHTARMNIEEE>TW3,
4.2.1 EE

LEdiERIc kD, 1 ¥y FORREEESEHAEZ S 72
DIWERBHANTPTELTED, LFEIFEHTETVRVD
WA LT, 12 €y N OMAELRIEE D BIHIEZ T2l 2
IR EFETETVREEZIONS. FHIRE
X, 12 €y FOMEERERHWSE, 52 L 2R
W Z B AN E RN, AR TIRE L - M E
BEHVWENREBEMOAT, =T—Ox2  MNIEBLZLE

BESETVS. g, RETROAMIEERTHRY
Lotz
5. HDIC

ARTIE, SBoBRHIREICB) 280N Lt E o7
NIV ALZRBE L. WOBRAEZHS 72918, =—
Yy MO ERE L A eHl#E T 2TEI 25 2
7. Fiz, Bl L THEREZEE T 572012, HAHERE
WWED W NHEN RN ZIRE L. BR L 2 NFERI RN
i, T— =¥ MZBIIEHRIIEFICR S Tuwv 2 IRRE2E
Mz BAfNCHER L RN S, BMREEEZYEIEs L
FAREICT 5. BEFEEHWZEETIX, HalfCheetah
I—Y =¥ MZRONBIZTT, SERERIMNZ —Y) A

© 2021 Information Processing Society of Japan

B, AIRICES B2 HRIEI N TER. 5%
DELL LT, &hEZ2LOFDBHORESLLIEOMLE T
HAOTREFEROAEN LR L v. £z, Foh/zh
R, HOBHBRRICBY 2 FREAZ 2% ET 5200
PIHAE Y L CTHETH 25 b MEE L 72\,

-163-



The 26th Game Programming Workshop 2021

BE 3

(1]

2]

B3]

4]

[5]

(6]

(8]

(9]

(10]

(1]

(12]

© 2021 Information Processing Society of Japan

Volodymyr Mnih, Koray Kavukcuoglu, David Silver, An-
drei A Rusu, Joel Veness, Marc G Bellemare, Alex
Graves, Martin Riedmiller, Andreas K Fidjeland, Georg
Ostrovski, et al. Human-level control through deep re-
inforcement learning. mnature, Vol. 518, No. 7540, pp.
529-533, 2015.

David Silver, Aja Huang, Chris J Maddison, Arthur
Guez, Laurent Sifre, George Van Den Driessche, Ju-
lian Schrittwieser, Ioannis Antonoglou, Veda Panneer-
shelvam, Marc Lanctot, et al. Mastering the game of Go
with deep neural networks and tree search. nature, Vol.
529, No. 7587, pp. 484-489, 2016.

Gabriel Dulac-Arnold, Nir Levine, Daniel J Mankowitz,
Jerry Li, Cosmin Paduraru, Sven Gowal, and Todd Hes-
ter. Challenges of real-world reinforcement learning: def-
initions, benchmarks and analysis. Machine Learning,
pp. 1-50, 2021.

Julian Ibarz, Jie Tan, Chelsea Finn, Mrinal Kalakrish-
nan, Peter Pastor, and Sergey Levine. How to train
your robot with deep reinforcement learning: lessons we
have learned. The International Journal of Robotics
Research, Vol. 40, No. 4-5, pp. 698-721, 2021.

Matthew Hausknecht and Peter Stone. Deep Recurrent
Q-Learning for Partially Observable MDPs. In 2015
AAAI Fall Symposium Series, 2015.

Rodrigo Toro Icarte, Richard Valenzano, Toryn Q.
Klassen, Phillip Christoffersen, Amir massoud Farah-
mand, and Sheila A. Mcllraith. The act of remembering:
a study in partially observable reinforcement learning.
arXiv, 2020.

Jongwook Choi, Archit Sharma, Honglak Lee, Sergey
Levine, and Shixiang Shane Gu. Variational Empower-
ment as Representation Learning for Goal-Conditioned
reinforcement learning. In Marina Meila and Tong
Zhang, editors, Proceedings of the 38th International
Conference on Machine Learning, Vol. 139 of Proceed-
ings of Machine Learning Research, pp. 1953-1963,
2021.

Benjamin Eysenbach, Julian Ibarz, Abhishek Gupta, and
Sergey Levine. Diversity is all you need. International
Conference on Learning Representations (ICLR), 2019.
David Warde-Farley, Tom Van de Wiele, Tejas Kulkarni,
Catalin Ionescu, Steven Hansen, and Volodymyr Mnih.
Unsupervised control through non-parametric discrimi-
native rewards. International Conference on Learning
Representations (ICLR), 2019.

Archit Sharma, Shixiang Gu, Sergey Levine, Vikash Ku-
mar, and Karol Hausman. Dynamics-aware unsupervised
discovery of skills. International Conference on Learn-
ing Representations (ICLR), 2020.

Greg Brockman, Vicki Cheung, Ludwig Pettersson,
Jonas Schneider, John Schulman, Jie Tang, and Woj-
ciech Zaremba. OpenAl Gym. arXiv, 2016.

Tuomas Haarnoja, Aurick Zhou, Kristian Hartikainen,
George Tucker, Sehoon Ha, Jie Tan, Vikash Kumar,
Henry Zhu, Abhishek Gupta, Pieter Abbeel, and Sergey
Levine. Soft Actor-Critic Algorithms and Applications.
arXww, 2018.

-164-

f
Al

52
NEREEIEZIRE T 3 EDRN

RETHETE, T—Y =¥ MIHBOERE Y 2h %
HlE T 2178% 5%, K105 BBEREEELL. AR
m(a | o,m) IFE DB o LEm Z AN LT, T8 a %
WOt 35. 178 ald, TEROEBREIERT 2178 a. &,
FEERET 272DDITH a, WA T a = {ae,an) R
FTIeNnTES. LB m P K Ey bTHIUE, 20
TS 2178 a, DKy FTHD, FTROEEIT T

DEIIZ, mE ay, ODHHEIERHMNZ L 2 2 LI2X DTS,

Mpew = Mold D Am

Bz, B4 LRT Y FITBWVT, meg = 010,
am = 110 THIUE, mypew = 0109 110 = 100 72 3.

A2 REOFFH

AWFFETIE, Soft Actor-Critic (SAC) [12] & W T off-
policy DEEZ1To72. ==Y =¥ MI1EOFEE L —
7" (Global Step) IZBWT, 2,000 BA LAT v TDY
T HE DT Replay Buffer 127 — & ZE3 5. Replay
Buffer @44 X1% 10,000 & L7z. 2XiZ, Replay Buffer A
DTF—=REZHWT, q5(s|o,m) Z 16 TRy Z7H#EDIERLE
5. 2ok, EFfashl g ZHAVT, X5 WA
FHRM O EZ1T 523, ZOBRICEEDOHEF DT p(m)
BT =R m; Y TNTERENDHD, SENIHER—
R p(m) = 52 55 100 D m; 2% > TV L7, %
2L, KiFidlEovry VTHh 5. iRz, HESIIEA
FEMEREN % F VT SAC @ Actor ¥ Critic xy h U —2%
FNEN128 TRy Z#EDIRLEH L, KD Global Step
5.

%72, qp, Actor, Critic®3D2D=2 -5ty b7 —
23, AHARECZ, 1,024 ZToRhfE%E 2 DHWT
MR L7z, SAC o7 RIZEKEZ T 570, Bz
B3 2178 a,, 1F, BOIE -1 ~ 1 OHEEEIH IS
B, OBIZ0/1 Oy MTIERLL THW .



The 26th Game Programming Workshop 2021

A3 FHELIEARICEZI—Cz 2V MOEBE

X A1EMA2TIE, 128y POINBLELZHWT, =—Y =z MERTHLEFICESZLEEHELTWS. —F,
X A3TWE, 1y bOTREEHW DY 2> POEIFRICEE > TED, HEILEFIERINTHERL,

e e et el A e

K AL 128y FOATRREEHCTEELEARICESZ -V 2y FOEIE (Hif).

R e e e e e

X A2 12y FOATERREANTEE LEARICEIZ Yoy FoEIE ().

B e e eca e Peca e

K A3: 1y hOANFTGREEZEHCTEY LA RICELSA -V FOFXE.

© 2021 Information Processing Society of Japan -165-





