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¥ recompute FIENMREINT VWS, LU, TNSDFETIHT —ABEPHERBINCL 2 A4 —/N—
AN RDBFELTLED. TNODF—N—~y NEHIFKET 5720121, EOT— X% swap HRE 72 IE
recompute SR & T EMNEFEYNERT 2 Z EAEBELPEL 05, ZOFEITH L T, AHFFETIE swap
K& recompute WREEFTHRETOD T 74V VI H DWW THREAT 2 FEE2RE L. £72, To ki
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1. ELC®IC

AR, EEERFREE R A R, A aRER, H RS B
EDRWIZ=a—F 0 xy M(NN) Z@EHTZZ L&
D, BOWBENRINTWS [1)[2B]4]. =a—F kv
R —2 L IZARIDMDOFEEA = A L% IIZUFHRE
FTNLTH5.

NN iz kK 2 EFHITFEEN L VD, GPU 2 HW2
ZETHEMIZITO Z N TES. LHL, GPU 2L
THETELNNDOREIIICPUDAEYVARRIZE ST
FIRENTLES. HleLT, Ny FH AL X%2640 2 0L
72546 D ResNet50[5] TI& 50 GB LA LD AE Y &2 pE L
T 5. 2K LT NVIDIA @ Tesla V100 D X € ) BE
I$E 4 32 GB L2\, ZD7-8, Tesla V100 —& Tl
2D NN DFHE%Z GPU ZHWTITS 2L IZHEETH 5.

ZDREE RIS 572 DFHE L U Tk data-swapping
F-1 [6][7][8] & recompute FiE [9] D 2 DAREINT WV
5. INoDFERIZ KD KHIEZ NN % GPU 2 HWTEH
HEBZLiEmaer 5. LA L, data-swapping Fik&
recompute FiETIXZFNE N CPU-GPU L@ E R 5t H &
DEHNZ & > THEREAND A —N—~y RABELTLXS.

T R LAY
2 HARTA - - - T ARt SRS ZE AT
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ZLT, FNSDF—N—~y REHIET B =012, 0
T — R % swap MR F 7213 recompute R & 32 hASiEE
Y%, —J, NN OFHEIZH T B EIEP A€ ) MifHE
X, NN OGP ETREBICKEIEKFELTVS. TD7
&, B ii7e swap R & recompute SR & FHRIZIET 5
DITHEL .

Z DHBEIZK LT, ATl data-swapping Fik &
recompute F¥£% I\ /2 NN OFHE %2 5HELT 572D D
BAEFIRIZOWTRANS, REFIECRETR T 7 7 A
U ¥ ZIZEED T swap MR B & U recompute 5 H % i
b2 zZlicky, MEEA—N—~y REYIET 5. £z,
£ swap E D scheduling 12 & 5 @#ELHFTS.

Boe XRETFEABEEY 7 U — 47— 72 Chainer|[10]
EYET A THEELL, FUT, #BEFTHIZED, 50
GBLUEDAEY 28 L35 NN OFHENAE Y A& 16
GB ® GPU —&BTCHREL 4 b, T DEEOMREIE T % 34%
IZMZ5Z e TET.

El-1=]}
2. B=

21 Za—J)Ixy hI7—2
2.1.1 #&&
NN o@D A %X 112737, NN ZEEOE» 5
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X 1: NN O

b——— Forward — — Backward ———|

compute [OJE[2TR[A[S & 7 SNy
time
& 2: NN OFHRMED & A LT 1 > Ol (J§E=8)

I, BEIXSSITEBORE~ Yy Th oI hT
W3, R~y TEIIRIOEOHE AL UTZITE
h, HEZFS5ZTHAINET—XTH5.
EOBHEIIHEDODHNBRIZ L > TEARAER T =V VT
f&, Batch-Normalization(BN) &, ®f&& @R EITHHS
Nad. £z, BARAABYXEEGE TIIEHBEDZDIZEA
TANWRIREDNTA—REREEL TS, £LT, NN DOF
BTIEZENSDNRT A =PRI RE 5.
2.1.2 forward & backward
NN OFB IR ERZE L IEIEN 2 FiEE2 AW TTD
N5, BEVLEEL I NN OH AL BT —XDiEE%S
FAWTNRIA—RDEHREITIFEETHD. TD70H, 4
FEWAREIETIZPAR D 3 DD %2175 .
(1) FHDEODH Vv INT—R%2Y NT—T DAL
LT, &EOFE~ v 7257 5 [forward]
(2) 2y V=2 DHPNE EMT—R2DIREEZHANT, &
JEDREH~ v TREART 4 VRN B A0 % K
& % [backward]
(3 FIAELAZAEZHNT, NTA—RE2EHT S
ZIT, ZEORH~ y TR OE DR~ v T 55
HINE720, forward DFHEIZATIEPSHIEAL 18
TofTbhd. —h, {BEIZE T 5L LE D O L) H
LEAE I NS 720, backward DEFEITHIEL S ASIEA
LIEIZfThD. D=, NN OHBEEED XA L5 A
B2 D&%, M2I2BWT, fkeKEDMUAIZZF
NZNEJED forward F 72 1& backward FH&E D FITHiH %2
£ (WO FIE forward TOFHEMEIZ K TFIZH D k-
-H/HLT D).
¥ 77, —MREYIZ backward (2 B 1 B A EL D EHE TIX for-
ward TEHELUZRH~y 75 AHL LTHWS. Lo T,
forward T—EFR L 2/~ v 7D 7 — X% backward
THEAINDETAEY LIZREFINI2BELRD B,
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Memory usage [GB]

30
20
, N
128 256 384 512

Batch size

640

3: ResNet50 O A €V {HifH&E

2.1.3 /\vy FiLIE

EfR 1B %E AL LT NN DOEFHE% GPU T 54,
INBIRBE 2 NN TIREAE MKW 728, GPU DB M HE
HmOERNZ R HE. TDD, EEOAEGEZ T2
DT NNANDANETEHENYy FUHEITS., O FEHIT
U7 ORE Ny FH 4 X LR,

2.2 NNOXEYFERHE

2.1.2 fi T R7z &k 51T, RAWERETE TIL backward T
HHT 570128 Z 212 forward TEME L 2R~y 7%
RET2RENRDHD. E/-, K~y TUNCHEEAT «
NRILEDNT A —=RBLCEABD/ZDIZAEY Z2FHT
5. INSIZMAT, EEE 075 LOERKEIZE > T
R EHEALD 7D workspace ZMHEELTEHILNH 5.

NN OHBIZBEWT, BH-0o DA FHHEIZNNY F
YA R~y 7ORSSICHBIL TN 5. %77,
NN 2D AV FHRIIEHRICE>TEETS. 20D
72D, Ny FH A ZXRANT—RPKEWNN OFHEZET
ST-DITIFLZ DAY DR REL B,

il LT, ResNets0 * v MU —27 OFBIZHELR A E
VEZM3IZRT. K3 TENY FH A AW 640 DGEIC
AEVHHEN 50 GB 2BATW5. —7F, Tesla V100
DAEVERITEZ 32GB LW, ZHIE NN OFHE
WZBWT GPUXEYDREY R B2 GENRHEI AR
LTW3.

3. GPUXE)REZHBAZRBFEFE

HREEHIIBVWTGPUAEVREEZMA ST — R &M,
5 72 DFIE L U Tl data-swapping FiE L recompute F
HED2OPREINTHE D, RETIEINSDFHEIZDN
TikR 5.

3.1 data-swapping F&

data-swapping FIETIX, £ 3EED forward FHH T
INFT—RD—E8% CPU A€ VI swap-out §5. swap-
out DHIZK 4I1TRT. K4DESI, T—RXEANLL
TTF—RY #7195 forward R 217 - 72354, T D
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Forward
(1) Compute (2) Swap-out
GPU memory GPU memory
Lx = v ]

N

oy b

4: data-swapping FIEIZB S 5 forward FED swap-out

Backward

(2) Compute
GPU memory

(1) Swap-in
GPU memory

dy dy
2 1 [x]

N

ER

5: data-swapping F{EIZB 1) % backward KD swap-in
(dX & dY EEhENn X - Y 25T 2 AE)

HRTHIZX %2 CPU AEYANE swap-out §5. LT,
forward T& % 7 — X % swap-out L 72354, backward f
WXZ DT —R% swap-in § 5 BEDH 5. swap-in DH % [¥]
51Z2mR7. X5 Tl swap-out & 727 — X X » backward
HEIHEHEINDIEE, I2 X 2 GPU A€ YA Y swap-in
T5.ZLC, 0B X 2[HHL THENMTDNS.

F 7z, —#IZ CPU-GPU @512 £ 5 A —/N—~v
ZHIE T 572012, [forward §l4E & swap-out i#fE] B &
O Ibackward 5 & swap-in @5 ] X2z 81 75+
YR END.

HRENDRE

M E®D & 51z, data-swapping FIETIET — X D swap D
7= ®HIZEIID CPU-GPU EEE T s. IRIZZENSD
WEIZ X BMERADHEIZOWTHRRS.

¥9, HBT— X% swap-out T 5720, TDTF—X
AT % forward FHEDITRTHR T T 202 F - ith
W7 572\, [RRC, %8 D backward FHHE %175 720121,
ZTOHBEIIMFHEINETARTOT — XD swap-in N5 D
ERRINERS BV, ZOESICKEOHE L swap
WASRFRIR A H 5. 2SI A T, backward FH8 % B
B9 5720121, forward 128 1) 5 swap-out W RTHKT
TEDEHFOLENRDS.

data-swapping %17 9 & D NN OFHHRMUED X A LT
A OHEK 6 ZmT. K6 D& DITH swap-out (EX )G
9 % forward FHE DK TRIZBIR T 5. 72, & backward
FHEIINIGT B swap-in D TRICHIBET S, 2LT, &
swap DFE T ZFF D= DIZFIRZITS T & 93T E 70
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(1 6 DARFEERSY) A data-swapping 12 & B4 —/N—~v F
Thd. —5H, 1T T4 Iz & 0 FETEE %Rk
TEBGEIEEIZLBA—N—~y FEHFT B N
TE5.

3.2 recompute Fi&

recompute F£ T, forward FFIZFHE S L OMHA I 1
R~y 70T -2 0O —{% GPU X €Y L TREFE
TR T 5. % LT, backward #E %217 5 BIZBE 72
R~y 7P AEY RIZEEsncwihhr o254, HE
forward DFHEZ T W~ Yy TOT— X &2 HET 5.
recompute FIEDHZ X 7 £ X 8 I1Z/RT. forward IZH WV
TH7TOESIZXPEY,Y 25 ZE2FHELEZBAIIOW
THEZXD. ZDLEY D recompute R SIXY DF—
X% GPU A€V LS T 5. LT, backward I8
WTY BB 72BRIZIERKI S DL DI, HEX 256 Y
ZFHE L TH 5 backward FHEZ175.

3.3 hybrid F&

BLE®D & 512 data-swapping FiEE & Of recompute Fi
WA Z LT, GPUAEVRERBZAMEY 1 XD
NN OFFEIEAREL 7 5. LA L, data-swapping FIETlE
CPU-GPU [Ei@18, ¥ 7z recompute FIETIEHEAEIZ L -
THEFHEMADF —N—~y RRFET S, 22T, 2D 2
FEEAVWZBOA ==~y FIZRZETNETNATD LS
TR D 5.

o data-swapping Fi& : FIEBOREWE (BEHAHE
) D%\ NN Tld swap 217> TH, §HRIZE > T
BEA—N—~y R2E#HLPTWV. 2z LT, &
REO/NSWE (BN B4 L) H% W\ NN 055 18(E
ZR#LIZ< .

o recompute Fik : FEEBOREVEORHM~ Y T%
recompute AR EL FTEHL A —N—~y RPKREL A
TULESN, FHHEED/NIVE% recompute SR & 3
LEEIET — N =~y FIZ/hZ W,

Iho DR EZREL T, Wang 5 I3MEREM LD 7281
data-swapping & recompute D lj fZ#AGHLE B Z &
ZRELTWS [11]. BUF, A TIE data-swapping &
recompute Dl 5% 2 FiE% hybrid FiE & FE5.

Wang 5 DFETIE swap SR X recompute X4 % i)
WKIRELTWVWBE D, ZNIEEBRIZEIR T 2 NN O&ZFHED
FATREP AT AHEZFEMICEEL TV, — AT
NN Q& DFHREP A€ VIR NN OfEIC L - T
HBign, ZD72H, NN HORHEZEZREL T swap AR
recompute NRZRET S LIZ LD, FHNICIRE LS
HE ML T Z eI NS,
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——— Forward

Swap-out start

swap-in  after computation

. Backward ——— |

(7lsls a3 [B][a][ o]

swap-out 01\‘2‘3”4‘5“6‘7‘

Computation start

after swap-in ~

compute [O[T[7 2 [3[a| S 67 7]

7-“”_. Z’ .

time

Idle time

X 6: data-swapping %175 5& D NN OFHEMLIED X A LT 1 O (JE#=8). #HE1L AL VY DONMIIKEFED

FHIZNIET % swap DETHRHAZ KT, ZOHITIETRTOHEIZ

—DHBADFBOFHRE L FRFICHBLTWS.

Forward

(1) Compute (2) Free
GPU memory GPU memory

:> -
[z ] [z]

B1F 5 forward KD A E ) iRk

7: recompute FiEIZ

Backward
(1) Recompute (2) Compute
GPU memory GPU memory
L x 0 v | r% l'||!!
-
[az ] | =

8: recompute FEIZE 1} % backward D FHFHE
Y ¥ dZ BENENY - 2 1SHIET 3 A)

4. hybrid FEOETRSEL

4.1 =BELEOBE
4.1.1 =BEENR

REFETIINN OHBETHEHINEET —RIZUTD
WENLDEMAEFTNFNE DY TEI2I2E>T, K
7 NN OFHE % mdhd 5.
: GPU A€ L THFT 5
: swap WRE T2

e ‘“recompute” : recompute XK & I 5

22T, BIEDOKGTTIEZ OEMEED Y TIEATE DR
Ty FIZHLTORTIEDELTWS. ZLT, Rfiw
TUSD T = ZIZDOWTIET AT GPU A€V LTRES
52829 B. ZNEFERTAIVRBREDINT A—RITHF
W~y T LT/, £284KE GPU A€V E
THRESIN D HPMIHE N 2D TH 5.

Lt oEMEI D Y TIZiA T, fFEFIETIEE swap-in
DEFTRA I V7 ORELDHITD.
4.1.2 ETREEXEY EHRED T

ZOmE LD HMIE TNN OF R 2RO ETRRM ] &2/
XLTBZLTHhd. £/, AEVMHEBIZEHL T Mo

° LLkCCp”

° Lstap”
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BWTT— XD swap %17\, 7D swap-in 1

@wfﬂ@%ﬁ’Bmf%GPU%%Uﬁ%%ﬁGPU%
VEBREZBALN] LW BRI BRTNER SR
W, UL, SHEEBEDNA 751 VP RRDH 5
Iz, FiTRE 2 R e iR AR AT 5 2
CIXNRHETH S, FRIZAEYFHARIZDOWTDH swap D
R4 IV 77 ¥ T malloc/free DIEBENZE D B 72D IZEN
fLIZEE L.

Z D7, B LD 72 DEERROBRZ I, BRI~ v T
JEMEETNZTNE D M TEGEAEDFEITRALTA VBLY
AEVEHEZYIaV— MU, WESKOETRE & X €
VffHEZ FRITEZeAnEL LS.

4.1.3 mBEEEAEDFEN

4.2 fiTHRRT B H, BIEDHET TlT LR DFEITHHA &
AT VMHAREDFHO 7 DIZEITHE profiling % HE & 9
5. 2L T, Z® profiling & RICHE W TR L THN
5. oT, AFEEZMVLGEOREFEHIIUTDL S
BN THERITINS.

(1) FEA TV —va v aEFETLUTEAEVEM - &
1T % Gl#% (profiling)

(2) BHEEID ¥ TOPWE, BLTE swap-in DEITX A I
v 7 DAk

(3) B LOREREANTHFEA T L —Y 3 Vil b

AR, 4.2 #iTIX 170 profiling, 4.3 fiT swap-in DFE
124 3 v 7 DOl 4.4 BiTIERELD 72 DBERIZD
WTENZENGIHT 5.

4.2 178§ profiling

A TIFREFIEIIB W TELTHR profiling 217 5 FLHIZ
DWTHRARS. £7, 4.1.2 HOETHM & A€V HHED
FHNZIZ NN OFHHRICB T 2 U T OERVBBETH 5.

o % malloc/free D ¥ 1 X LJEF

o £ forward/backward %D FE 1T IR

o 7% swap-out/swap-in {5 D 17 RFH

o % swap-out/swap-in DFEFXA I v

o HHETITITBIVET —XDOKIERR
UL, 2o OWEREZ TR THNIZ RIS 2 DIXHE T
H5. 12 2IE, & swap DETRA IV 21E NN OREEIZ
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Early swap in

swap-in El
compute SIS I ﬁ>

t Idle time

9: swap-in @ scheduling D4

WELTH D, 54 D% W EHER NN T3 il 23 R
TH5. TOMDAEVEHPHADIEFIZOWTHHE
FRTOT T LADFEREIZRELMKIZELTED, % malloc ®
free DY A XL EFZERESHED T, TRTOEHRZ HHIZ
FHITAHZ IR EHETH 5.

ED &S HMENS, BEDOFETITHBIZZE L T
L—ya vEBREIEGTT S 8T, BRIIDERBRE E
STWS. £7z, T profiling BHZIZ TR TORKM~ Y 7
IZ “swap” ZE|D YT CEHEZIT->TWA.

4.3 swap-in DERT9 1 I VI DOREL

REFETIEET —XAOEWEE L ¥ TITMAT, @fE
F ==~ NHEIED 72 1Z swap-in @ scheduling (Z D
WTHEEZD., ZHIEFRKI D& SIZH8T — X D swap-in D
HITFRAIVIRRDLILENTENE, A—N—Aw K
ZHIETE 272D THS. M9 DHITIIE 41259 5
swap-in DFETXA I VI 2R DL L THEICX 54—
N—r~y FPHIFEE N TN S

Z Z T, backward (281} % swap-in
Wid 5.

o #%T — XD swap-in IX GPU X EVIZZ DT — X DL

EBVTORMMD DI THBET 522 2MTES
o Hswap-in & B A —N—~"y RZZFDEFE1 IV
TREWIEFERELIZ W

REFHETIZID 2 AE2FEL T, % swap-in DI IE
GPU AEVIZRBDB DLW BHMIZFEDLZHD LT 5.
backward DMHLDERF L TDLEZ A E Y EIZDWTIE, 4.2
i profiling THF L 721EWA 5§ 5 Z LW TE 5,

AR TS 2BMBICHE T, SR~y TADEMED
H D YT HDOIMDERIZ I, Z D swap-in DEFTFXA IV
7 DEGEAL 21T o 72 ECORTIHE - A€V AR Z
52T 5.

IZIEBAR D 2 DDk

4.4 EBHEYHETRELDIOHDERR

I 3T - T B RE®
(“keep” / “swap” / “recompute”) #l 0 X4 T & # 1k D 7=
DOYRIZOWTHRR S,
4.4.1 BRREEDOHE

Z DEFTIEI NN OFHRDOFEA RN L D EL< 25 &5
REMEOE DY THERETS. LrL, BHEOHID Y TH
PEYRTIGE, FRE~ v I 3FEEOEEOWTh
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MERED B TEHZOI, B n T U THRER-IX O3™)

CIHIZREW. 22T, BAFCHMT LS50 a—

AT 4 7 AEHND Z & THEZEME T 5.
data-swapping FiE Tld swap 2172722 L TH, #HHE

REEIZ K D EEZRBHTE 2720124 —N—~y R Z2HE

LX 9. —f, recompute FiE TIEFFHEIZ & > THH

WEHER DS T 2. Zho2FEUT, Bk a—Y

AT 4 7 ATIEIRD &S ITHER%E 2 BT 1T TITS.

(1) recompute 1% X 312 keep SH & swap XHDERD
ATH ==~y FOHIE%E HiET (4.4.2 i)

(2) swap IZ& B F ==~ K & recompute IZ &5 F—
N—=~w K& IS 5 Z & T recompute X4 % R L
TWw< (4.4.3 #i)

4.4.2 keep R E swap FTWRODEIR

1B EH OBRE U CIEERE~ Yy 712 U T, “keep”
& “swap” DELLEED LB TENZRETS. LrL, Z
DR BYPRTIT D L PRERPRELR>TLED
&, LT TIAERNROHIHEE S A 5.

T —X% swap § 554, GPU A®VFEHEZHIIKT
RO DITGEEA—N—~y NBFEET 25D 5.
DED, 2D swap NRDEHE/LETIE TERATHRM &
[GPU XEVfHE] OMIZ L —FAT72H5. £ T,
swap MR OZERTIIAE Y HHEZZEL T, HAKIZ
BRI~y T “swap” #EIDYTS. % bf%@qﬁ%\#
5,swap 52 EIZ& D A==~y REHE ISR
XY T E keep” WHIDFZA TV ZLE2FRS. &o
T, swap SIROFEIRTIIATD & 5 BRIRNTHREZIT .
(1) TATOREDK~ v 71T “swap” 2 H] D Y4 T/RE

ZHIEREE L T 5.

(2) ERE~ Y TIZ20WT, ENEN Tswap THZ LI &
DA —N—~y REREIEE0] &b

(3) (2) TH—=N—~y FEREIELWV M Nk
W~ 7122\ TIX “swap” THE

(4) (2) THA= =~y FEFHEIE D LM N7 R
<Y I LU TDM “keep” & “swap” DEH 5 ZEHD
WT BN EBE

(5) BHEITREMVE L R B EIEDHE b Y4 THTHRE

ZOHRRDFHMIZONWTIHRRS. £7, (2) DR~ v
T O SFEZDWTIHRARS . T 2 TOFFEEAEIL T X
TLT74v%EYIab— LB TZOR#E~ Y 72D
WT D swap BERICHETREBINTVWENE S 0] T
HB. LT, BIEERITE R i S R~ v

WX U T DA, “keep” & “swap” DEH 62 EDBTH
PORBEEREITD. £z, TN ORE T Y TIzonT
X “swap” TIRET 5.

B 10 2FIZ UCHET 5. B 10 TIEE 5 - 6 - 7 DR
<y 7D swap-out B L UE 4+ 6 - 7 D swap-in(FHRHEBT)
NEHBIZLoTREkLELTVARWY., XoT, Zo#iTiX
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4]3[2[z] o |

swap-out

compute |0]2] 2 [3[4] 5|6 |7

time

10: swap 52 8IZ& DA —N—~y REFHREI TR~y T Z OFITIXHREED D swap Y

HATRBL EhTVRW,

layer 4: swap keeF)

layer 5:

e i:?} t}}i i’l—ti;ﬂl

JB4-5-6-7 DR~y TWswap iLLB A=~y K%
FEXEBE VSRS, DL E (4) KB BHR
KEH 11D LS iz75.

swap-out =& & L 7 IREEEDOHEIRK

LU, EBEO NN 2 UT LEloBREE2iT-o722 25
ERIZRER DD > T U FE o7z, ZHIZERSHOHIIED
BB 7Eo220TH 5.

ZOMBEEMRRT 2 7-D17, X 570 HERZEM O HINE %
EAB. TDT-OITH < IFTEBRIT data-swapping FE%
W7zBED NN OFH RO FIT R A LT A v Z2dE L .
Z DHEHR, forward G5B TERH T & 22\ swap-out 1£[X 12
TEDOFRPER D & D1, BITXA LT 4 ¥ LTl forward
MHEDFRBIZ TR TERLT L VWS Z AL Zh
I forward JLBRIZ 5 1F B swap-out 1ZIRD & 5 ki % £F
DIHTH 5.

o ZJE® forward FI AL swap-out & £F7z 72\
o XY % forward FHEMKE T LW E | & swap-out 1
BR T E 2

ZD2MED, B#iTERWV swap-out I$ETX A LT
1Y ETRIRTHESETZ20OTHS. LHOERTEHIN
5 D swap-out [ZX 5T DR v FIZOVWTHERERE
fTo T W7, BEREMEIRD 721
KOWCEHEMNEEZEHT 22 &35, BARMICIXX 12
FHD &S IZHHIZEA DS swap-out ZHIJEKL TWL, O F
O HE R SIEIZ GPU XA EVIZINEBED “keep” % #|

DYTTWVL.

if:, ZOENIEDOEHD7ZDIT (4) DREFESiEZIRD
SITEIET 5.

o T, (2)ITBVT swap-in TH—/N—~vy NEFHEX

5 LRl S R~ Y TIT LT DA “keep” &
“swap” DEL 5 &I D Y TENRHERT S

© 2018 Information Processing Society of Japan

s DR~y 7

Remove swap-out

—— - —— - ——

4{s]

[ ——————— —— = -

compute@ i> E.

12: swap-out OHk. HIE»SIE (8 7—6—5 DIE) 12

swap-out % HIJEd %
keep
layer 6: | |

S ITR Y

© 00606 0 0 0 O o
13: swap MR OZEHUZ BT D HEEK (BIEHE)

layer 4: swap

o TOBDHBEEARDEZIEIZB T, swap-out % Rk L
ENHRVWRB~ Y THhE - T, HAE» SIEIC
“keep” IZEID B Z T W<
BIEHOBEREEX 10 #HIZ U THHAT 5 &, £3 swap-in
ZRREBL ENBRWE 46 - 7T DR Y TR U TIERE
K&, TUT, TOBOERADEEIZIBWTE 5 72
LD swap-out Z L AENRSIEICHI > T W< DTHB. Z
DEE (4) ITBITLERARIIM 13D L1275,
4.4.3 recompute XFRDEIR

2EBEOBETIE, 1 BEHOBEET “swap” 2#D
MTHNBRE~ Y I LT “swap” & “recompute”
DELLZRED Y TEHENPEHLET S (1 BBEEHDOHERT
“keep” & INHHE~ Y TIXEDEE LT ).

COBRTEHERE~ Yy 71220 T, TR~y 7%
l[swap §6Z &2k bA—N—~w | & [recompute §
5ILIC&BA—N=—~y ] 2ZNETNLHIKTS. ZL
T, recompute U7zIE D A —N—~w FAUNI A B
W~ FIZDOWTIE “recompute” ZEH DY TTNW Z &%
ERB.

ERH Yy T X THTAMEA N =AY FOD
B TOEE r(X) ZHVWTITS. 22T
swap-overhead(X) \& X DANDKE~ v 7D @M% [EE U
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# 1. ERRERE
GPU Tesla V100 (Volta fH:AX)
GPU A E®VRE 16 GB
CPU Intel Xeon Gold 6140 (Skylake ftfX)
CPU AEVRE 192 GB
PCI-Express gen3 x16
oS CentOS Linux 7.4
CUDA CUDA 9.1
cuDNN cuDNN 7.1

723GE0, X Zswap §BH I THRETEZA ==~y KT

HB. FEBRIZ recompute_overhead(X) 1Z X % recompute

THILTRETEIA—N—~"Y FTH5.
recompute_overhead(X)

T (X) = swap_overhead(X) (1)

(s, (X) < 1.0 D E, X 1 swap 5 & D recompute
L7ZED DA —N—~y RPN I VWS Zlizhs. £
72, (o) (X) DNZWVIEE “swap” 75 “recompute” (]
DEZTBUCZA =N =~y RPHE IR TVEE X560
5. —HTrin(X)>1.0DEEEswap L7IES A& 0.
PAEZZRELU T, ZOERIFIRD &5 BFENTIT.

(1)1 B H DR T “swap” ZE D ¥ TonRH~y
TDEEE L,y £ 5

(2) Ls,r) DR SITHRER T

(3) Lo,y HFOBRET v 7 X IZDOWTENE N 1, (X)
ZEE

(4) r(em(X) >1.0 %25 X 2 L,y 2O ERS. Th
5 DR~ v T2 DWW TIE “swap” THE

(5) 1, (X) < 1.0 272 X DHT 1, (X) BB %
% X% =D L,y OMOIRS. TR~y 7
IZ2WTIE “recompute” THIE

(6) (2) ~

5. SRER &M

B I3EEEE 7V — L7 — 2 Chainer(v3)[10] ZHE5E L
TREFIEZFEHEL 2. Chainer IZ PEN AFFE L7 L —
LT —2THh, NERTHE CUDA # — 2 /)L% NVIDIA
D cuDNN 54 75V [12] 2 HT 22 TGPU L& 3
FHREZAREE LTWA. ZL T, £OHIRL 7z Chainer %
FAWTERZT, ez T L 7.

EEBREB AR 1ITRY. ZOBEBTIE GPU X €V AHR
216 GBTH 5.

£ 72, BLN D FEER T ResNetb0[5], GoogleNet[13],
AlexNet[14] & i\ 7z, 2@ 3 DId4 CHEG&RMM O NN
T®H 5. ResNet50 & GoogleNet (ZEHIEZ W3EJEDE!
BN WEADH 5. —75, AlexNet [XFBITD 00N
NEIEENREVWEDEEN LW, ZL T, £ERIZBV
TRIBEOMREIF1FFZ I T L —Vavdhizh Oy FHA1
A JEITIRE [#images/s] THEM L 7=.
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Speed-up

1 I I I
0

resnet50(640) googlenet(896) alexnet(2688)

NN (Batch size)

m swap-all(w/o scheduling) swap-all swap-opt proposed

14: &R iz & B PERE~ DR (NN 22N E N swap-all(w/o
scheduling) OMAE%Z 1 & LG EDOMREZ/RT)

5.1 &HE{LDFT

4BTRERRZ LS, T4 DREFIETIE swap W& -
recompute SR - % swap-in DEFF X1 I V7% moEik U
TWa. Zh s DEREIZ & B MEREANDREIZ DWW T
flids. ZDedH, ZOERBRTIILATD 4 DOTFETHE
1o 7z,

o swap-all(w/o scheduling) : &R~ v 7% swap W4
5. D, % swap-in I —DRTDFH & FIZ B
I 5

o swap-all : 2FHH~ Y 7% swap ARk T 5

e swap-opt : 4.4.2 JHIZHD\WT swap MR % &#E(b

e proposed : 4.4 fiiZFED W T swap X & recompute
R4 % Rk

¥ 7z, swap-all(w/o scheduling) 2Ah D 3 FiETiE 4.3 il
HOWTH swap-in DEITX A I V7 ORELEIT- 72,

Z OFEERTIE ResNet50, GoogLeNet, AlexNet DFME %
ZTNENGPUAEVARREERBX 5 &5 RMEY 1 XT
fTo7. M2 14 1ITRT.

14 T& swap-all i& swap-all(w/o scheduling) & HiK
LT 11 — 16% MeEdim E L7z, Z x4 swap-in DFELT
XA IVINRDH SN IZ& D, CPU-GPU Mi@fE
PEHEIZE > TREINP T o220 TH 5. Tz,
swap-opt Tl swap ARV EREL SN, BEINET—X
B X N 727201 swap-all & U THEREDY 1.8 — 2.7
Rz U7,

Z LT, ¥®O NN T% data-swapping FiLE7Z1F T <
recompute FVEZ I D A 417z proposed D3 ® & W EHE &
72 o 7z, 2 ResNet50 Tl proposed DMERED swap-opt
D 147 52 7 -7, ResNet50 IR~ v 7DV 1 Zizxt
UCHHEEANVNS WERZ WD, 20 LS WEOR#M~ v 7
X swap T2 X DEHBELUMIED BEREAD A —N—~v
RN L2 TWEHOTHS. —JT AlexNet D & 5
BEHHEEDKEZ W NN Tk, swap %+ [R#l T & 2 51 Ht
D33 % 72 1T recompute 237N 5 Z L 1T D o 72,
¥ 7z, AlexNet 122\ Tl proposed DMH:HEIE swap-opt D
1.01£5TH b, HRem LiZ/NE Ao 7z,



BERLEBF SR RIRE
IPSJ SIG Technical Report

5.2 NN77)r—av~niEfi

Z DFEERTIE ResNet50, GoogLeNet, AlexNet DA%
ENTNNY FH A ZBIRTTo 72, F£72, TOER
TiE& NN O EEZMTD 3 DOFETENTNITo 7=,

e in-core : data-swappping & recompute % 47472\
e proposed : FEEFIEIZ XD swap HR - recompute X
& - % swap-in DFETX A I VT EBRIZHE
e superneurons : Wang © D% L 7z SuperNeurons|11]
IZHEHDWT, LFD & 512 swap S& - recompute X
& - % swap-in DFETRA I VTR EFRIZHE
— MU S ISR~ Y 7% GPU A€ Y |
TIRE
— GPUAEVIZPRES BV~ y TD 55, GHHEE
DREVEBIAAEORIB~ v 7% swap W& LT
5. 72, ZOMOFEEO/NS WEORET v 7%
recompute SR & § 2

— £ swap-in \XERTOEAHAARE DFHA & [HR 12 B

ResNetb0 TORERZX 15 1I2RT. ZOERRTIEAY
FH A X% 256 L& Uiz, GHRICHERAEY &2
GPU AEVREZMBATULE 5720 in-core TIXFIHAZ1T
STEMNTERMPo. Fi2, Ny FH LA n=6402 L
756, SHEEARTIE 50 GBI EDOXAEY 208 L L.

15 TId in-core DMYEREIZH K T 316 [#images/s] T
Hotz. THITH L T proposed DPEREIX 207 — 316 [#im-
ages/s] &7 o7z, KT GPU FE &2 5 MY 1 12 x
U TREFEZ AW25E1E, in-core & LKL T 16 — 34%
DAL N TR ZITD Z e B TE .

ZUT, GPUAREX2BA MEY 1 ZI2HB T, pro-
posed & superneurons & L T 1.33 — 1.84 f5DMERE &
Kol WEFETHBOMETIIRL, EBOEBDE!
HIRFM S & UFHE 2RO %2 Z B L T swap SR L
recompute MR ZREL TWD. ZD7=&, superneurons
DEDITHNITHRE LG G K DR L LD TH 5.

¥ 72, ¥ 15 Tl proposed & superneurons (E3:12/Vy F
YA ZARKELRBDIFEMRMERLTWS. ZHiF Y
FH A RITHBILTRAE ) FHEIEING 572012, GPU
AEY RIZRFEETERWREY Y TN 72 2 & AR
TH5. DFD, BEY A XN KEWVIZY, swap SR F 7
1% recompute M RIIEZ THRE RIZDRMB2DTH 5.

IRIZ GoogLeNet TOFER %X 16 1277 . 16 TlE
ResNet50 TOHFE R L FEOMERA R SN, ZDERT
X GPU A& % B A 2 MY 1 XI2H W T, proposed i
in-core ¥ IL#E L T 2 — 39% DMK N TEIEZITS> 2 &
MT &7, F7z, proposed X superneurons & Fik L THRA
T 1.33 ffDMEREE 78 o 7z

AT AlexNet TORGRZM 17 I27R 7. 17 TIX
in-core & kbR L T, proposed DMEREMK T 5% AR TH -
7z. ZHd AlexNet I$FHEENRKE W22, REFIEE
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17: AlexNet ~ Dl FRFDMERE

W 72BRIZ recompute 2373 Z & A3 < 23D swap
WEEZTOERKTCEZDTHE. £/, 12 DDONNT
DFER L E72 D | AlexNet 125 U Tl superneurons TH M
BB N I1X/N& < proposed & DMEREZE L /NI o7z,

M ED &S ICREFETIE, NN O REY 1 Xz
EhETREMEITS 2Tk, ENRFEL D RS
WETEZEHVHERTE .

6. FEEMR

3.3 fi TiB N7z & 512 Wang & I data-swapping Fik &
recompute FIEDM A ZAHVWS Z L 2 REL TW5 [11].
LD L, swap MR & recompute X4 % FHIIZIE L TV
LRCAME L 3R 5.

Rhu 5 I3 data-swapping T+ % i\ T ABIE 2 NN D&t
H9 5 vDNN Z £ L T3 [6]. vDNN Tl swap N %
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BIEIZHE LT WA D, recompute FIEZEL D AN T W
. F£7z, Cho &% data-swapping Fik% Caffe X> Chainer
FTHEHEUMREFMZ1T> T3 [8]. ZNSIZMAT, Tto
5® ooc.cuDNN 74 75V CRKBEHEB LT —% %25
#H| U 7z LT data-swapping 2175 Z 2 i12& D, 1 BOFHEAE
72T GPU AEVEENRED B RBHETH GPU T
DEMEEMREE LTW3 [15].

—7, Chen 5 1% recompute FiE% W5 Z & TREE
NN DEMEEITD Z L 2HREL TV A D, data-swapping
7o TV [9).

7. FELHESEDRE

ARG SCTlE data-swapping ik & recompute Fik% A

WBERDOMEREA — N —~ v R 2RI 5 72 DRl Tk
IZDWTlE N7z, IREFIETIXFEITH profiling IZFDW

T swap MR & recompute R % @b 95 Z & T, CPU-
GPU MhBfEHEIBEIZ L 24 —N—~vy NZ2HIE L. £
7z, swap @ scheduling {2 & 2 @@ b H 17 o 72, EFIEIZ
£V, GPUBAE%RMZ S NN TH 2 - 39% OMEEEAT T
HHETEBLZ L ERLI.

REFETCEEFEAI T L - 3 VB WTH URMEY
A ZXBLOHEUHEZITD NN IZ X BEBEFZEDA%E SR
YLTWS, 207D, SHBOMEL ULTIZRNN O LS 7%
A7 V=2 a VEIZREY A AR T S NN ADTS %
FEATWS., 7z, BINEIEEZ AW S 2 EERTFEOW
EELTOVEZL.

HiEE  AWZEIL JST-CREST Off%EiE R A M AT —
VRO ATV BEEOFICHIET 5 Y 7 b = 7 Hiff
D—MEZFTEZITTE £7.
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