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Performance Evaluation of Deep Learning Framework “Caffe” for
Embedded Devices

MASAHIRO HIRAMORI™'  ATSUSHI SETTSU!

Abstract: Since deep learining has been used for a wide variety of tasks such as image recogniton, speech recognition, and
natural language processing, it remains a challenge to use them in resource-constrained devices with limited computational
power and memory capacity. In this paper, we present our attempt to evaluate the performance of deep learning framework
“Caffe” on embedded devices. We focus on evaluating the inference time and memory consumption of Caffe with four popular
types of network models on three different types of hardware platforms. According to our results, we find that large scale models
is much slower than small scale models in view of computational power differences. And inference time of large scale models on
CPU is affected by memory bandwidth. It indicates that compacting network models is a key factor for embedded devices.
However, inference time of small scale models on GPU is slower than that of CPU. Our evaluation can be a reference to
improving performance of deep learning on embedded devices.
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