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Hadoop/Spark ICHE T2 FH2EEBRA T 1 —58AICL S
& R U EBEFEDRET

X

K EHL

I RR2

BEE : Rif5ETl%, Hadoop 3 XU Spark #xf&H e LU, KNS DI T AR - LXLVDART Y 2a—F Il
AT, &/ —FBEATERZZAZOHEZTD /) —F - LNV ATYa—F5%HAL, & Map/Reduce &
AT HEDEHEDFHEAEITS. BT = XD XA EHDFHEAZITH> LT, Va0
HAEEbEI NG Z e 25T 5. EEETIE, YARN @ CGroups ¥R — b Z1EMA L, CGroups 2320 <
VY — ABEHPRRIRZ1T 5. AREHIL YARN 2342 LTW5728%, Hadoop (MapReduce) B U Spark

ONFIHEHATEDZ BN EEI NS,

F—T— R WHIHER, VY — A, Aok, OS 277, Hadoop, CGroups

1. ELC®IC

EH, €y 77— X LT Hadoop [1] & &
U Spark [2] 237 X T W5, Hadoop 1k Google £E D
MapReduce [3] #2F ARSI NV AT LATHY, AE
Y EIZINE D E5720TF 1 A7 LD KRBT — Z LB A
KIEAINTWS. — D Spark &4 > A€ Y B OIFAL
HEBETHD, MHAEVICNELREORESIDT—X
DD R UM FEE 2 FMCTEH STV A. i
DR, BOE TREMEEICEHNSNTED, FHO
IR EE Z 0 O [4) ICHIHEHINT NS,

Hadoop * Spark (Z A3 X 112 i 51 43 #OULEE ZL A% T 1,
—fRIZ Y 2 7 OBLHEE DX 5 D &2 & 2 MEREE T AR
Br7b. Zihi, HPC (High Performance Computing)
B AHMNRMETH D, WH GBI TIEY Y — A
ARG L, H— WP A G A TR RDOMERED
BoNBZLEHMFTS. LrLERAS, EBEIZIE, £<
DYit, WHPRLTE T U X A7 BELDE WX A7 D
SETRMGEDI LI B, IO E Y straggling
tasks TH D, DR AT IZHARTHEHIZEW X A2 DIF
EPHSNT NS,
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U, BRI T 22 38U, —RICLEEEDIES
D &L, A¥— (heterogeneous) 72 AT LR, VYV —
ABE, ANEBDT—2DMRD (skew) REIT K> TH
H95. X 5IZIKE4E, Amazon Web Services, Microsoft
Azure, Google Cloud Platform 2 ¥ DTV v 77 57
NizBW\WT, Ny 2759y RTEET Mo~ v
WL BHEPHEE LTHSNTED 5], XKL RDSH
TWa. ZNsDT7 Yy 2257 KT Hadoop ¥ Spark
ZEMESES 2 LIE, ERICIITbOTWVS.

WIEHEDIXS D EADKKE LT, EoD2E2FEL
722 A7 DOH 4T (allocation) PEJHZEfIEK (load
balancing) 27bN 5. FHZ D Y —ZAFEHITOVWTIE, X
FIERENTHRET 2R DD, FHANIZFRLU T
BTG 2 Z DL <, BfRY Y — ABEGIRIREIC
L BEAIEPRBRETH S.

AL TlE, Hadoop B & U Spark ~DE 2 g 2
Va—FBANIILBERATHEBE (progress) O FHEA(L
(leveling) IZDOWTHAETT 5. H2METH D 1%, fHEiE
Wiz AR - LRIVD AT Y 2—F (cluster-level sched-
uler) &IFHNZ, &/ — FRALCHEEZ A2 OFEEITS
J =K+ VR)LVDAYT Y a2—7 (node-level scheduler) %
HIIZEAT S, RATVa—F3E¥D I T AR - L
RIWATYa—=Z Wy LT, THTHZe<{@EL,
Mesos [6] ¥ Omega [7] @ Two-level Scheduling & 57 %
BWCHE2BEATYT Y2 - %2HV5. AARE, XA
I DVEREIRIE L 225 R A DWW E 2B L, [H—Bg
IN—TDOMD XA IZHARTUEIENT NS XA
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Map% 2% Reduce 22

BOR:
feoMan fla>Reduce

1 MapReduce MLELD 53 fiFt

2, F0ESDY Y —A%EOYTS. BEiZkY, 2K
DHEWEERMA DI LT, 77 AXLKIIDIETaTD
SETIRMVEHE SN Z e 2T 5. KX AT
51— ADEHRPHIIZIL, CGroups ZIHHT 5. K
FSC T, Hadoop @ MapReduce € 7 )L % MR IZHZE %
D, FERMIZ Spark BIAZFEZ R E TS, KX D AN
1%, YARN Z0HRICEEINTWE 2D, BHIZ Spark IZ
EXRARETH B Z /I NS,

2. HIR

2.1 MapReduce LIE D9 f#

AR DFEIE, Hadoop B & O Spark B~ D#fH %
HigLTW32Y, Z31E Hadoop @ MapReduce € 5L %
MEORRE T 5. 2k, MapReduce IZLEEA AT,
ETMEXEHEORIBNAEZ TH LIPS TH 5.

MapReduce Tl, TFi®d 2 DDEE % I HA 25k X
¥, SMENEZBOT—2F v 2T LT, WHNIZZ
NS DOREME BT 2 WM HUILHER L 2o T W5,

map  (k1,v1) = list(ke,ve)

reduce (ko, list(va)) — list(va)

MapReduce O UEL@EFE TIX, LD 2 DDEEIZ N
35 Map X7, Reduce 9 2RI D2 DDAT v THTF
TS5, LRUEDS, EBIZIK, £X2A7ONEERIC
BWT, XY ERERD 7 2 —X (phase) IZ9RT 5 Z
ENTESLE (B 1). 72— A NONEFEIFHEIZLD
IR, KWL TIE, SCHk[8] 22F I H#EIL7Z. R,
Map & Reduce DHED 7 = — AT, D7 D EHEA LR
PITHONTWBZ LN 5.

2 125D MapReduce LHLD F v — b 279, it
IR0 FKS, BEENTLHEFRRZ A 5 ORRERH & 785
TW5., EERERBEILS ELF—THD, wordcount 7—7
O— K (small v ), Hadoop DAV v X% HAWTHRE
ERELZ. &b, MRE2SPVXTT S50, YARN
D/ —Fix1AIZHIBRL 7~

B 2 DFERDPS, WS OPDI LA AT LI LNTE
5. £9, Map R A2 B LU Reduce X A2 & & IZHLSE
TRZAPESDVWT WA, FRZ, Map X AZIZBEWTIE,
FIFFARZICUEZ BB L TWEH, 2ok iiEs20n
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MAP #0

MAP #1

MAP #2

MAP #3

MAP #4

MAP #6

MAP #7

MAP #8
REDUCE #0
REDUCE #1 ——
REDUCE #2
REDUCE #3
REDUCE #4 —
REDUCE #5 —
REDUCE #6 —
REDUCE #7 —

mShuffle B Merge ® Map/Reduce

2 MapReduce JLEE D

TWa. AfERIX straggling tasks DIFEE LR WEAETH
D, LUEETAHEICE, Lo KREhELLS.

Iz, [@—®d Map & 5\ & Reduce X A7 U TH 5
B, HEDOY T —7 (wave) THRINZZLBHBZ L
WaAMB. TS EOFERETED YARN Q% E A0y
FPERK6THY, FARMBER AN 6 XAV ZBR 5
BT, WHPBIEINT WD Z B0 5.

BB, 87 2— XDOWBTH 555, Map B & U Reduce
Tz —APNTH->TH, R KEREEEZHDTWD
W rb. 2137 =278 —RDKEZ X% small IZ
UG ADORRTH LA, MHTERVWKRE S DORHETDH
5 eyird. iz, B 2ITIBFELRWD, RNy Y
Ty TIRIWEITINDEZ DY, £z, HEORMH
F1Z & o TEED MapReduce ¥ 3 TD[—D 7 5 A RE
BORRIZETINDEZ DD S, X 5121, Oozie 72 ¥
D7 —0 7A0—%2HW\W=EEI21E, &ENZ MapReduce AL
HAEGOSBEBDORAT—I THEIND Z DD 5.

2.2 YY—ZHADRE

N— a3 v 2 PIED Hadoop (MapReduce2) Tid, %
Map/Reduce X A7 ~D Y Y —ZDE| Y X TIZ YARN %
HH3 5. YARN OFE#ER Y2 -5 Tk, &/ — KD
BRIT7THEELIOREAE)EEZD LT, HEATY M
Map/Reduce X A7 2 H| DM THI LT, AyYa—YJv
TELTD.

HHED YARN 27V a—J 3 k<K 2L 0D, W
OPDMTHE DS, £, BHEDAT Y 2a—F T,
TARIRRY N7 =2 \VWo iz G Y —ZANEFEI N
TWiw., %< D Map/Reduce X AZF1/0 A T
TD=h, ZTNSEDV Y —ADNKRNLRYy 7 Linbl e
H5B. £7-, CPU L ATV DIRIZEEINTVWE Y Y —
ATH->TH, VY—ABEBHKETEZLDHDE. fHilx
X, CPUIZBELTIMEEITHOAZEZR L TW\WA7280,
- a7 2G93 2548121, VY —ABEENPHEL
55,

BIEAfZE 2 LT, MapReduce Z# 06 &He LI £ R
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Input Records
(ky, vp)

Output Records
(kg V)
Map (Reduce)
| Task

|
Regulate 1
Resources |

Monitoring
Task Progress

3 AAFVa—) v o

WRAT Y a—IPMREINTWSA (9], [10], [11], AHF
7¢1% YARN OFE¥EZ r Y a — S5 2w BEd, /— K- L
NWVDATYa—5%BMT5ZETY Y —ABEDWE
ZRAD.

3. |B’E

KRXDT AT TR TNV TH B, Hadoop D
HRAAT DEWE (progress) ZHUFL, EWOENTVS
RAZIZHLT, 0B DYV Y —RZFEHV YT, DL
kb, EBEICEDC R Ya1—1Y Y (progress-based
scheduling) [12], [13] 2% 2 (K 3).

RATY 2= v 7BV THLEIEE 225 D, (1)
RAV#BEORGE, (2) VY —AHlHiTHS. 3.1
TAGRX CIRET HHRRET NV EHHL DL, 3.2k
33HiTENTNMHT 5.

3.1 MEETI
FCTIE, SCHR [14] 22E12, NiloMREET IV 2K
ES D, RETNEHHD/ZDIZMHHT 5.
RAT k DWR ¢ 1281 W E % progress, (t) & L7z
LRz, XA OEBEIITH TSR oNS.

t— ts ar
progress, (t) = ————"" % 100 (1)

er(t) — tstare
BB, tspare 13V 3 TRIROBIBIZ], 6,(t) 1EX AT kD
FRIZEDSKRTIRZITH 5.
TR T e, (¢) 1, TELD 2 DDERIZHRT 5 Z
EWHRETH .

€x(t) = pr(t) + 7% (t) (2)

() X TN E TOMIBER OERE, 74 (¢) &P AFR b A
HRHTH 5. pi(t) ICHEHEZHND Z LN TE ST,
LD EfERFHTH D Z BTN 5.

TR KM 7 () 1, FRloRNTRETHZ AT
5.

Pk (t) = fu(Di(t), Ri(t)) (3)
Dy () Rt DI D DAL 725 L 3 — FOHES, Ri(t) &
XA kDWWt CHEHTES )Y —ADELSTH 5. b,
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Map & Reduce DX X2 DFEFIZ XY, Dy prap = {(k,v)}
£ 7213 Dy peduce = {(k,Vi)} &85, VY —ZAELEDEN
INTWVWSET, Bk [14] DR ZHIEL TW5S.

E72, fu DEASNEIBEID, D) 27— X DR A
HoTEARSGATIZHFART LI LN TET, Ry(t) Ol
DATHD OUHERH 2T L L LD,

—fgic, FROBIE 25 f 2UET 5 L 3HL .
M Z AL TED, RET 272D H T m
77 ANVKEBRPBERI LS HDH. TDd, T
PRI key-value 7 D value BEAD K E X |V, | TR E
% UTWBEEFLE [14] $H 5.

Fel{(k,0)}, Ri) = fu(IVil, Re) (4)

3.2 YRIVEBEDORE

KX DFHEE, FEHERERIERE (progress indicator)
ITHRIELTWA. AEMZREFEREIRY Y — A HO#S
P AR (over-/under-utilization) &720, 2 & - THEREK
TE#HL.

Fiz, EHEFFEIE LT, 7TV —Ya VIREL
7-HBETH B 72, EHEDOIEIZIE Hadoop & DEHED
BETH5B.

3.2.1 EWEDEE

Hadoop DEHIEIEL LT, IEIEHLLONPREIN
TW3 [14], [15], [16]. fE#ED Hadoop T#H jobs, tasks,
attempts T NENDOEFEEIREINTVWED, HED
EHETIERWZ RIS T WS,

BT D St 7 P PR R I B3 B I ST R A Sk [14] ©
H5. FRoNMFHOTFHIZ, BEANR key T & IZBEHFL
THY, ELWREBRPIRE L 2256 NUTE S
ELTWA., AFEITIEEICEMESEEL2 RIS
DD, key BN TUIRREM 28T 5720, NEERER
MREL, HHERFEL s, EE, HEOEH key B4
DAHDEREIIHIRT 270 Y, T — X EHIHD =D DR
HhbHiThbhTna.

0GR ERE E LT, SCHR [15], [16] 2 EEi D
RN - TIREI N T WS, ix, EFREET —X
N— 2 CRERE SQL 7 TV O 7 R FHID 72 D 127
ZEINTE727AY, Hadoop IZZNSDHEREIEHLTWS.

INSDETIX, XAZ kK OFH OMIE O 7 Hl
71 (t) ZIRDOANTEIHET 5.

7 (t) = spou| Dy (t)] (5)

D) BAH LI —ROH A XTH 5. o IZHEA S0
Ty AT EDREL, ATV 3 — NI 2 LRI
DM RNET 5. /2, ~EOETHDY Y —ALH)
BEBTDHD, s BEALTWS,

AW TIE, EPEEOTLME L EEORGEID N L —
NAT7%EZBL, BEOAREZRHAT L. RO HWIL,
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EHEEZOED TRV eh s, EWREZ SN
FRL, EBEICEIS AT Va—) v IDEYTHD T
LE, £TIIMERT 5.

FRICEDSEPREZHE TS 20I1TE, ARk
5L 32— NBOBENPBETHS. A% Tk, Hadoop
® REST API [17] Z /i U, Hadoop 23 #&ft3 2 v
YAE®P OV A - NEEMET ST 2l A,
U2 U7 s, REST API TRt Eh 2 E#H D & 111X
JEHIZH <, Hadoop DT 7 # )V bEHBE DL 0%H 5
100%I 2L b B\, ZORMEZEHET S
mapreduce.task.{merge,combine}.progress.records,
mapreduce.client.{progressmonitor,completion}.
pollinterval R ED/NT A — X PRI NT VB D, 2
BB ohihr o7z, & - T, Hadoop HIKDIBIE % 17
W, Hadoop WEBDIE#Z UGS 2 TRVPBETH D LA
bhd.

3.2.2 EHEOHER

Hadoop DIEHER 72 A D ¥ ZIGHH» &, EHEORL Vb
LR BIERF LGS NRVDOTHNIE, CGroups THY
BTELHEMNS, SRR OEWEEZMNT 2T 70—
FEHVEF5S.

—DDHEL LT, T4AIZADI/O &EL L ITHEDE
EHWNT 57 70 —F 05 0G5, FEIITO T 7 A IVIE
HWeIFLTHE, TNEHKL T, B{EDOEHEZ Tl
5. ZOT7TA—FORMELT, T4 A2 1/0 DRI
TUH AL 3= NI SEHI LB L7z, R
e 7o fER & 7 B AJREME S B S, LA LAY S, CGroups
DIEHREEHENHT 5728, Hadoop 7 7V r—Y a3 v
ZEETDHENZRL, F@WHETHBZIUFT 5 Z
CHARETH 5.

3.3 ) v—XHlm

CGroups %, & 1 2l LT, CPU, AEY, T4 A
7, 2y NI—=0REBL, EIERV Y —RIZHT B
MEE N 2T 5. L Lads, #EDY Y -2 L
THIETE 2541, YOV Y —A% YORE, HHT5
DH, WETEHZ LIFEEL .

BIZIE, WAt 213 a 7 knittr 72 5w
progress(t) (X A2 EEOFEYER L2 ) G2 507z
LT, FEDED Aclt) B5,

Ak (t) = progress(t) — progress(t) (6)

BNV —ADHER Spopu(t), dkmem(t)s Ok aisk(t),
Skmet(t) ZIRET B Z L IFH L.
ZZTAMIRTIX, B—DORML Ay Z2ERE) Y —A
ERETSD. RV xw o7 ekd )Y —AREETHE,
RATDEBIZZFZTHIMTEZIITTHE. KX T
i, TAAZI/OMBR IRy I THBLRETS. Th
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BT LUHEAETIHRWD, £ DHE, Map/Reduce X A
IDANET A AZIKEFELTED, TITRATMEY
DHIFHATRETH 2 LHEH XN 5.

T4 A7 1/0 OflflE, K 1OR—=HIVT 14 ATIZHT
51/0 Iz LToAfThNE. —f#IZ, HDFS »% Hadoop
CHlAGEDETHWSNTWSD, HDFS AND 7T 7 & A&
Map 7 = —A®D AJ1, Reduce 7 = —ADH I TIrbh,
T —2iEue =RV T A7 LIZilEI NS, Zon—
ANT 4 A7 DT 7 AKILEH, hadoop.tmp.dir TH
EINTWS.

3.4 ZOHODEIR

AfRFEIE, BE, FARHCESTINSEY a3 7iE—D L KE
LTWad. ZNIEA—DFAED B W IFMMOFHEZEIZ L -
T, MfFUTEFINEZYVaTREFEELRVWELTED,
FEBED Hadoop FIFHERE L LIk 2L, MWMRKETH 5.
o, BRRAZIZHLT, B—DUxz—TDAEREL T
W5, IhoxEBRET 56, XA70KDFHMLEERE
WOLBHEBETH Y. SHORELT .

E7z, AWRETIE, H—RHEETETOIRAIDBETE
NEBEPREEETH L EHNELTWS. ZhiEsT L
HIEVWE IR SR, RIFED 7 70 —F A3E%) e il
DOHERIZDWTIE, SBOMEEL T 5.

4. ERZ%

AEHTIE, YARN @ CGroups ¥73— b [18] ZF|H T
5. CGroups Y R— MiE, YARN O A7 ¥ a2 — )VHAT
»5 YARN 2> 7 F % CGroups DI > 7+ & UTHETT
HIERETH S, ABEEEIZ L D, Map B & U Reduce D% X
A2 % CGroups DI VT FNTHEITL, VY —-AHHE
DERPHEEITS BN TELLDIZHE. LALLM
5, fEHED CGroups ¥R — M TlX, CPU VY —RAIZHT
BHIRDAIZUPHIR L TWiRWWzs, FEHSTAEY
TARY, BIOCXRY NT—=2IZ/F LU THHIRTESL LS
IZHEER L TW 5.

BARBJIZIE, CgroupsLCEResourcesHandler % &1 L 7=.
REHEL, TI774 08 UTREMATRRRE ) DADEIET
H Y, Hadoop ARIIMEIAR L ULTEE L TWVWARWL. £oT,
7 ) r—a v E &L Hadoop & A A4E (non-intrusive)
THD LI MEIRRENS.

AREIII AT [19) THHEHALTE D, SHEIEX X2
WHLZESHE B 2 VWD HRTIERL, mdiftzEHE LT
Y 5. £72, FHFEBHE LT Spark ® YARN €— N
TN U THARFEZBEHL, RATHBEADY) V) — AEHP
HIEMTRETH B Z e 2R LT WA,

LRSI OFHATOTT T 7 A THAF, ATV a—) v
D7=HD A — RiZ$ R T Python THlik L TW5. Hadoop
DY a TEITIE BN ERIIC 227280, Flik S5
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%= 1 CGroups CTHERFER /T A — XD

Y —=2 NI A—=R A
CPU cpu.shares CPU WMDY 28 ET 5.
cpu.cfs_period_us, cpu.cfs_quota_us CPU % period KD 5 % quota Rf7Z1F, HAMREEL T 5.
AEY memory.limit_in_bytes AEVHEHED LREZEET 5.
TA R blkio.weight TA4AZ1/O DEAEIRET 5.

blkio.throttle.{read,write}_bps_device
blkio.throttle.{read,write}_iops_device
3w M7 —2  net_cls.classid

T4 A2 1/O L— D ER% bytes/sec TIRET 5.
714 A2 1/O L— b0 L% IOPS THET 5.
275 A ID %[04 T, Linux tc 72 ¥ DO CHIETREL 3 5.

% (%)

AP

0 10 20 30 40 50 60

RIBESR [sec]

——progress  ——mapProgress reduceProgress

4 Va7 eROEWE (vordcount, large)
LB A=Ay FIIRERIEE 3725730,

5. Fla=RR

5.1 RERIRIE

EERTIE, dbHEKRETHTIV I I I RO MY —N
4 HBMHHLUZ. MY =\ XenServer O~ &
LRI NTED, Xeon E7-8820 (2.4GHz) @ CPU 25
437, 8GBDAEY, 1TB DT « A2 fHid FibreChan-
nel A ML —IUDSEDETSLENTVWS., 2y T —
JERE, N— Rz TERD D 10Gbps Ethernet % 2
RKeigoTWa,

V7 b7 x7 & UTIE, CentOS 7 (Linux 3.10.0), Open-
JDK 1.8.0, Hadoop 2.8.0 ZfiHL7z. R"vF~v—2& L
T HiBench 6.0 [20] ZfHL, 7—20—FDOKE I ITHE
BRIZIG U T, small ¥£721% large Z A L 7=.

5.2 ERER : EBEOINE

AR HEE L 32 TR, &K A7 OEB RO T
XIZHAEL T WA, 913, Hadoop AMHEMLS 5 M H5HE
PAHAV I— FEROEHES 2 HERT 2 PIHERZT
ot

X 4izya 72RO EWE, M5ICXAT7HBATOHE
PWEEZNEUZEREZRT. £, Va 72RoEEE I
BRATDEHE AR LR R>T WS, M5 2R
Y, BERATOEWEIZILSDENDH LI N0 5.
Hadoop 2SRt T 28X A7 DEPBEII AT v TRE >
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1%1
@
F
B

Ay
PO
&5 2
—

0 10 20 30 40 50 60

E5BB5R [sec)

5 HAXA7DHEWE (wordcount, large)

EHE (%)
8

. i 1

0 10 20 30 40 50 60

2B [sec)

6 BRXAIDEWE (sort, large)

TEh, %2, NEOHWERESZ 5.

5 DFER S, Hadoop DEHETIRMET 5 X A 7
EWREATEZS>TH LD, BT LU HoREHR R
NB5LEFEAHBV. B 62 sort 7—27 10— RTOfER%E
Y. ZORERTIE, EXATOEBEX 0%H 5 100%(2
AUZEBLTWS., Tl X A7 EBENRMLEINE N Y
IME, TV =Y avitkiET 5.

Hadoop D THRALT 2 EHEDOREL+ /TR VD
ThE, ATV a— NEOEHREIGL, I oEWE
ETHTEHEDZEAONS. 7 1Z Map 8 & U Reduce
DAFIVI— FOMEHEZRYT. AFERIZ Hadoop D
REST API Zf#fH L, Hadoop DIEHEA w7 > X fl % HU{E L
TW3. 28, 4BEUOM 5 L IFERBEFETL ST
W5,

TERDE, AAVI—FRIFEXAZIZEVT—E
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70K
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{MAP,REDUCE}_INPUT_RECORDS
™ w
=3 =}
= =
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o
=

7

0 5 10 15 20 25 30 35 40 45 50

HEAFE [sec]

o

7 BRAIDANIVI— FH (wordcount, large)

160M

60M

40m

20m

8 HXAJ®D Read 77 A (wordcount, large)

FITER LT, RATERE 2 FHIT 212X, HHRL
TR TIRRZNZ 2R DN 5.

5.3 EERIER : CGroups IC& % I/0 1BHRDEE

¥ 72, CGroups oG TE A EWRETFEAHL, 2205
BRA DEHEEWHT LT Tu—FLHHE5.

MH—=NZBEWT, SAN DA b L =YY AT LD
SDOHAIZE D, CGroups DT « A2 1/0 B R
PETE o722 06, AFEETIE Corei7 (2.4GHz)
CPU, 16GB #*E€ Y, NVMe #is5t SSD @ PC %S L 7=.
VMware Fusion 7.1.3 ZF]H U, Hadoop 2122 27, 4GB
AEYDFEMTY Y 1 B2E D YT,

8 IZ CGroups IZ & % Read 7 7 2 A DHUSHE R % R
T. M5 ORLIKT S L, FAKORAT Y TROE L
o TWAH, PEO & DFMBFERAGFONTHS. L
MURMBS, KD Read 77 ¥ ADMBEIEF D S %2\ 7z
O, TV T 7 A NVEEREDTRIZED, HHIT 208
EhH 5.

6. FELHESERDREE

AT, Hadoop Z WL LT, H2MEAT Y a—
T DB LD R AT HEPEO VA E MG U7z, AT
DFETHE, EX A7 OEBE 2 EBREIC XV ERL,
WMEEREBNTWERAZIZEDZ DY Y —A%E D YT
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5Z2T, EFOVLEMEHIET. £XAIHFEHATEZY
YV — A DERRHIENZIE, YARN @ CGroups ¥R — bk %
Ana.

SEDFEERTIE, AMFROHHR L LD HEEDEHNR A
HEERBE SN D 572, Hadoop HHEHETHEALT 21
MTIIHENP AL L TWS7-%, Hadoop ZEIEL, WER
LVa— NEREIGEHT I 2 KT 5. —H, EHER
T ENE, CGroups I2& 3V Y — AKX ES TH
5 Z e EE X NS, Hadoop DS X CGroups % R H
L)Y — 2Nz &b, FETRETHLH 2R LT
B, Spark TR UTCTHHEATE S Z L 2R LT WS,
Lo T, SRBRIEIAKNLEEPERICEF T L EHIT,
Spark ~OHEH % HIgd.

SE X
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