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1. [FC®HIC

I, mWEENERE, A€ Y N2 RiE% H2 GPU (Graph-
ics Processing Unit) % E{GAIRLISOPLHFREIZH NS
GPGPU (General-Purpose computation on GPU) 23EH
INTWA. K5z, NVIDIA thnfEfit4 57 e 77 3 v
78¢5 CUDA [1] (Compute Unified Device Architecture)
X OpenCL 2] I L > TGPU TITH 7R I7 T IV IRE
B\l o12Z & T, HPC Okkx 727 7 ) r—=3a w3
T GPGPU ~ORSRHEA TS, ZHUZfEy, GPU 7
TAEZDBELHEL, IK<HHAENS L HIczo7. L
ML, BED PC 7 7 A X33 TIZ MPI X OpenMP 72 &
ERT L7 =AU =7 ZHabE T\, HHER
T I IV NLETHD. GPU 7 7 A X Tidk CUDA
BN EBGPU TR I I IR MbA LT, TRy
Z I 7 ax s OWIAREIZ > TS,
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F£72 GPU 7 7 2% ClE, GPU % —FOIEH @il /25t
AR & 272 LT, CPU o atE T 7 — 45240,
HENK DS T2 T —F ZZITID & 2 BEEE I 72
077 I FERRTHS. LinL, TATIECPU
DHEY VY —R% GPU LWATLTHEMMMERATHZ &0
T&72\W. F7z, CPU O =2 7=, SIMD f4ic &
v, GPU & CPU OBFEMNZ2EHERE )3Tk < (TS & 55
HHEFRD.

TxlZINET, DBAEY VAT LERHRE L,
PGAS (Partitioned Global Address Space) 57" 7 7=
I v 757 XcalableMP (3] (LA TXMPJ L§97) OBFE%
DTS, Z0 GPU [T OfrifE Ak L LT XcalableMP
acceleration device extension [4] (BAF%E TXMP-dev]) &
T) BdDHR, TR RS NTREE DN — TN 2 3
TGPUILATZ7r—RT5HDT, GPU & CPU DA T
Uy FRBERSRE LTV, £2 T, XMP-dev O
#74 T GPU & CPU # &R Ox 5 & L CRIBEIZFIH
THNAT Yy FUEZRHFT 5. Fxid, INRIA CHF
AN TND StarPU [5] & 27 Ac#EH L, XMP-dev &
DA EIT 9. StarPU X T v % A L L~UL T GPU &
CPU ~DH R DAV a—U U TRETHY, Zh
% XMP-dev IZfAIAT Z & THEE L~V TO GPU/CPU
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WA E 1T Y Z ENAREIC AR D, Zhick» T, GPU
& CPU ~OT —# DBk ARz L, FHHEY Y —
AR ARRIERACTE5 707730 TOXEELTH .

AFETIX, XMP-dev & StarPU A&7 1 b
ZAT AN TOFRGFHEEEIZONTER~S. LaL,
TR FIFHEARZER L TNBE R, HEESEO DI
WO 175 LML DT Z1T 5. £72, XMP-dev
& StarPU #fAEbEDHIZY Tz > TORESR, ~Tr Y
ST ARBETONA T Y v R7 07T KON THRE &
1795.

2. XcalableMP & XMP-dev O#IE

2.1 XcalableMP

XMP (2B U CTHEESCHR [6] lICRELWAS, Z 2 CldAR A
HFET 27200/ NROFHEZ T 2. XMP IX, WA E
VIRRNEFIGEE EToTa s T 2 TR D T2 O PGAS
WHIEFETHD. BROT 17 T A2 OpenMP [ZHELL L
THRERAT D LT, T—X OB CRM, WG
HEITOZENTE D, TDEDHERD MPI & g L C,
DI VFLRETUWIHE R FARETH D, £z, XMP TiEE
T O T neA% [/ —F) EEHRLTNWSD. XMP T
ITEE, AEYT 7 EAIR—HARAEY DOF—FIZXT
HLEMTHDH. L, /) — KoTF—2 %254 512
XMP DRz, /— REBEEZTOIMLERD D.

1LIZXMP o7 a7 Z AMila 7. [#pragma xmp)
MBIRE DT XMP OfRXTH D, 1XLHIT, nodes
BRXTT eI 55894795/ — RERET . 17T
%, 4207 — REHW5. KIZ, template 5773 T/ — K
WER ST BB T — 4 OEZ%ITH. XMP OF —
B DN — T XDLENTIE, T D template 23S
5. distribute F5R3C1%, template t 2%/ — KIZED
FIEw vy BT T EANEESET A, BRXOF T a v
ELTT— 2 OREIFIEEZRINTE, ZZ2Tidrvry 2%
B ZfT72 o> T D, JH%IC align $573T1E, template t (2
Lo TEEINZT —F DA EBEORS x \ZEE L,
F=BONEEFTRLRT S, ZhickoT, &/ — RigEly
BCHLNET— 2R Ea—aVAEVICHFELZ LI
5.

loop fE/R3CIX, EHD for X%/ — FOEATY—7
VT VU TTH. V=T XDA T L—a O EIE
template t ICL > TREINTWVD. XMP TIiX, 7—4
T RAFO—ANAEY BT LD, AT 1—3
VOREE T =2 DGR OEEEE L —FR L DHLEER
H5b.

%72, XMP OF — 47 7 A Iu—ALDAE) 25
MR 273, BHESEBIRIET DR HRRADES - i
BER, /—FRICE TR oTe T —F T R_RTUT 78 AT S
NAEMEO X 227 7)) r—3 3 T, it/ — RICFEE
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1 int x[N];

2

3 #pragma xmp nodes p(4)

4 #pragma xmp template t(0:N-1)
5 #pragma xmp distribute t(BLOCK) onto p
6 #pragma xmp align x[i] with t(i)
7

8 int main () {

9 inti;

10 | #pragmaxmp loop on t(i)

11 for(i=0;i<N;i++)

12 x[i] = func(i);

13 |}

#pragma xmp nodes p(4)
#pragma xmp template t(0 : N-1)

template t

#pragma xmp distribute t(BLOCK) onto p

nodel | node2 | node3 | node4

#pragma xmp align x[i] with t(i)

nodel | node2 | node3 | node4

)d nodel node2 - node4

#pragma xmp loop on t(i)
for(i=0;i<N;i++) {..}

1 XMP o% 7 na—§

TEHT—FWIZT 7 ATIHIVENRSD. £ZTXMP Tl
HWRIE7e ) — RREEE & fRICFER 572912, shadow f7
AL E reflect AR EREEL TV A. XMP T, it/ —
FEEHE L TT—# 2R oME% shadow) &EZRL T
%. shadow fEIIEL, fth/ — RIZFET AT —F %ZHiboT
B—ANAEVICHERLTE LT, B—=AVAEIN
WP TS A L EAEICT A, £/ — RTOERKRE
% shadow fEIIC B (FEH) =& 2EAEIT reflect FE-3C
ERWDZLTHEITEND. a—WTEY I A I T —
IZ reflect 5" LEFEAL, 1IELWREMZHEIET 5. reflect
FERSUZRIGT B AT Cld / — RO peer-to-peer 15 23
WEFEMIND. £z, shadow fEIKZ ELFIEMRITEH 9
52 TRT/— RBFECESEZFSZENTED. Zh
% Mfull shadow| &EFIAN TS, full shadow D reflect
1T MPI_Allgather L [RI%CTH 5.

2.2 XMP-dev

Fxix, XMP %27 7 &5 L—& & ol 5B fkm i
ZPER Lo SRBMAR, XMP-dev [4] #4ELTW5D. 22
TZ= 9 device 1%, =& b (CPU) ODUHO—EZFEITA D
TR TL—H &R Y. XMP-dev 357 7T 1L—H
WL, RARNEMNILIZAEY (B 54 2AAXAEY | &
FES) %8> TWh. XMP-dev TiE, XMP {2V < 970
BRXZEBINTHZET, ABAEVREICBTIS/ —F
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DT — & JOMLEL D 53E] & 5 1R D XMP OBEREIZ N
Z, WA RTINS, AGOT — HEREERL, T /31 A LT loop
XOWHUETR E 2RISR T 2 2 ENTED. ZnbD
TR EERD XMP DR EMABGDLEDLZET, 7
I8 TVL—FEFOI TAL L TOWIHLRAIREIZR D,
CUDA %° OpenCL % MPI EfiAGEES Z L7, 7
07T LEMRICLBRTEDIENRERAT v b THD.
TIRTV=SHOT =S ZHITHEA N AEY 2 LTHT
2. Z07®, 2—YH XMP-dev DIERILTHRA =T
A AMDBELIERT OMNEND D.

22 XMP-dev D7 vt 7' F Al 2759, XMP-dev 1%
XMP OILEAFRTH L 728, WEROIETRLEZ D F EHM
THZENRHKD. 3~61THIX 1 EEEETHD. 10~
1347 B 1% XMP @ loop fi/RXTH Y, &=A Fd CPU k
THERITESND. 15~244TH £ TH XMP-dev DRI TH
v, 9T [pragma xmp device] NHIEED.

#pragma xmp device replicate (list)

replicate 5 /R 3LIXT N A A A E U ~ELH| ZFERT D B
DThD. T3 ATOFEIE S BFNT— 2%, 22—V
PN 2D6ITHTHRARNAEY, I5FTHTT A AAE
VIR L2 AUE e 6720, &2 Tl 16~244THD
Aa—=TFRNIZBNT, T, A ETOAEY HARDMERE S
NTHEY, RAa—T7hbiifb LT —XiLfree SND. T
WA RRXEY YA X% IR % XMP-dev DF » Z A
LIF =y 7 TERVEED, 2—FREREZBARNE D
WCRET DRERDHD.
sync_clause := in (list) | out (list)
#pragma xmp device replicate_sync sync_clause

replicate_sync 7% 3013 replicate §/R LD A a2 —FNT
FIRT2Z2E08TES. ZHIEFFRARAEY EF /R4 R R
EYOTFT—HWEEITH. WEDFHNIL sync_clause Tl
4%, Tin) 3BRR RPHT A Z~, Tout) (ZZOWT
»5. replicate A A—T % IF T2k, KA NTT—F %%
BT 20BN H HIFIZIE, #47 replicate_sync out Z{#
DR U ECANCYAAN
#pragma xmp device loop

loop-statement

device loop 57~ 3C1E XMP O loop $&7~ 3 [RAkIC, E#
D for XuETNAALTTI—0 v =T V735, 2O for
UL, XMP-dev @ 71 2731 T RF A A TEMES 2B
EZOBEBENOH T2 0B EREND. T &8T
L—ZTiE, ZEOA LV Y RBEET 5729, XMP-dev T
1AL KiZloop XD 1 KEDOHEZEIV KB TEH LD
WCRESNTND.

3. StarPU QO#f=

StarPU 2B L TIEITHR [7] [8] IZREL WS, Z 2 TIEA
W BT B OR/NROBAZ T 5. StarPU THE,
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1 | intx[N], y[N];

2

3 | #pragmaxmp nodes p(4)

4 | #pragmaxmp template t(0:N-1)

5 | #pragmaxmp distribute t(BLOCK) onto p

6 | #pragmaxmp align [i] with t(i) :: x, y

7

8 | intmain() {

9 int i

10 | {#pragmaxmp loop on t(i)

11 for (i=0; i< N;i++) { Execution

12 x[i] = func(i); y[il = func(i);

13 }

14 Data

15 | #pragmaxmp device replicate (x,y) e Allocate

16 {

17 | #pragmaxmp device replicate_syncin (x, y) € Da;a_fgpy

18

19 | #pragma xmp device loop on t(i) ;

20 for (i=0;i<N; i++)

21 ylil += xil; alos

22

23 | #pragmaxmp device replicate_syncout (y) € D2 Copy
D->H

24 }

25

} H : Host, D: Device

2 XMP-dev OH 7 a—RK

FHREICKE T — 2 OES, EITOHMNE (Y27 ] LE
ZLTWS. StarPU I, 2D A7 ZkEAREEY V—
AZENY BT, FRTBOT —F ORGFBIRETEE L
VT DIENMTEDLTLUHALVATATHD. MR
ELTWAEHEAEY Y —R(iZ~/LF a7 CPU, GPU, Cell
Broadband Engine 72 E3Z I 5 5. AfisTlE, ~/vF
27 CPU, GPU (%2 NVIDIA @ CUDA 2&ifE+ %)
IZOWTDOHRERTH. £7-, StarPUIZX A7 DT —
AKEORIE 2T 572012, BTOFHEY Y —2xTcfT
LT —H T VEINT — X e T D, X AT BERS
NTBRZ, MR T —FRNT— 2 T —AnbE D BThHn,
FHREEFATID 2 ERERRIZRD.

3.1 Codelet
StarPU Tix, # A7 #4271 Tcodelet) & W

ENOMEREE S . ZE X A7 ERKFICRA 21
LT52&TC, EOFEY Y—ATEITT I, LD
BIATT D0, BERESNIMDe SO HREBERT 5.
AT D BBDEEFET 254G, BT L1 codelet &
T 5. codelet DHIEZLITIZRT. Zofllx, CPU &
GPU TS L THEITT DL I > TS,
starpu_codelet cl = {

.where = STARPU_CPU|STARPU_CUDA,

.cpu_func = cpu_fnction,

.cuda_func = cuda_function,

.nbuffers = 10
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3.2 AEYER

HEICLERT — 21X, StarPU OF — & 7 — /L%
FRENTVWDHLHMERD D, StarPU TIHEZ DT — 4 %
starpu_data_handle &\ 5> BRI THET 5. ¥ XA 71LZ D
handle #2422 LT, ELVMERSHTE 5 LR
AESN TV, StarPU T, FHAEICKLERT — X3 bl
WAEY (CPUIIFAA AT, T/NARIT /N, ARXE
V) T =2 FET D L5, FHERFETINDAINEE
DIETDH. BIzIE, HDHT A ATEHLIEEZFRA R
D CPU TEMT L&, T/ AMBARA P~OT—H
BENRE, WICEHOEEZRTHIENTES. 20
T—2SBORY >—F StarPU O A7 3 > THIEET 5
Z L3 CX% 5% (Read only, Wite only, Read Write, etc...).
Flz, T ZATEHE LTCRRICSE - 7o 7 — Z I BRI MR
HDHFREMENKE WD, = —FRIRIICT — % O
ELRTNEZDOEET NA ARXEY RITFELKET 5.
ZHUZ E A THRA RT3 AR O(E & RKRIZT D
EMTED.

Fio, T2 T MIREIN TN DT —F % MPL 72
EOEEEMES T — RIZEV 2N End D, 2Dk
T TV r—va ViREET — SV DT —RIIT U
T A LWERIZIE, starpu-data_acquire B3 CT7 7V 7 —
Va T — X EEEBEH L, starpu_data_release BT
EHLE StarPU IZRRT Z &N TE 5.

3.3 BRIV DET

B 3z s/ — RIZBI S StarPU O EFE %
RT3, StarPU TIXE S D g R LW Wb 21T - 72 %%,
starpu_data_register % % f > T StarPU O 75 — &% 7' —
IR GFET D, ZORETHIUL, StarPU O X 227137
NARAETERITTE DX D15, Linl, ZOFEETIHL
DOOFAEY Y —=A ETLNFTTHIENnTER. £2
T, starpu_data_partition BI% % f > THIF|T — & & flin>
GET D, ZOREILTHA A [Frrr ) LIRS 5
DF ¥ 7 hFELDTHAZ L L, starpu_task_submit BI%k
25 C CPUR GPU ICEHREAZHIV Y TH. iUk -T
NTRVETARRETOV—7 v =7 U 7 BN AREIZ 7R
5. FEMED ST, £T A AAEVIHET DT —
B A A AEVIZRET O starpu_data_unpartition [
¥<ThD. #LTstarpu_data_unregister Z{# > T StarPU
DT —ZEHEKRTIHD.

34 ARYPAXEO—FKNTUR

3.3 Tt 7z & 912, StarPU 12 GPU ° CPU ~Z A7 O
AT a—=0 T EITH. LL, ~T Yo7 ARERE
TIERERHTL . ZhUL, Fr o oA R AP a—
VU SOHBETHS. CPU OEEMEREIX - EER+
GFLOPS T&h 5. —J5 GPU i%, NVIDIA ¢ Tesla M2090
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starpu_data_register

starpu_data_partition

starpu_task_submit

CDLL

CPU core

starpu_data_unpartition, starpu_data_unregister

K3 v/ /—KETO StarPU O#EffE

2 E TSRS BV Bl NEUR B R BRI 665GFLOPS (23
L, Kepler2 {28\ Tix# TFLOPS (ZiET 5 L 5T
W5, ZOL I ICHEMREN 5~6 FFOEND HITHBED
59, Fy oA XEFRLCIZLTLE D & CPU MK b
NF Y IR TLED.

#ZC, StarPU TIIREDHX A7 4K L, #hiaiE
BOHE) VY —RFAFT IV IIZAT V2= 7T5
ZEIIZE ST, HEMENEWIHEY Y —RITX AT NS
CEIVREOND Z L2 L TS, FEFITRR 2 RRE
TIE, TOARFTa—=0 070N o E@ET DN, /K-
FHETHD EHLL 2D, Ty 7P A X2 RK&ELTD
LB R DEENRS. DI, AP a—) 7D H
HEIZ/NEL 2o TLEY, IFESAMAT UV AZEL D
EMTERIRD., —FFx o 7P A X%/NELTHEH
AT ODEENEL ), ArPa—0 7 OEHER BN
5. UL, IMIEORA b-F A A OBENEIE LT
LEW, ==y RBRRKERVTETCLED. 2D
728, WMORTF v VA X ERETHLERDSD.

4. XMP-dev/StarPU Q&

4.1 XMP-dev/StarPU DiRE

StarPU 3/ — FNIZB T 57— % OFH, 7 — X5k,
B AT DERKEFITREEZHRN, ~Tr V=T AREBET
0— RNT U RED Z ENETEICRIRETH DH. Lve,
StarPU i~ 727 7V r—3 a2 » OEETHER 22— Ky
LERT H5E, codelet OFLRT — & DEIE, Ta s
FIVITARAINPRRENZ ENMETHSD. Fiz, StarPU
DT HEALTIEIMPIIZE D~ VT ) — R ETT =205
BOH AT OFITRERETHLN, vAX—/—FRicko
TETCOT—FEHEHOR TV a—1 I )MThind. £O
7, FursI I IiBnT ) — RESEIEET A LE
BB DEMZIR DV NBETHD. 7 T AXREDITHA
EVRBECIIEICHEMIC 2D Z ERRLGIEB TS,

2T, Fexlx XMP-dev & StarPU Z#l A& b+ 7=
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XMP-dev/StarPU Z#£ T 5. ZiUE ST, v F/—

K ETO GPU/CPUNA T Y » REHEEZRGIITHIZ L

MTEDH, WREMECHEREO M ERIRFCE 5.

XMP-dev @ * 1) v k
XMP-dev @ device & L T StarPU ZF|H3T 252 & %
ZEZ25. BAEXMP-dev DFEIEIZBWT, Ny K
X CUDA [4] & OpenCL [9] 89 %. X & batHIT
GPU OATETEINTWD. ZDl=h, CPU NZEL
LTLED. £2IZT, "y TV RORTVa—Tk
L StarPU %54 %. Zhick->T, GPU/CPU
DFEY =2 f{T AT ENTE,
PEREM B RIAD D,

StarPUD A 1) v +
StarPU X7 0 7T I I REHEIC 20 R H 7720,
Kex o7V r—a VTHEIST D EREELV. %
Z T, XMP-dev ®Hi/RX T StarPU OF — & 7' — /L
~NDOBEFIRERATZD T A A LDEIERT D, T L
T, XMP-dev 12 X o THERE T 1 AR % AT
DHBELETDHIETT A ATOFITHARIC/RS.
CPU ®a— RigBROa— R&Z0EFHHAT D Z
LBRTE, ThIZE > TESICGPU/CPU DU —7
DEVAINE NI iR

4.2 XMP-dev/StarPU DEZE

XMP-dev D2 R_A T LT A LEEETDH L

T, StarPU /Xy 7 x> NTENEST DA Y2 =TT
D EDITHEEEITS. 412 XMP-dev/StarPU @ FE1T
ETNOMEEZRT. RO XMP-dev (5% [4] DFEE
ZXRIT 572 DICARETIE [XMP-dev/CUDA | & EF
%) 1%, XMP @ template & v T Global array 4%/ —
NIz # L, Local array & WO THREFL TS, 2D
T ERAWEEE GPU AT e —T 4 7952k
T, vVF /) —FETGPUILLDFENAETH- .
XMP-dev/StarPU TiL/ — RE DT — & O 4830 Kim
D TH 52, Local array #ZDEE GPUICA T r— K §
HDOTIE7<, StatPUDART Y a—TJ %@L T GPUR
CPU IZHIV ¥ T%. StarPU ZH W5 1Z& 7> T, Local
array W< ONDF ¥ 7 IZEIL, BEOX R B4
LTRSSV 2a—V%E{TH. ZHl&->TGPU & CPU
TR AR ATREIC 2 5.

ZZT, 4 @ Replicate array (Z2WCHA$ 5. Lo-
cal array ZEEHEBOTF v 7 ITHRL, TNEF AT L
95 EIFARETH A A, Local array 13/ — RRElOT—4
TR LD WD, 20720, ZOS|% StarPU
DT —=Z T =R D & A "A T Ok IRGFETT
acquire-release & W0 727 — X FHOBED L 5 72 #1723
WENZIR D, £ 2T, BSIZEET S 7-DIT Local array
& [FE DB Replicate array Z#1ERK L, 7 — & 7 —/LITH
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Global array (Image)

Local array

Replicate array*‘

Local array

Replicate arrayv *

CPU core CPU core
I nodel I node2

4 XMP-dev/StarPU OFETET /L O

fE3 5. ZoESE  — FHBER EDLEITR o TR
IZ Local array &[R35 Z & T Local array % 4% L 7= IKF
L AR EEDRHIFF TE 5. LArL, Replicate array 134K
RAUERT —5 Th D725 1%1E Local array 76 EH#E X
A7 OAEEAHRD L9 ICHBZMA TS TETHD.

XMP-dev/StarPU TlE, XMP-dev/CUDA IZ1Z7272>
7= StarPU OB %I/ 5. D720, FERXOE;IE
DEDLD. ERERLEZUTIIRT.

#pragma xmp device replicate
XMP-dev/CUDA TliX, 734 2 AE Y ~OELFHI| D
REATO T DRI THo7. Lo L, StarPU T
L4 AT BFAT SIT-IRFICBLS ORI T A T2
EAEISOMERZT 2 Z & 1372, XMP-dev/StarPU
TIE, ZOHFRLTHRESNRSNL StarPU O 7 —
BT — GRS, [FIIRFIZ Replicate array 2374 A b
DAEY RICHERSH, fBEINTZT ¥ 78I
5.

#pragma xmp device replicate_sync
XMP-dev/CUDA TlE, 2 F-F /34 2 OF—4
REEITO DO R TH-7=. LnL, Zhb
StarPU Tid# A 7 FATRICIERIMNC AT S, XMP-
dev/StarPU Tl device replicate 877 3L TRER S L7
Bl Replicate array ~D A€ Y a & —03{TboiLs.
PR ERERIC Tin) & Tout) &WHF—% a ' —Dw
25V, Tin) 2 Local array 75 Replicate array -~
Dar—, Tout] BNEDHETHS.

#pragma xmp device loop
devic loop 87R3CIE, GPU O T /A ZAEE DO )%
W GPU ~DA 7 v —F ¢ 7o Tz, XMP-
dev/StarPU TIELT /S A AR OMIZ StarPU THEAT
T 572D TENNI-EEN 2 2 (GPU, CPU),
CPU OFEREH, FA MOOLIEEN SO 5 >
DB for L1 DM BAEMEND. ZD GPU/CPU
HORE% % StarPU @ task_submit BIEr CEITT D %f
G352 TGPU & CPU Cfor XOT—27 v =7
U TSRS,
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& 1 JWERE (HA-PACS)
CPU | Intel Xeon E5-2670 * 2 (16¢cores)
Memory | DDR3 128GB
GPU | NVIDIA Tesla M2090 * 4
GPU Memory | 6GB/GPU

CUDA Toolkit | 4.1
MPI | OpenMPI 1.4.3

Interconnection | InfiniBand x4 QDR

# of node | 4

0.4

0.35

o
w

0.25

104k

0.15 A
¥ 208k

Normalized execution time
o o
[ o

o
o
o

o
.

13 26 52 104
Number of chunks

5 XMP-dev/CUDA (T 9 2 PERE @ FFAM . #E#hiE XMP-
dev/CUDA IZxt§ 5/ R sf L Lz a— ROE%
FEfE, BRINT T v o s BR R

5. T

XMP-dev/StarPU = > 731 ZIZFERMIZFER LTV D
0, VEE A ESE A0 PHIHMEALETH S, 22
TlE, BIEOT 0 N2 T aL A FIRERTHa— e
D a— RE vy Rarv St uck-CHEL, he
A, & D WIE— AT S T & THERE~ D B A WGE
T5.

5.1 &} & fERE

FEA I W2 BRER IS R FH ARSI v 2 — 0
GPU 7 7 2% HA-PACS [10] TH 5. /— ROMpEE 1
VR, ARSI 27l TlE 268 BDFHE / — Ko 4
J— RZH\W=. StarPU %, GPU Dol — /%
DOEE R EOEFEHDT-HIZ 1IGPU IZ2& 1CPU core %%
DUTHMERDD. DD, AGPU NI TV
HA-PACS TIEFHAICMH 2% CPU core X 16 —4 = 12 £ 72
b, O, KREIZEIT 27HMETlE CPU core £ 12,
GPU BIX L ICEET H. FHlIlCHWS T 7 r—va v
XEHEO NKREE (B85 Thd. 77V r—va
vHIZ2EA—T (Hhif  BAV—T, R ReNL—
7)) RbDH. WIHLT AT iR a5 EIL, R
NTEETD.

FTL®IZ, " Faryr X4 Likza— KB XMP-
dev/CUDA (2%t U CHlEEN F 2155 2 &N TE D00 % i
T 5. B 5IThi 4104k, 208k 128 T XMP-dev/CUDA
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B 256k*1024k
W 128k*512k
" 64k*256k
W 32k*128k

Normalized execution time

= 16k*64k

1 2 4 8 16 32

Num of chunk / node

6 GPU OF ¥ 7 %A XOFN. YA X% i-bi v % j-kL
I, NI T Y 7 1 kb A AR, BREY  — RINT
DF v 7 BERT.

IR DA AR, 2 kY, BRTH 35%RE L
MERERH TV RN ERbMd. BTy r7Hick-
THRED L TFAE LY (KFEETIE, Fy oA XaEY
YT RFOMBTETZ LT D). T 3.4 Hiofil
N-EHT, Fro oA R RV a—Y o FoABE
DEBL WD EEZDLND. F¥ 750 13 OBRIX
HEY Y —REFABTH D0, FEHEY Y —RIZ1 oL
MERATINAT P a— IRV, [Al—OF v 74X
ZHOHZ 27 % GPU & CPU T Z 45 &, THEMERE
IZENRH B2 CPUBER Mvry 7 2720, GPU MNZ8ER
LTLEY, 2ROMEETICER>TLEY L EXBN
5. —F, Frr 8104 OFFIIE, 1 F R 7 OFEITHE
B br7elen, A Va—0 7 OBEHBEEZERDN,
F v I RN EL o TLED.

GPU (Z3CH#k [11] & 0+ A E % 5 x Ao T ks
ZHEHTZERNTEARANI ERNDbroTWS., K
v, WIZGPU MMEREH LT oD X2 RF vy 79
A X% WEEUNRET DMNENDD. 612 GPU ZH\iz
ReD 1 AR &7 © O FATRER 2 FHXHME Crrd™. YA X
A4 —FTHELTNWDR®, ki 5iX 1/41272->C
W5, Inky, HENELTWLIHEAIOF ¥ 7 A4 X
13 32k/4 = 8k X 128k/32 =8k D L HIZ 8k TH D Z L
b, LoT, Frv 7P A X 8k(= 81024 = 8192)
NKETHDHEEZD. —J7 CPU OEEAMRMIL, & 21
AT LT v 7oA IR L Too T HIATIREIC
AL 2N bbb, Ik, Fy YA X% 8k
WEE L CHRIERWNEEZ 2D,

£ 2 FEYA X N = 48k ® CPU OFHH [sec]

Frr U8 | 12 24 48 96
Fxr7H A4 X | 8k 4k 2k 1k
JZATHERH] | 358.04 | 358.0 | 358.15 | 358.0

Wiz, GPU & CPU OEFEMRER LT 5. I H
WA RIEY A XiE CPU @ = 7 +8k(= 12 % 8k= 96k) &
L, ZHAUEEK Y Y —A T+’ 2 &/ OEREET
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H5H. HEILCPUI2 =27 & GPULETHD. #RE2KR 3
WZoRd. CPU12 =2 7728 1 BIEE T 5 M2 GPU I 7 =]
FUEZHETEDLZ LD,

% 3 M@V A X N =96k OEHFRM [sec]
CPU GPU | Ratio
358.16 | 49.46 | 7.24

FEAT IR

kv, RMEY A X% GPU & CPUDLEEEL,
BIET DL TGPU & CPU DRl 2R EF <<
ENHFTED. TNEMRIET D7ZOICHEY A X
N = 3m(= (96k+1+96k«7) x4 = 96k«8 x4 = 3x 1kx1k) &
5. TLT, T ¥ A XDBITRD LT v
w296 LTDH. N RaryAfLica— e GPU DA
A ST REDQFEATHRER 2R 412757, #RIT GPU A%
oG L LT GPU/CPUNA T Y v R R 7T A
1359 9.6% DYEREM LR B L2, LinL, ZOXHIT—E
DF v 7 YA XLFEY Y — 2OEG MR & AV CRIE Y
ARERET DL, MY A APRKREL RV TETCLES.
7o & 21X, HA-PACS @ £ 512 GPU M 4 fifEfi s T g
7 7 A2 TIE N = (96k+1496k«*7*4)*node = 2784k+node
ERBMIZZ2 D TETLED. 2D, /) - RO/
BEFRTDICIEZORMTIES E< RN Laib
M5,

£ 4 MEYA X N = 3m OFEFEF;H [sec]
Hybrid | GPU
2881.44 | 3158.50 | 1.096

Speed-up

5.2 FyrOHA4XDHRE

XMP-dev/StarPU Tl starpu_data_partition ™ X 9 2
BEREINTT —ZEESELTHATIZELTCND., £D
e, Fr o 7HIZE > TF v o 7 A AN B
WZERHBH. LT, GPU-CPU D EL LMITAMMN
MO T LEWHIERIANAT Y v R T I hEITH L
DTERV.

TIT, HEV Y —RIhoTF v v I A X eENE
NRETHZET, MEVAXARHIBEEORKREITHN
ENA 7Yy Rl MIBWCHEER ENMFFTE
5. FE4E1X, GPU/CPU MBEETHMHEEZ H 60 UK
EL, TNENET A AELYETF v o 74 X2
LDEICTF ¥ I BERET D, ARWTIE, GPUIXF v
VP A X8k B TFEIGRWEHIC, CPUIL=THERLT
225 E 918, ENEhOFHEY V=R UG CF v 7
PARXEREL, TNTISCTETF v 78 TE R % H
BT5. 22T, FEERSADOP T CPUICEHAIED
I OE G % [CPU Weight] & E#HT 5. GPU OFEIK
3R O Th D, KiiZr CPU Weight DR EIXE 3
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12

0.8

0.6 B 256k
W 512k

¥ 1024k

Normalized execution time

0.11 0.12 0.13 0.14 0.15
CPU Weight

7 RANT U AREFIC L LEER L il XMP-dev/CUDA
DFEATRERNC KT L CTIERME L= b o, #ilhi: CPU Weight %
Eg

w
«

w
o

N
w«

N
o

B GPU time

-
«

W CPU time

Execution time [sec]

=
o

w

o

0.1 0.11 0.12 0.13 0.14 0.15
CPU Weight

B 8 N = 256k IZBITDET /A ADOEITRM. HefiXRE s El
B Y —2AOFHERH, BT CPU Weight %37,

O ratio DWEL (=1/7.24 = 0.138 = 0.13) & T L.
KX 7 (2 CPU Weight % 0.13 2251412 0.02 2k S B 7=Kf
@ XMP-dev/CUDA \Zxt3 2 xR 23, Zh kb,
CPU Weight 7% 0.13 OBFIZ T X CTORMBE) A XI2B W T
A~6% DM L& BAEZENTEZ., 20k, #HE
U Y — 2 il 2 R B 24T 5 2 & T/ - Bl o iR
P A RIZBWTH GPU/CPU A 7 U w RIZ & » Tl
WZIRDHENRDND.

F£72, ¥ 7D CPU Weigh 78 0.11, 0.12 TR < PERED
BETFLTWAZENbs., ZOFEKIE, M8 & R5ED
5. CPU OEFERIZ, F0 4T OHN-ME A XiTkt
L CHRIBICHI L T A, LarL, GPU X CPU Weight
0.11, 0.12 TIXABICETREMMAEIML TV D, 2k
GPU THKICE ALy FENRBKRLTWDL EEZ BN
%. Bilz1%, N =256k, CPU Weight 0.12 ®Ff, GPU (Z
FID M THNDEHRELIL N * (1 —0.12) = 57672 £ 72 5.
F72, GPU TIEF v 7 %A XN ITEL< D L HIT
Ty I BERETH. 51HLVFYr 2T THD D
EWDNDENEABOF v 7 A XL 57672/7 = 8238
(IR BEOT v 7 IZE v Y ToHhb) &b, 2
Hix 8k(= 8192) #ii 2 C\%. GPU Tik7 v v 7 Hi-
DDAy REtE 256 IR E L T\ AH 728, 8k ThHiit
8k/256 = 32 & 72 % . Tesla M2090 TliZ SM (Streaming
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Processor) M 16 #£HV, Hr o E2HETTIRTOAL v
ROETHKETTSH. LinL, SkEBIXHAL Y RET
%, BREOALVy RRFETERTTHETIEPND. D
F0, kD LIETEATLE D &2IROEITRRI DB
LTLED. ZANFERTR 7 TIERE REEKTICO%
BolzbEZEZbND.

6. BEEHR

TR TL—HmiFDar A Z L LT PGI Acceler-
ator Compilers[12] > HMPP Workbench [13] 23281} & 41
5. INHIXGPU 28 fa a7 787 LV —F X4
E LR E#RA T 5. PGI Accelerator compilers
NVIDIA t£0 CUDA 23&8ifE4 2% GPU [alif O Y — A =2 —
REAKTHZ L8 TE 5. HMPP Workbench 1373 7
T FarfZ & LT CUDA < OpenCL ZHW\W T2
72, BERDY —Aa— NFERLEMATHZ LTy
Fa7 CPU & GPUREDT 78T L—HIZLBNAT
Uy RFm 7 I I 7RARIZR> TS, LrL, v
TN — RNTOEEZIEE L TW572®, GPU 7 724
D& DB EAE Y ROREIII IS LTy, 7z
24 51E OpenACC [14] DHFEICHEIM L TS, LaL,
BEPETIIA v ¥ 7 =—RFFRI L Tho ThHFETEKE
NATOEORFHETNATND.

K SO [15] TiE, GPU & CPU ORI REIZ L -
T GPU OB EFHFIME - 7235E L0 b#EN LB 6N
TWA., P THam L TWa X H1Z, 7z s HIE
&% CPU & GPU OEHBEMREDOZIZL - TEAENS.
Tex DFILETIZORIGZ REICIRETE D X5 LT
RS2 Endbioiz.

Agullo 5 OHFFE [16] I L D &, StarPU &5 Z &
Ta L Ax—4f%E GPUL 5D HE 5 FATREMICR L C,
Intel Nehalem X5550 6cores, NVIDIA FX5800 3 & & \»
IEREECRAK A fFLVEE R EAE LN TS, ABFSEIC
BWTH, StarPU 2L 5 GPU/CPUNNA 7V w FHET
XMP-dev/CUDA (5 L, BEER LRGBS = & 23S
TE%.

7. TELHESHBDERE

AT, GPU & CPUICL DA T Uy R7r T T3
VI ETZD T V—LTU—27 L LT, XMP-dev & StarPU
A A bE 72 XMP-dev/StarPU #4248 L, 7'u k& A
FALRL TG RONTG B ALY AT ADFELE Bl AT o
7. ZhZ LT, BiicF v 7 A X (A7 P A X)
EHR—LTLED &, KEBEARMEY A A TRFNED F
ATV a— Y TFT 52 LR TERVERDNLSTZ. £
IC, ZEEY V—RUGELTCTF XY YA XEEFETD
ZETAMDNTG VAERAD FIEEREL, Lo T
s FEEREIZ B8V C GPU/CPU Y — 2 v =T ) v

© 2012 Information Processing Society of Japan

Vol.2012-HPC-135 No.9
2012/8/1

TR EL W FEMER L.

ASBOMEELT, &Y V=AU LEF v 7 H A R
ERETEDHLCaL A IR°T %14 2xREL, i
iz 75, 20 LT, ARSHROEEELZ LD L 5 IZEFEIC
VAL ERPTLILERNDD. Fiz, AROFMT
13 GPU % 1 D Hfli o THEZIT R > TWER, Tha
HA-PACS @ EMRTH D 4 F T~ =RFICEYIICTF v > 7
YA XERETEDPRFEEIT O TETHD.

BE AUEO—EIE, ERIKOERER A S HEE
¥ (BALEERFGE) TARA MRERF—Nara—T 1
TDEODTV—LU—reIarIIv 7 iIlks. F
7o, RHFFEOZITIZN 720 HA-PACS ZFIH S CIHEW:
i RFHER S L Z— B AR T D.
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