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GPUIC& B 415 - SIEFEE BLAS DX &5

7 NI NI LT B N

AT 4 5 - 8 AFREEEICWIE L 72 BLAS (Basic Linear Algebra Subprograms) BI%(%
GPU (Graphics Processing Unit) M 2928 UEHlli 21T > 72, 4 £5 - 8 FHEEHEEKIC I3 double B
SRR % 2 Ol LT 4 5K % 27 double-double (DD) #Y 4 {5, & X O 4 Dl
LT 8 5K H % KRBT % quad-double (QD) I 8 f5HSEEHE 2 > 72, NVIDIA Tesla C2050
12 & 2 EREREM T I%, Intel Core i7 920 TOF—MI & IR, 4 f5HEE AXPY %9 9.5 fi5, 8 fiF
K AXPY 239 19 fifEdf I sz, £7 4 5K GEMM 3 CPU ICHARTH 29 15, 8 fi5KSEE
GEMM 1357 24 f5DEnd b 238 L 72, & 512 Tesla C2050 Tl 4 5% AXPY M3k LD
%21 fEOHER & 22 D, GEMV, GEMM T b SR T 2 3 HIFM O K2 CPU @
ity & ERKIRICHI & 417z, —J5 T PCI-Express (PCle) 12 & % 7 — ¥ Wik Rift] 2 &g L 7258,
5K GEMM 1 PCle 7 — & S5k MERE IR S N A MHADS R & /228, 4 £% - 8 fi5Ki)E GEMM T
W INDIEITRE S NG Z LDIR I NIz, KX TIE 4 £5 - 8 f5KE BLAS B2 GPU 1@ L <
B, CPU ICHRFHNLEEIEOND I E2RT.

Implementation and Evaluation of Quadruple
and Octuple Precision BLAS on GPUs

DaicHl MUKUNOKIt and DAISUKE TAKAHASHIf

We implemented quadruple and octuple precision Basic Linear Algebra Subprograms
(BLAS) functions on graphics processing units (GPUs), and evaluated their performances.
We used DD-type quadruple precision operation, which combines two double precision values
to represent a quadruple precision value, and QD-type octuple precision operation, which
combines four double precision value, to represent a octuple precision value. On NVIDIA
Tesla C2050, quadruple precision AXPY is approximately 9.5 times faster, and octuple pre-
cision AXPY is approximately 19 times faster than that on Intel Core i7 920. Additionally,
quadruple precision GEMM is approximately 29 times faster, and octuple precision GEMM is
approximately 24 times faster than that on the CPU. Moreover, the execution time of quadru-
ple precision AXPY takes only approximately 2.1 times longer than that of double precision
AXPY on the GPU. Also on quadruple and octuple precision GEMV and GEMM on the
GPU, the increase of the execution time relative to double precision operation is decreased
compared to the CPU. On the other hand, taking the PCI-Express (PCle) data transfer time
into consideration, the performance of double precision GEMM is limited by PCle data trans-
fer time, but that of quadruple and octuple precision GEMM is almost not limited by them.
In this research, we show that quadruple and octuple precision BLAS operations are suitable

for GPUs.
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208 bits

QD-type Octuple Precision a, (52 bits) | a, (52 bits) a, (52 bits) a, (52 bits)

104 bits
DD-type Quadruple Precision a, (52 bits) | a, (52 bits)
IEEE 754-2008 - -
Quadruple Precision (binary128) I 15 bits 112 bits

exponent significand
Double Precision (binary64) >2 bits sign (1 bit)
™~ 11 bits

B1 45 -8HET— 74—k

X9 koT,

VAR, B L Taeyd E LTRICEHINT
W2 DA GPU (Graphics Processing Unit) T %,
GPU & CPU % LM 2 #AMERE L 2 A P74 —
R UABPB/LNDE Z L5, GPU ZHGEICIE
H9% GPGPU (General Purpose computing on
GPU) DA MR T2 kI 2m->%, GPU ZHKH
BoarzEfTsA=——ar 7’y Ths, %
72 NVIDIA Tesla C2050 T3 Bl & — 7 MRS
HiRS T 1030GFlops, 55T 515GFlops IC3T
%74 E, CPU LHRTHEWEHEMRZHT S, — LT
GPURCPUD7Z 5L —% ¢ LTHEIfEL, CPU-
GPU D $Ekt 121X PCI-Express (PCle) 28w 50
Tw3, L2 L PCle 2.0 x16 DHETHHHE—7
NV FIEE 8GB/s &, GPU DiRHHEEIC N LT
SMPICARL TS, 2D GPU OER - EE M
BEZIMHATE 203 WF =L, 1HERESZH DR
TV IEERTH % Byte/Flop fHO/NZ W7 7Y 77—
vaviZlRens,

AW TIE GPU IC X % 4 1% - 8 fFREEEEICIE L
7z BLAS (Basic Linear Algebra Subprograms) B
¥% NVIDIA 8 GPU RicsE3 L, Bl % 17—
72. BLAS 13{75]- R P VOHEHETH 2720, X=—
ay - F ALy FORNE7—% 77 F % %2FK>
GPUIGHE L 72 WITH 5, F£7- 415 - 8 MFKFEEE X
5 EDY% { Byte/Flop fH)VNS WAL TH 2. 2
D@, 45 8 5% BLAS H&RIZ GPU IC L 5
HALDHIRETE 5,

DIF, 2 BECTIRAGRX OBHHAIZE & 4 6% - 8 f5KEREH
HFEOWTIBR, 33T 447 - 8 5K BLAS B
D GPU e o nwTiliR %, 7 MEREHli ofs R %

4 ETHBRD, BRI, FETARLDE LD ET D,

2. 41% -8 (ZFEERE

2.1 BAEWR

V7 b7k B EREEEE TR, SRERO
AR & - C 2 FBEHICRANCE 5. EilRER R
Bz Ko TERS N M E QRIS 2 HR E,
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BEAE D VB INBUR B % BIBOHRS L TS d 2 AT
b3, HiZEOTFEZNOEBBEREES A 75V L
T, GMPY, MPFR?, ARPREC® 73 Ed3%1 50T
B, o BMEEREOEBIGEL T3, —H,
BEOHRAZRA L -ERBEEEZ 4 77 L LT,
415 - SIEKEIERE S 4 79 Y @ QDY 23S TW»
%. QD 74 77 V) T ER BRI NERE (double
) & 2 R LT 4 f5REREINEOR SR RBLT
% double-double (DD) % 4 fZf5E#% &, double
Ri% 4 {EHEE U< 8 R ERI/INEO BE £ T %
quad-double (QD) I 8 FAREEMEZEHH L T 2,
Z DA TIEIEZEDOTFEN NI B DR D18 BGT, K
Bz 20 F EWAT 570, BERES % H 7752
&L AIC SRR TE B L L biT, EEIcEHA
TE%, L LT EIRTER W0, RHTE
2HOFHDME S, 8 EKEEEZ 2 FEEDOHELC
IFEE eV, KRR TI 455 - 8 fERBIEHEIIL, 2o
QD 74 759 ® DD & 4 fER5EERE L O QD #l
8 MM V5, BRI R TR T 5.
RS BB G L 72 BLAS %3 L L ¢, DD #Y
HELZ I L 72 XBLAS® 2315 #1C\w %, XBLAS
AN F— 2 3MERIETH 253, WEBOBEEIC DD
AR Z V2 2 L TEBELEZ EBL Tw 5, —7,
MBLAS® 137 DORERERT 7 4 79 ) 2 w76
FEE BLAS 923 C°H %, GMP % MPFR IZ & 2{15&
FEEEHELE QD 54 775 VIC & 2 4 £% - 8 fi kS Hiea
KRIEL, ABIF—=2b%74 77 VRT3 5
BT — R FEHKI 2 LB TES,
ZNSDIIEIZTNT CPU LicEEEINI DT
H 50, GPU L CHEBEEEZToHEHHH LD
DT 5. £7 Goddeke 57 (3 FEHSEEHHI I R
L%\ GPU XL, FEM Y W 3IZ double-float Y
Ik AEEEEAEZEH L -FH2RL TS, £
Thall® 1Z double-float %, quad-float %o ks
B GPU hicgs L Tw3130y, THSY 12 DD R4
fEREEEHE % AMD #:% GPU, GRAPE-DR [l}ic
FEEL T3, —7%, Zhao 59 iF GPU I L 7=
GMP #HM4D 54 75 Y GPUMP, Lu 5V iz QD,
ARPREC @ GPU i T®% % GQD, GARPREC %
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FELTVD,

GPU i} @ BLAS 924C GPU 12 & % BLAS Dl
WHOEZRZ LR TED, GPU LThD 4448
BB T 2M9E010 &, 465 - 8 & BLAS
2 GPU LTI N2 2 e WFETcE 3, Ll
GPU 128 \>T BLAS OBIEHALT 4 £ - 8 A5 kiR
Bk S - S L I EEE L TR ST, MR
BEEREHELTENZEDHE 2R F 305D
ME ok, ERNZHEIZZENTORPo T,

2.2 DD B4 EREEEE QD & 8 EREEHE

ZITRAMETHCE QD 74 77 VB3
DD % 4 fEAE R X O QD B 8 ik R O
THWT B, $FF—971r—<v F 2R 1ITRT,
DD A 4 5K BT 4 fERS IR INEUR B a 2 2 D
o){%EE(?ﬁb/J\ﬁﬁﬁ ao L ai 12 fkoTa= ao+ai,
lao| > |a1| EET. Mk QD M 8 fEHEETIZ 4 2D
{%*%§1¥§bd\ﬁ}ﬁ§k%ﬁﬁb)f a=ap+ a1+ az + as,
\a0| > ‘a1| > ‘a2| > |a3| &%‘3_ IEEE 754-2008 @
R (binary64) ${KEGEDI52 Ev b (X F&
Blc X hEBIZIZ 53 Ey MHY) THH, DD 4
EREDOIREERIZ 104 € b (AR F2RB1T 106
vy M), HETRRKORELLS, i
IEEET754-2008 O 4 5 EH (binary128) X b K%K
i, EEERE b, 72 QD A 8 fERE XN
BERAI 208 € v b (FfkICr FEEHT212 €y M
W) T, TER 6ANTOREE L 225, 7B 8 FFAEERS
12 IEEE 754-2008 TIREREI N T2\,

DD B 4 f5KEEEHHET 4 R ER o = ao + a1,
b=">byg+b1 Dag, a1 L bo, b1 Iﬂﬂ:%%ﬁ@ﬁ@“(
FHET 5. QD M 8 fEEEEEHA b RO TH 5.
T3 R LOFEMIE Hida'® 5D THIINT
W3, BEQD 7477V TIZ106 By FDKE%R
BEET B 7L ALk, 106 By b OREERMGEIEL
R IEEEZEIKL 72 7L 3Y X4 (sloppy
THAIYRL) O2BENFEINTHS, BEDOT
N XL, AEREERDO TN T—% (a1 & b)) H
L OMBERICF v ) —FELGE, 2007 K
B D FRMTBEkbNTLE I, IheEE L0
EWVILDTH S, KX TIEATED 106 £y FDOFE
EEREIHFTE7LTY R 5MET S, £/ DD Hi4
R R X O QD 8 i R I, BfEA
axb+c OHRBOBEER R 2 OAEL LD 106 E v
b CRRRE L —Aiv S CIATAIRE 2 S Fused-Multiply
Add (FMA) @422 2 EC, HEEREZHIRT
ZZEMTES, DD A4 FREE X0 QD I 8 %
KOS, FHICET 2EARZR1ITRT, 5
LI I NERES AR E L 22— T, AT YSH
#=Id DD BEEFL SR EHR O 4 2 %, QD AR
BA4fETH D720, 2 BEEICH L CHERDS
v, GPUICHE LM TH 3,

150

HPCS2011
2011/1/18

£ 1 DD M 4 fHREHAE X QD A 8 5K EEHE O R

DD A 4 f5K5EE | QD 8 f5kEE
g 20 Flop 90 Flop
FH (FMA D) 10 Flop 193 Flop
T (FMA % L) 24 Flop 333 Flop

3. 4fZ - 8 {ZF5E BLAS D&

AR TIE QD 74 77V THAHAZINTVEHD
EHLU DD 4 f5REEEEEE X OV QD B 8 K5 i
FxMA L7 BLAS # GPU LIcsEE T3, AHA
F—% % DD B 4 {5 S L O QD B 8 ik THLY
%5, 92351213 NVIDIA tt@ GPGPU Bi¥EisiTH
% CUDA (Compute Unified Device Architecture)
ZHEAL, N"—Fo7x7 & L CHER SRR 2
GT200 7—% 77 F v LAED GPU 2 ET 5.

3.1 BLAS B#nsxi

41l Level 1-3 BLAS OfRZEMZEI% L LT Level
1 BLAS @ AXPY (y = axz +y), Level 2 BLAS ®
GEMV (y = aAz + By), Level 3 BLAS ® GEMM
(C = aAB+ BC) #FEHEL 7z, 11917 — 7 DI
FIERIATIT) . RBHBRBEOFLETIIFHETE LR
TCEDOHIRIDID %12, RETIIOH R — F BEIES
NTED, BLAS ORRICSERITIFHEILL Tuva7p L

CUDA Tl CPU fllo 2 £V Z2f] & GPU flld X &
Y ZERNIZMAI L TR D, GPU TUEZTH F— 21
HARIVIC CPU 25 GPU N PCle f&HTF — & 5%
BT RENRD 5, S DHEETIZ BLAS OHEIZ
RS AEE 72 7 — & OGRS TRICAT, L 77—
FHREDE — =T v Fi3fio> T,

BLAS HEIZR 7 bV, THlOKEEICHL,
CUDA ® 1 ALy FE#ID M TCEHAT S, 5H
AXPY, GEMV TlZALy F7ay 7 H7) DALYy
F#% 128 L L, 65535 x 128 WEETHXRT b iz
ML, ALYy FBROIDHFE2A VT I AELT
HEZ1T79 X)Lz, GEMM TIEF vy ¥ alciiy
FTEEMRA VFy TAEYTHIIEXEY 2R
L, ¥rvrayuyxvrzfiofk, HEXEVICA
DEZREITTOY XV YA XEME LREE, 4
EIBETIE 8 x 8, S8HMEEETIE 16 x 16 DIFEIT oK
Tholl-dnZHHALE, ALy K7uy b
DDALY FEBZNEFN8x8 =64, 16x 16 = 256
ALy FE Lk, %BIZ0HE 2T IE Tesla C1060
T 16KB, Tesla C2050 Tl 64KB @9 bitH X €
Y 16KB + L1 ¥ vv ¥ 248KB, F/hidtHExEY
48KB + L1 ¥ ¥y ¥ 216KB ® 2 3 ) DR THIH T
505, ShxzZznFhno GPU W IcflloF 2 —
VT RITbhbRWI EE L ®, HiFEOHREXEY
2 16KB O&a %2 E L THEELZ{To .
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3.2 4% -8 EREREDEER

4% - S (SRS EEELE r1d QD 94 79V % CUDA
IS B TIEEL 2. QD % CUDA BREZICRHA L
723D LTLu 52k 3 GQD BFET 245, GQD
TlZ 106 E v F OREEZLRFE L %\ sloppy 703 Y
AL UDPFEREINTHRWLI L, GPU Y KR—F
T2 FMA 2 L 7RI nTwuihnl L,
%4 H QD 94 7Y @ DD M % CUDA IZ
B LTwkZ s, Zhic QD BEE 28
T LI CTHREL 7.

4 1% - 8 RS S BASRE I3 AR IS CPU AT o
QD 94 79 LR—DANE%E{T>TE D, BLAS D
HETHIRY ML - O BEREEFHETZ AL v
FHT, Z2NZFNERMICAIEZ NS, BEE GPU
DTN AR E L TEELTWDE, av 4L
BrcA v o4 VBRSNS -0, BEOHLOA—
N—y FIZFEEL 0,

GT200 7—* 7 7 F ¥ L&D GPU T, FEAREHE
DOHDOBEHFFERZ ALOREZR L D 106 € v b THREF
T AEEE FMA a2 fIHTE 5720, FRT7 LD
Y ALIZBOWTFMA a2 fiH L Tw»w3, CUDA T
1 a v 84 T3 FMA firdr iCE S 2 TG 2 AT
AT FMA B &z 5720, FMA M4 %
T2 7La) X a% 72D F FERB UL FMA 1k
ENBD, BIRNICTT %720 FMA S iloridflasa
ABI__fma rn ZAVTIEL ., —H, FMA @4
AL TE RS R0ETClEary 4 71k 28X
L%\ FMA A~ DOE SR kT 570, Fehi-
INED A% 17T 9 fHAAAEEE__dmul_rn, __dadd_rn %
i L CEEETo 7,

4. M BEFEM
4.1 M@ A&

AWFFETIEE L 7- DD M 4 (5155 L O QD # 8 fiF
% AXPY, GEMV, GEMM o#:#E%#, NVIDIA
Tesla C2050 (Fermi 7—% 77 F %) 8 X O—{tHj
@ NVIDIA Tesla C1060 (GT200 7 —% 77 F %)
D 2oO0 GPU LTHIEL 7. HFHEERHY — 75
HYEREIE Tesla C1060 %3 78GFlops, Tesla C2050 23
515GFlops TH %. Tesla C1060 1& 4GB @ GDDR3
AEY (HEE—7 2 € YAl 102GB/s) , Tesla
C2050 1X 3GB ® GDDR5 A €Y (Mt —27 X €Y
I 144GB/s) DHEHI N TS, 7 E Tesla C2050
1213 A T VI ECC BRI N T 528, ECCHE
HBEENCT 2 EXE YV HEET T 570, SRlIX
HWEZENLL TECC 2488 - L THIEL 7-.

GPU IZBF 284 D 4 £% - 8 KL BLAS 3k %
Z ZTl3 CUDDBLAS (DD M 4 f5K5[) , CUQD-
BLAS (QD % 8 f5Ki[E) &WE5. MR D 7 &
GotoBLAS 2-1.13 (ffki%, CPU), CUBLAS 3.1

151

HPCS2011
2011/1/18

(f5HEEE, GPU) OERHHIE L2, £/ CPU &
etz 728, CUDDBLAS, CUQDBLAS & [ U i
H%179 DD # 4 fEKEHE B L O QD # 8 f5H5
HEELICHHE L 72 BLAS 2 CPU AN ICEE L, HhE
ZHFELZ, T 50 BLAS 221241 DDBLAS,
QDBLAS I3, CPU [ @ DD i 4 K5 R
BXU QD M 8 R EEEIC ARG L 72 BLAS &£ LT
MBLAS 23FET %23, MBLAS O —2a v Tl
—EBDBIEE R WT=ILF AL v FFEITITHIEL T
Z\», DDBLAS, QDBLAS & QD 2.3.11% 2w
THEEL, OpenMP 12k 2351k, Frvy 27 vy
X v otz T 7.

CPU iZ1% Intel Core i7 920 (2.67GHz, Quad-
Core) %ffifl L, Hyper-Threading 3% & L C,
GotoBLAS, DDBLAS, QDBLAS ¥ CPU ® a7
BEFUL 4 ALy FTHETLA, OS & CentOS 5.5
(x86-64, kernel 2.6.18-194.11.4.€15), CUDA % Ver-
sion 3.1, 3> 84 71X CPU a—FIZ g++ 4.1.2 (-
03), GPU 2— FiZ nvee 3.1 (-03) ZfHH L 7223,
DDBLAS, QDBLAS ¥ X 08 QD 2.3.11 ® & Intel
C++23 784 Jicpe 11.1 (~fast) &7,

HRMEREIE 1 BRI ER L - R S e, DD
4 RSN, QD M 8 S SN i x =
LZ 1 Flops, DDFlops, QDFlops T/ L 7z, %17
RER DI (X FATIRR DS 1 LA L& 72 2 X ) 12 DR
LIz L CHIE L 200 Lz, 7
GPU T#ifE¥ %5 BLAS o:fEiid CPU-GPU o
PCle IT & 2 77— HGAR M IZE O Tw v, 7418
FORY Pzt I e N x N o1k
175, BIOKREI NDORIZ L THS, 4158
SRS ERLB D AERICIZ QD 74 77 Y ORLBCER B
dd_rand 8 X & qd_rand ZfH L 7z, %8 AXPY O
a IFEBCTHHEL, GEMV, GEMM @ o & 1.0,
B 1% 0.0 IZHEE L 7=,

4.2 AXPY

RS, 4 REREES, 8 M HA T X
% AXPY DiHiifi R zE 2-B 4 IcZ2nZFhnT.
AXPY (1 2N MDEE L 3N MO X E) DI —F -
AL T7HFAEL, EHERHEe—F - 2 P 7RO
732:3 L2 %, Byte/Flop a3k & <, HEIEREAI X
TYHRBICIRE T 5. N = 8,192,000 D54, 5K
JEHEZ Tesla C2050 T 10.6GFlops & 7 b, M
E— 7 EEMREOR 2. 1% DR ThH o 7. —H, 445
TEEEHERCl Tesla C2050 THJ 5.0GDDFlops & 7%
7. 1 XD FMA @z i L 7 4 (58RI
# (2DDFlop) 1355l 30Flop D5 B CRERRL X
N5 M5, #5.0GDDFlops I35 TIZH
75.5GFlops ICAHYM L, Z3udBE Y — 7 EEtaE o
N 14.7%DERETH 5. [AIBRIC Tesla C2050 D 8 £%
KR35 0.76GQDFlops T, fFHiEERTIX
%9 107.8GFlops (Z#24 L, B Y — 7 B OR

(© 2011 Information Processing Society of Japan



2011
High Performance Computing Symposium 2011

DAXPY (Double)

12 T T T
10 ¢ - —— JP— [P [P o o —— —4
8 ]
§ b---- i B e e St R q
T 6 1
O]
4 + 4
2 ]
1 1 1
2.048e+06 4.096e+06 6.144e+06 8.192e+06
N
GotoBLAS (Double, Core i7 920) —»—
CUBLAS (Double, Tesla C1060) ---e---
CUBLAS (Double, Tesla C2050) —-o--
B2 f5HE AXPY Ok
DDAXPY (Quadruple)
6 T T T
5 ¢ ——— & ——— & — == - —-—— @ — == == - —— —~4
0w 4r 7
Q.
o
L o3r i
a
o LL i
-4
1r 4
1 1 1

2.048e+06  4.096e+06

N
DDBLAS (Quadruple, Core i7 920) —>—

CUDDBLAS (Quadruple, Tesla C1060) ---o---
CUDDBLAS (Quadruple, Tesla C2050) ---e--

6.144e+06  8.192e+06

3 4 f5KE AXPY DEfE

20.9% DR £ e o7z, 4 5 - 8 ML CIXAFHE
FERRLZ H AR DA L 7297 Byte/Flop A3\
<L 72h, GPU OB EZFEHEE T3 2 e
BB,

—T CPU IZK L Tesla C2050 @ 4 A5 EEEE IZ
9.5 %, S RSB 19 f5Ed & o7z, %
72 4 fREEE AXPY IZTREEE AXPY @ 15 iD=
Th 5D, CPU TIHFHEE AXPY DFY 2.5 fFDiEE
Rift], Tesla C2050 TIIF5HEEE AXPY OFJ 2.1 5D
HEEFTH 7. AXPY DOEREIZ A TV HEREICHK
BT A7 O[BBEHEEDa R FEIINI L B2,
DD BB TXEY 7 7 v AR 25 L 0 270, M
BRI ORPESIOE D W i L B2 o, £ 8
SR AXPY I3R5REEEHRICW L, CPU TI3H 34
REOMER 2 L 2Dc kL, Tesla C2050 T
14 fEOHEEREICIZ 57,
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QDAXPY (Octuple)
08 g T Tl e % e 1
0.7 | B
0.6 - i
8 05F i
o
é 04 | B
o 03} i
0.2 | b
0.1 | B
1 1 1
2.048e+06 4.096e+06 6.144e+06 8.192e+06
N
QDBLAS (Octuple, Core i7 920) —»—
CUQDBLAS (Octuple, Tesla C1060) ---e---
CUQDBLAS (Octuple, Tesla C2050) —--e--—
B 4 8 f5HE AXPY Ot:hE
4.3 GEMV

R, 4 RERS A, 8 ARSI EIC X 2
GEMV DOiHlifEHR %2R 5-B 7 27”87, N = 8,192
DL, CPU IZH L T Tesla C2050 D 4 {54 FE i
BT 18 %, 8 fEREEEHEI MY 19 5 & e o 72,
CPU TIHEHE GEMV I2H L T 4 f5K5E GEMV
Y 6.4 15O BB, 8 f5KE GEMV 239 89 %
DIEFEFEZ L TW 22D x L, Tesla C2050 Tl
ZNZFNEREE GEMV I LK 3.1 6%, 41 f5o
AR Z & Nz,

GEMV Ti& 2N? RDFHE £ 7'a— 3L X £ Y 12t
T3 N2+ 2N [Flou—F - R F7a%4 L, HEEEE
ta—F - 2 7RBEOIIZHN 2:1 £, AXPY @ 2:3
12X Byte/Flop fHIZF/NE %2, IHIT—FD
TRFIHS R & 72 B 728, FEEREETIE AXPY &b
bELHENERS SN IZTTHB. L L CPU
DB GEMV X5 E AXPY Of 2.7 50 M:hE
THH—J7, 415 8HEE GEMV (& 4 % - 8 f5#5RE
AXPY EIZIEH CMERECTH o7, F 72 Tesla C1060
IZB VT HEHE GEMV D5 E AXPY ofY 3.2
fEOMWRETH 2 —77T, 4158 EHEHE Tk CPU
LFAIBRIC GEMV & AXPY DHEREMBIZEAEEDL S
RORERE o7, THUTK LT Tesla C2050 TlEf%
TEEE GEMV 235K EE AXPY OF 3.0 £%, 4 f5KE
GEMV 1 4 f5KEE AXPY DfJ 2.0 {50 HEEEDS: 5
, 855 GEMV X 8 f51EME AXPY LI U
Mg & 72572, CPU & Tesla C1060 Tl 4 f% - 8 fi5Hs
BB & o CHEESINL 72 2 & T, {5 ImE
TIHEA, XATVERBICERHIN S IZT DO AXPY »8
HEMERICEEIN D XS I hokizdtEZOND,
% 7z Tesla C2050 TIXIHERMERELSE VY, 4 SHE
AXPY TixX® Y RIS 1, 8 5B AXPY
THEHRERICEEIN A EEBEZONS, I LEEE
DEBENZBEBT 2 GEMM I2BWTH RSN 5,
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DGEMV (Double)
35 T T T
_____ o——._.
30 T b
25 b P .
~ O-- o----- ©----- 4
& 20 gy - o B
o e
6 15F & .
e
10 B .
«?‘\
5 - -
1 1 1
2048 4096 6144 8192
N
GotoBLAS (Double, Core i7 920) —»—
CUBLAS (Double, Tesla C1060) ---e---
CUBLAS (Double, Tesla C2050) —-o--
B 5 f5HE GEMV DR
DDGEMV (Quadruple)
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o SSu— o ° q
1 ) )
2048 4096 6144 8192
N
DDBLAS (Quadruple, Core i7 920) —x—
CUDDBLAS (Quadruple, Tesla C1060) ---o---
CUDDBLAS (Quadruple, Tesla C2050) ---e-—
6 4 f5FE GEMV Ok
4.4 GEMM

R EET, 4 f5REEEHE, 8 TSI L 5
GEMV Ot R % B 8- 10 127”3, N = 4,096
DA, CPU KL T Tesla C2050 12 X % 4 5K
AL 29 £, 8 fFREEEHE L 24 i S 7.
¥ 7: CPU TIIEABEEEEIC N L T 4 f5RB IR
84 %, 8 MHREEEIHFICHY 1016 5D DRFEIZF L Twe
7=DITHR L, Tesla C2050 TlEZFNZF K 12 %,
179 G DEHERII & 2 0, RS EEEEIC T 2 AR
[ DBER DKM I B S 47z,

W E — 7 SRR N T 2 R T, RS
GEMM 23 Tesla, C1060 Tl&# 75.2GFlops T, i
E— 7B DR 96.4% DYERE, Tesla C2050 Tl
% 173.8GFlops T 33.8%DIRE & 72 o 72, GEMM
13 2N3 [mDME L Za— L X' YK 2 3N? A
ou—FR-2 b 74 L, HERHE T — -2 k7
BoOF 2N :3TH%. GEMM I AXPY, GEMV
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QDGEMV (Octuple)
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QDBLAS (Octuple, Core i7 920) —»—
CUQDBLAS (Octuple, Tesla C1060) ---e---
CUQDBLAS (Octuple, Tesla C2050) —--e--—

B 7 8 f5HE GEMV Ok

£ 2 FMA o (AXPY: N=8,192,000,
GEMV: N=8,192, GEMM: N=4,096)

FMA fif]

FMA #f#iH

4 f5RE5EE AXPY

5.03 GDDFlops

4.96 GDDFlops

8 K5 AXPY

0.76 GQDFlops

0.70 GQDFlops

4 {55 GEMV

10.18 GDDFlops

7.10 GDDFlops

8 ki GEMV

0.80 GQDFlops

0.62 GQDFlops

4 f5F5EE GEMM

14.19 GDDFlops

10.06 GDDFlops

8 %Ki GEMM

0.97 GQDFlops

0.74 GQDFlops

& i L C Byte/Flop fHA/NS Wiz @, @K IZ 70
v O Y — 7 HEMERIOT W IERE SR S B AL
HITH 573, Tesla C2050 Tl X €Y PRI R L CEL
e — 7 HENAEE (, GEMM Th AT YNV E
IFICHEI N T VD 2 EBT0 5, —JF, B9 D445
FEREIHELTId Tesla C1060 A3 2.6GDDFlops, Tesla
C2050 7344 14.2GDDFlops & %257z, Z USRS
FTIEZNZF 1 39GFlops, #212.8GFlops 12124
L, M — 27 @i L iz 22 ndy 50.1%,
F41.3%DMEETH B, £K 10 D 8 FHEEER T
I% Tesla C1060 25%J 0.18GQDFlops, Tesla C2050
23 0.97GQDFlops T, ZNZNEREEEHETIZH
25.8GFlops, #J 137.4GFlops IZfHY4 L, Mt —7
HRVEBRICN L T2 N2y 25.8%, 9 33.1%DERE
TH 5. DD M - QD BHAE TIX FMA i OiEH T
HEEZHNNL TW B2, 2T SR N
1259 % FMA s O ERIE DD BB ¢ 3.4%,
QD BB T 3.7% TH D, AR THIHEMERE LM
e — 7RO LR nT LiZk b,

4.5 FMA @mRSD%hE

ZNE TR L% CUDDBLAS & X U CUQD-
BLAS 7 —% & FMA B2 {HH L 25607 —
FTH5H. FMA B DMEETR27-0, FMA fiv
AR Lh o BEORMEEOMREE HIE L 7.
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DGEMM (Double)
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GotoBLAS (Double, Core i7 920) —»—
CUBLAS (Double, Tesla C1060) ---e---
CUBLAS (Double, Tesla C2050) —-o--
B 8 5K GEMM OPkfg
DDGEMM (Quadruple)
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DDBLAS (Quadruple, Core i7 920) —>—
CUDDBLAS (Quadruple, Tesla C1060) ---o---
CUDDBLAS (Quadruple, Tesla C2050) ---e--

9 4 5 GEMM OkfE

R E2R 2 1R T., T YIERICN L CHERD
HWIZIE T € FMA ORI H o Tw3 2 edd
a5, FMA s %21 L7z 4 58 E GEMM Tl
FMA &2 @l L 2> 5608 1.4 1%, 8 {5k
E GEMM T 1.3 5O L o7, HERfEE L
T FMA a2 L 2 W& oEEREIZ FMA Zff
AL ZBEITER, 465 - 8 5 L b IcHER T
155 THB L5, FMA ORISR IZIZIZIE
WEDTHDENZ D,

4.6 PCle T—9iERMEZERULIIES
GPU @ BLAS Bi%s CPU o 2 €Y FICitiE X
N7 T —=2IIN L CHEZTI)5G, T4bb GPU
% BLAS D77t L—% &L THVIEAICIE,
CPU-GPU [Hl® PCle ¥— ¥ lREMHE L 5, L
7L PCle DY — 7 N> FiFiZ 8GB/s L7 <,
GPUfllo X €Y 3 Rl (Tesla C1060 T 102GB/s,
Tesla C2050 T 144GB/s) &IHNTKREL(S D, GPU
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QDGEMM (Octuple)
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QDBLAS (Octuple, Core i7 920) —»—
CUQDBLAS (Octuple, Tesla C1060) ---e---
CUQDBLAS (Octuple, Tesla C2050) —--e--—

B 10 8 5 GEMM Ok

DEHEMERE IR L T PCle /N> FiEastRE Lok
ERRAMNVRY 7 ERBIEDASNTNS,

B 11-K 13 &% PCle 7 — iRk % & /-
RO IFTIMIC S ® 2 PCle 7 — % IRk 0 El &
ZRT. FARABYRR—Yuy7ENTED, »§
D BLAS LB & F— Y ED T — =T v T13fT
by, £ 11 O AXPY Tl Tesla C1060
TS EEEDEE, 9 93.1%23 PCle 57— # #5ikic
BOINTL B, 4 fFREEHE TR 87.2%, 8 5
T 56.8% L 2 D, HEEEMEZ -2 EICkD
FHXF ARSI DB A 13 F L 72, Tesla C2050 T
X IEFPERE DS Tesla C1060 DFY 6.6 f5ic1A L L T3
—75 T PCle ODFRIZEDH 5 5\ 728, PCle 7—%
PR IC T B M OHEAHE 2 2 H 5. K12 D
GEMV TH[AlkDMEAITH 5, —F, K13 D GEMM
37— F LRI L CHEEENS (, HEOEGZ
EAERED DD, SRR TIE Tesla C1060 T
#9 3.5%, Tesla C2050 THI 7.6%23 PCle 7 — & Hri%k
ICEREINTED, PCle Ik 2EENHET B, —
75, 445 - 8Tl I N HIC 1% F &4 D,
1FEAEPCle T—VHEDWE A Z TR h5 T L
BaD5E, INSORENS, 415 - 8 EEEHEEIZ
PCle I kX 2 HHE D E %2 Y3 L, Byte/Flop fHD/
SWVWBLE LTCGPU R L 77 7V r—2a v Th
RNV -

5. F & &

AFSCTIE DD Y 4 fERERHE B L O QD # 8 15
FEEEESICRIG L 72 BLAS BI%% GPU RIicEE L,
EEREANT % 1T > 7. NVIDIA Tesla C2050 TDMH:#E
SHiliTlZ, Intel Core i7 920 TOFE—LH & LN, 4
EHEE GEMM T 29 £%, 8 5K GEMM THJ 24
fEOEMALEEK L 7. £ 7SRRI 25
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AXPY (N=8,192,000)
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Computation E==3
PCle Data Transfer Exzzzzx
B 11 SEOFETREICED 2

PCle 7—# KO A (AXPY)

az oY, CPU T 4 5K GEMM 534 84
%, 85K GEMM Ti3fy 1016 {5 DRI Z % L T
WDIZR L, Tesla C2050 Tl Z 2N 12 14,
#9179 5 & RIFICHERENEOMRZHIRL 72, iz
GPU SEWWEEERZ A L T3 2 &iZZ, GPU
Tk DD M - QD MEHR T FMA a2 FIHT5% 2
Licky, EEESKECHRS N »STH S, %
72 PCI-Express (PCle) 12 & % 57— ¥ HrikHFE % Z 8

L7254, fEREER Tl GEMM TH - T PCle
F— vk E I N A AN R S s, Th
D34 - SRS E AT Z L TIRIFME I NS
EDIRENT, TNODRERD S, 465 - 8 5K
BlZ GPUICHE LM TH B L2 B,

4513 BLAS D@0, K7y 7Y 75—
T a v TOiHiiziTI FETH S, —~HlE LT, WE
DSNHIC B L o Ll — RGN 0 KE R
GPUICX % 4% - SHFEE BLAS @M T2 2 LT,
CPU IZARRIBOEHEADSIAFFCE 2. T —RT
P o KA T AXPY, DOT, SpMV &
72 Byte/Flop fHD IR E v, X €Y PRRICEE
T HUBCTREE S LT\ %, AWFJET Tesla C2050 T
13 4 f5RSE AXPY D5 EEEE O R 4 2.1 i OHE
B Th-o7 2 25, Zs DHEEDGRERED
2 fERE OB TE 3 LIS, SEE
BIH L COERIBDE T U, SRERIC DD B IR
DEFLbAEETH L EEZOND,

2 EF X M|
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1) Granlund, T.: GMP: GNU Multiple Precision
Arithmetic Library, http://gmplib.org/.
2) Fousse, L., Hanrot, G., Lefevre, V., Pelissier,
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GEMV (N=8,192)
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Computation E==3
PCle Data Transfer Exz=zz
B 12 AE0FETREICED 3
PCle 7 — 7 iEREOH A (GEMV)
GEMM (N=4,096)
100
80 i
60 - u
40 B
20 - -
o Lt
Ooo Q% oo, Ooo O% Oo,
%, %, %, %, %, %y,
7 %, (S %, (S
Q % %
% @) 6 @l
(@) s <0, @) ) 90
% -2, s, > 8
9 % O % O
) )

Computation ExX<Y

PCle Data Transfer Exzzzz3

B 13 &k Rt 59 5
PCle 7¥— % ik o#El e (GEMM)
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XBLAS — Extra Precise Basic Linear Algebra
Subroutines.
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