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Evaluation of Container Virtualized MEGADOCK System in

Distributed Computing Environment
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Abstract: Container virtualization, is a lightweight and superior performance virtualization technology, has
begun to be introduced into a large-scale parallel computing environment. In the bioinformatics field, where
there are many opportunities to combine various libraries and binary files, container virtualization technology
that isolates the existing software environment and enables rapidly software distribution in an immediate
executable format is expected to have many effects. In this study, we have selected the Docker which is an
implementation of container virtualization, constructed the distributed computing environment of a protein-
protein interaction prediction system (MEGADOCK) in virtual machines on cloud computing environment,
and have evaluated the results of parallel computing performance.
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& 2 BURE I 45 BULEE O 55 R & 6 6D 7 A& A
wEIhTWS [3], [4].

VT FEURRETIE, KIFET 2 T4 7T RFETAA
FVEEDEY 7 N 2 TOFEFEREEZ YT LT
BEL, HIBICSEITRERIERDOY 7 v v = Tl % FEE 9
% [5], [6]. ZORBITY 7 MY = TEREOEREZ BT
U, Fi#ElY 7 b0 o7 ORMAREAZMFIZITD Z %20
ReL 9 5. £72, v 7RI — B EE < > v
ZEILT DA RX—N o PR L D & BN ERE % T
HIsLEbnTEY, EUILBREZMLZHEGITIE, Y
HYy Y EOEFLIZEAFOEREE2 KR T S eHE SN
TW53 [7].

INET, 3y 7 FRURALIGRR R EREEEE 7 T
= avOMBREBHRETH L Z 0D, 77U NEREE
L OWMF 5 E R B 1T 2 BN R BT B0 & OEI TR
JBL T &7z [8]. #HZERRE X R¥ AN DA TR
{biz & 2R T OB R 7% & O A 5 AIXEA TV
Mo zdy, WHFHHEERE EORY F v — 7 FfER X0 I8 S
DOHEHEREIZ L BB VAN D D, WTAE TIT KRB AR5 E
BRERBLIZB\WTH 2 v 7 FRYEEAEAM BRI L U
HTWB., EflE LT, A—N—a v a—RDHEMERE
BRI T ® % Topb00 LALD RHUENEFIFHEHME Cori 265 5
N—27 L =W O T 3L F —2eif (NERSC) T,
HPC [} a v 7 FRRRb DA — TV =AY T b Y x
7 Shifter[9] = AFA9 2 1Fh, FHFEATIZHIT 2% 2200
Ak T3y FFHEEELORAERSE D H 5 [10]. BN
CHEWTH, HETEREDN 2017 FE K@% TET S
TSUBAME 3.0 Tida ¥ 57 FRUEEIEEM BRI 2 &
RBINTVWS., LEDZ 05, EdqiEHRERSEFIZE
WTH YT FRFEEEADNIGIZHETH 5.

AIRETI, Microsoft D7 F U Rav¥a—54 v
¥ — ' A Microsoft Azure[11] FIZkEEE I N X VI H
MM EFERFHEY 7 7 =27 (MEGADOCK-Azure[12])
VAT LINUT, av TSRO FERED 1 OTH S
Docker[1] IZ& 2 a VT FH 2 AWM EZEAL, ¥
AT L OVERE % FEli 9 5.

2. AVTFERMAEIE (Docker) ICDWT

AL HATIERE LS (1) N"=F o7 =7 LX)V {RFE{L
(N =N FIRAEAL), B LT (2) 0OS LR D{RAE
ft (a2 FFRREIL) D2 DI BZENTES,

(1) A R=1 HFEYRIEL

INA =N YRR T, 77V r—a v 2B
T35 08 (A== NA1H) 2X5IEMT S EMNDNT
N=NA P&k - THRAARE Rt NS (B 1). 757
FERET—MINIZERT 2 I~ ] EnA =N
YRFEMIZE DERINTEY, "—Fox7 (£/ziF

© 2017 Information Processing Society of Japan

Vol.2017-B10-49 No.3
2017/3/23

Docker Engine

Host OS (Linux Kernel) Host OS (Linux Kernel)
(a) NA =N AL (b) 3 Y7 FEYEAEYE (Docker)

1 (AR D R
Fig. 1 Types of Virtualization

FA L OS) ETHEIS B A 8= 1 FAFID OS (72
k OS) &S 5 Z LT, Windows, Linux OS 72 &Fk%
7% 08 22—Vt~ v ETHHTE .

INA IS =N A FRURARAG I 3R % e B RN FAE
L, Linux Kernel D24t 9 % A FEHEIZ & 5 Kernel
Virtual Machine (KVM)[13], Microsoft Azure %% % %
Hyper-V([14], Amazon Web Service %X X % Citrix 1D
XEN][15], VMware[16] 7% & WMFEET 5.

(2) IvFFEREL

a7 FRYEEUETIX, OS LTEfFT 5 a2 (2
YT ) TR U TR IR 044 R E 2 HI D M TBH T
ECRAEERE R s (M 1). a2 v 7 F Rk
Linux A — 2 )VEEHE D namespace[5] IZ & > TEEHINT
5. namespace &7 10— VILARZRTZER D SO
AR AL T, WETHOT7 74 VY AT A, T0
A, 2%, 2V b T—2, KRAMZREZHES L %
MREE TS, ZhTED, a-FEEAPOSDOT 7 AN
VAT LEP SRS NABRETTY TV -y a VEHO
EITREAEETE S, oy T FEELTIE, £avT
FIEAAN OS H—=F) (A=N=NA¥) 2HETE7
&, H—2IVHEHOEEE EEEND.

HIAVTFOTOR ARSI NTRASH, ThoH6D
)Y —ZEHUTHE X b OS @ Linux @ cgroups (Z & 5 il {#l
TIZ@EPNTE D, RABKIZ & D HEREAN DRI/ NZ W [7].
Tz, NAN=NA PR &35 D AR X — DT
OS BEBED T R T E GV BEN RN, RIEA A -V D
KeEzr/NE<MzoNn5, Linuxk ETavy7FF2E88LT
a v T PR FEB T 5 Y —)L & U TIE, Docker[l],
LXC2] mEhd 5.

2.1 Docker

Docker & Linux O3> 5FFOEH#HY -, BLUOY
TV NI A —LDRMTHS [1]. Go TR INT
BY, GitHub ETA—=F VYV =AY 7 77 & UTIE
FIZEFE TN T WS [17]. Docker THS 27+ (BT,
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Docker I V7 ) ZEMT B4V —)b - = AWE
FIZHFESINTED, a2 TFOHET - fFk - HHL L%
{85 Docker Engine, IV 77+ %295V - A Th3
Docker Hub[6] (Docker Registry), ##a> 7FEH %24
5 Docker Compose|[18], 7 7 AKX LDV 7 FEHEHS
Docker Swarm[19] 72 EDMFEES &, £z, NA /=N A
BEAR(E & fFH L T Windows, Mac OS T Docker % il
FAWTHE7% Docker for Windows (Mac) Bigis T\ 5.
2.1.1 Docker 1 A —YDHH

A—HFaA VT HITHEELZY 7 by 2 T OETEEE
Docker 1 A=Y LTHALT, HOBEETHUL LS
IZERITE 5. %72, DockerHub EDL VA MY H—E R
EFALT, EELEZT 7V r—Ya VOEFRREZET
A A=V EMALILELZD, MAPERLZAA=V%
Y VH—=RTED., A A=VIZET TV r—ya iz
BRI TITVRNAF V) ZEMNTES720, BFLZA
A=V &IV REQOBRERLST TV r— 3 v 2EfT
T&5 (M 2).

Image

o A
> PP

DockerHub Bins/Libs

docker pusP/

Container Image

" App ’ App
|"Bins/Libs | Bins/Libs

Docker Engine Docker Engine

B 2 DockerHub IZ &% Docker 1 A —Y DI
Fig. 2 Sharing Docker Image via DockerHub

\docker pull

Image Container
App ’ App |
Bins/Libs Bins/Libs |

2.1.2 Docker AVTFDIT7AINY AT A

Docker Container
0d3cccd04bdb  6.07 MB

apt install fftw3-dev
apt install make
aptinstall g++

ubuntu:16.04

5aec9aab462c 24.17 MB

€50c89716342  660.4 KB

ef122501292¢  133.6 MB
366203547595 39.85 MB
f49eec8960le  129.5 MB

3 Docker 2T+ B LU Docker 1 A=Y DT 7 A NVY AT I
Fig. 3 Filesystem of Docker Container and Docker Image

Docker Tld Docker 1T A=Y D7 7 ANV AT LIZHE
BB DK % £¥ D> AUFS (Another  Union
tem)[20] ZEEAL T2 (K 3). AUFS 127 7 1 )L D#
iR E TR DD EBFED T 7 ANV AT L DES %
FEL, Ny YafiREMNT I REEEAERERTWVL.

Filesys-
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ZOREIZ & D, Docker TIZITLD A A — I 5 DEAEREIE
O, m— Ny 7, I5IZHEUEEDREOHEAHMAIC X
24 A —VREDOHIREEBLTWS.

728, AUFS IZKED I/0 ITIH#E I 87, 7— X4
FDPRIZ1E Docker @ volume A 7Y a v Z2FAL TV
FFHIZHANOS DT 7 A VINRA%EIT VY NLT, T—
ZDALIIZLTD Z DL,

3. MEGADOCK

MEGADOCK(21] i Ohue 512 & 0 BF & 4172, Kk
Wi G EBEEAE LR VRN IE Ry XU 2L
RN BEEMEEATY 7 b0 27 THD. MPI X
OpenMP (2 & 1%k, GPU ZFIH L 7z m@E bz i LT
B, HETERFOA—N—2F¥a—4%& [TSUBAME
2.5, BALEMEFRDA— A—a v ¥a—& (5] 128135
KIFBAAGFHEDOEEN D 5. EETIE, K0P
BBV 7 Ny =7 ORAEE KR EWNIZ, BHZ I Y
RERBETdH % Microsoft Azure LD~ v 2FIH U=
KB F1 LAY AT BE 72 MEGADOCK-Azure[22], Web 7
7V r—v 3 vk LTHME T MEGADOCK-WEB[23]
IZ2OWTHHELTWS. MEGADOCK-Azure % A\ 7z
Microsoft Azure[11] EDA~ > 12 & 2 M5 UEEEAE D
VAT LD ER 4125

Microsoft Azure
Client

(Master) ‘V

VM VM
(Worker) (Worker)

network

B 4 MEGADOCK-Azure ® ¥ AT LER OISR [22]
Fig. 4 System Architecture of MEGADOCK-Azure [22]

—HT, V7 U7 OREHEONHNES X OMERED
M EIRERE UTHETH 5. MEGADOCK-Azure 12 &
LR 70 NEREORMAIIMFERIKED 1 DTH B M, WfF
DOFFERIREEE V7 b = TEREZ LA TE RVWITE, N
YR=pay A VR, N 8= PRI & B
MEREAR N 72 & DR H & S .

AWFZETIZ, MEGADOCK (2 LT a v 5 F Bl AEAL
DFEED 1 DTH5 Docker #FIHLT, ThbDHED
R % AA D, ZHIZIEA T O SR D 5.

o MOEHT I v FEREDPHMOGIBHRETER—D
AVFFAA=VRFHUCE—DY 7 b = 7EREE
RN CHETTRTH S

o W<V FTEMFUMLGEITIX, NAN—N1 Pl
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IRABAAZ K9 2 PERETH DA D 5

o METHEKR¥EMNFET S TSUBAME 3.0 Tav 75
R DEAMRRIBENTE D, SHEOKBHES]
AR EOETHREDE TN — A & U T ORE A
#BTEs

4. FH@REER

AHE T, UTD2 OOEBREEMET 5.

(1) Microsoft Azure kD MEGADOCK-Azure THESE L
7=t~ > > BT, MEGADOCK ® MPI #|H A "] §E
7 Docker I V7 FE2FEFLT, AT %N
SEBEONAFEITIERE & IS 5

(2) O—A VY>> T, MEGADOCK ® GPU i
A BE7%: Docker I 7+ 2FEFLT, —/— R
LOFETEREEFHIT 5

4.1 E81: 757 RRELOWIIERTHRE
EE 1 Tl¥, MEGADOCK-Azure THE L 7z Microsoft
Azure FORES Y V2 HAWT, ATFD 2 &8:128 1) 51
IS TMERE 2 LEIR T 5.
(a) KA~ > > [ED MPI&{E %\ 7z MEGADOCK @
Wi HFE AT HERE
(b) A~ v T MPLBEA A HEZ Docker 27 F %
FT U, 3 VT FHEO MPL#EE % A\ MEGADOCK
D5 T4 MRS
4.1.1 RIEAVRIVRAEE, VI NI ITRIE
Microsoft Azure DR > DA VARV AL LT
Standard D14 v2 ZFHNIZFIAL 7. KBS VAR V2D
BREIMHAER 112, V7 Mo 7EREE2R 21TRT.

#& 1 W 1: Standard D14_v2 DAL v A & ¥ A {Lkk
Table 1 Experiment I : Specification of Standard _D14_v2

CPU Intel Xeon E5-2673, 2.40 [GHz] x 16 [core]
Memory 112 [GB]
Local SSD 800 [GB]

=2 ERLVYINVTRE

Table 2 Experiment I : Software Environment

Virtual Machine Docker

OS (image) SUSE Linux ubuntu:14.04
Enterprise Server 12

Linux Kernel 3.12.43 3.12.43
GCC 4.8.3 4.8.4
FFTW 3.34 3.3.5
OpenMPI 1.10.2 1.6.5
Docker Engine 1.12.6 N/A
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4.1.2 ERZFH

ETHREFOFHNZIE, MPIL 7’0 25 L OFEFRIME D S/
TET% time A Y NIZXDEHHMIL, EFHl%Z 3 [EIfE DR
U7z o il % 5240 5.

FHEFIZIE, T X OERIZ X BB EERT 5720,
%/ — RizB1F 5 MEGADOCK O HifkERIZA ) — FA
DT 7ANVY AT LI IIT 5. Docker 2 ¥ T F5E4TIR
HFABRIZ, Volume & 7Y a v aEEL T~ Y07 7
ANWVYATFLZAVTFRIZYT Y MT 5. ZHIEEKIZ
AUFS (2& 37 74V 1/O OMEREE T % 883 2 EX %
&,

A8~ > > £ Docker 3 > 7 7 1& Docker Swarm[19] (2
0, avyFrHry U —IHREE WA — N —
LA 2y NT—=2%2EELTE D, HHEIZ MPLE&EE? A
BETHDb (B 5). (KEA—N—VLA 2y NT—FTHE
Pl X u7z Docker 3 ¥ 7 FHNTHED MP1 7o+ X % i
BT, B — NIc X2 M50 ETS.

a VT PRI DETHRE R RS 5728, 1 DDIK
B~ rDfTIE1 DD Docker IV T FDANEFTFIN
&2 avTrEE ) - FERERABICHET S, £,
Docker 257 1 22X LT 420D MPI 70+t AHH3E b
722 &5 EFHD MPL 7o A8TRE S S, OpenMP
Ik 2FED A Ly REIE OMP_NUM_THREADS=4 T E
Ihd. s MPI 7at 28 OpenMP DAL v K
BOEEIL, K~ Y EOHEEFER (a) I2BWVWTH / —
KB HERICERESINS.

Docker Swarm
(Docker Network)

Standard D14 v2

~

\

[ Docker Master Process
|

|

! Worker Process |
|

: (Other) 1

|

: I

|

I Standard_D14_v2 |

! Docker 1

| MPI MPI eses |

: MPI MPI |

I |

I Standard_D1< v2 Standard_D14_v2 Standard_D14_v2 I

I Docker Docker vese I

I MPI MPI MPI MPI |

\ MPI MPI MPI MPI !

7

S -,

5 Docker Swarm I2& 3 3V FF 3 v b7 — 7 R DRIS X

Fig. 5 Overview of Container Network using Docker Swarm
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ProteProtein-Protein Docking Benchmark version 1.0
[24] DEEWRKEET — 2y bEHWS. T—ZE v MIZ
T RROESGEEED 59 & ENTE Y, “EEKOEHE
R VRO ER L TR Y H Y REUTRGIENTY
5. AT, LETR—LVH Y ROTRTOMAS
HELULTH5I%x59=3481 @O DNy F U IHEETD.
4.1.4 EEFER

150.000 145,534

NVM ®Docker on VM
117,219

&
125,000 §
.
.
— 100000
g -
& .
5 75000 §
E .
£ .
= 50,000 \
\ 2515 o5 145 L
25 000 § § 13132 15 40y -
N I N v B 4,098,971
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6 FEER 1. KA~ > B EATRE
Fig. 6 Experiment I : Execution Time
45
40 ==+ |deal =M=VM VM*  =de=Docker on VM &
35 )
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o
3525
o
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o
w15
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# of worker cores

7 FEB 1. ZDOCK XY F ¥ —2 O FE1 71
Fig. 7 Experiment I : HPC Performance of ZDOCK Bench-

mark

Fe Ry MO LTI Y VB (378D AR
Wik EOEFIM, BEOWSEGELE 6, B 710
R 6 T, Mlids T, Mgy o
BB, TI—A—FREHOBNERETHS. KT THE,
SR~ © > 1 A0 & & OFATHIIHT 5 @b
Ha, Bl Ry Y S HEE R TSI THCHS.
DR (Ideal) 123 7 UK U CHIMIC BHAL = 7235
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B OGS ETHREZ R LTS,

7E, 7O VM* &, VM 1HOD & ZIZ Docker (VM)
A UEITRE 2 E U 72358 O FEITHETH 5. Z
IE VM 1 B OFEITRE D EDOFHR [12] & Heie U T
AKUTEY, mEROMEISMREGIZA EL T\
AUTZ=.

M7&b, I7HOBEMIEERVLELEERLLEINT
BY, VM 30 & (IT7H 476) D& ZIZ VM T 35.5 %,
VM* Tld 28.6 f%, Docker (VM) Ti% 29.5 fFDMLIL D &
BULDNZR I N T WA, VM* & Docker (VM) O E#{b®
R EREF AL, RSN & > Tk VM* OEFHERE
% B[ B d H o 7.

Docker (VM) IZ &K 2FE/7HEREIE, AA N OSITL5 71
T Z DO HIEAHEE DI LMD TENI &2 5, VM D
FAFMERE L IZIFAEDOMERE%Z R L7z, MEGADOCK DAL
B CEHAHREOMHETH D, 771 I/0OX 1Y b
U — 7 #E T\, 3y T F R ARLI & B PR
THRNE oz EZ LN, SEODZ T Y R EOIEY
VBB L AT RIEL T, VM O5EFFMERE & Docker
(VM) OFEFTHRITIIREREZR SN o7z,

4.2 FEE2: AV FFRRBELICE ZHEBEET O
FEER 2 T, Docker IZ &% 3> 75 FRURAELD A — N —
A~y REFHIIT 5728, GPU 2##L 70— WIVEEOD
W<y v BT, B—) — RIZB T TR 2T 5.
4.2.1 Y RT LB
Fhk 2 TIX, MLRD 4 54T MEGADOCK (2 & 5 FHH
DOFEITHMZLEETS. 1 A-VMEE 8 IZRT.
(a) P~ v T MEGADOCK (MPI ) W51 5479 5.
(b) ¥¥ii~ > ¥ E® Docker 2 ¥ 75 F W T MEGADOCK
(MPI fix) %179 5.
(c) Wi~ > ETMEGADOCK (GPU fix) 25173 5.
(d) ¥#i~< > > T NVIDIA Docker % W T, Docker 3
¥ 5 FWT MEGADOCK (GPU i) %3475 5.
4.2.2 ETEHERIE, VI NI TRE
EER 2 THW W< Y v ORBE#RE2R 312, Y7 b
Uz TEREERR 41TRT.

= 3 FEB2: W~ v OFHFEEIRK
Table 3 Experiment II : Specification of Physical Machine

CPU Intel Xeon E5-1630, 3.7 [GHz| X 8 [core]
Memory 32 [GB]

Local SSD 128 [GB]

GPU NVIDIA Tesla K40

4.2.3 ERFH
Docker I > FF A1 5D GPU T34 ZADF AT,
NVIDIA #£® NVIDIA Docker|[25] %\ 5.
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K4 FEB2: V7N TERE

Table 4 Experiment II : Software Environment

Physical Machine Docker NVIDIA Docker (GPU)
OS (image) CentOS 7.2.1511 ubuntu:14.04 nvidia/cuda:8.0-devel
Linux Kernel 3.10.0 3.10.0 3.10.0
GCC 4.8.5 4.8.4 4.8.4
FFTW 3.3.5 3.3.5 3.3.5
OpenMPI 1.10.0 1.6.5 N/A
Docker Engine 1.12.3 N/A N/A
NVCC 8.0.44 N/A 8.0.44
NVIDIA Docker 1.0.0 rc.3 N/A N/A
NVIDIA Driver 367.48 N/A 367.48

Physical Machine Physical Machine

Docker

MPI MPI MPI MPI

MPI MPI MPI MPI

(d)

Physical Machine

NVIDIA Docker

MEGADOCK
GPU

(c)

Physical Machine

MEGADOCK
GPU

®ec0eccccscccccccccccodecscccccccscccccccccoe

GPU GPU

B8 ZEBr2: M

Fig. 8 Overview of Experiment II

TR OFHNZIE, MPL 702 L DOEFFRIR D S
TET% time IX Y FIZXDEHIL, EHl%Z 6 [\ DR
U7=id 5 i fifi % 8R035, Wil 2 >, Docker 2 > 7
F & 512 GPU JRHEMAKIE MPL RO X A 27 53 BB RE (2 R XS
IEDEDERMALZ720, AEOWNEEETTEAIY S
FEEBRLT, TRTOFEITHERT T2 E TORRHZFHH
L7,

MEGADOCK D HII#ERIE, F—% v b7 —2 LD NAS
(Network Attached Storage) (Z{1/73%. Docker 2> T
F DEFTHE Volume A 7> a v EIBELT, Wi~ v
EIR L —DFy b7 —2 EO NASIZHIT 5.

Docker 2 7+ &2 FHUZEHHIO L &, YR~ v BT
£ 1 2® Docker 3T FDAMNFEFIZEfFEND. MPI
12 X BAUFNETDEEE, Docker 3> 7 F 1 DI LT 4
DD MPI 70 AW HM T 5. OpenMP (2 & 2354k
DALy FEUE OMP_NUM_THREADS=4 THEE 5. MPI
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Tut AL OpenMP D AL v REDFEEIE, Docker 3
VT F ERHUROEBEER (a)(c) I2BWTHILETRE
Ihb.
424 FT—%tvh

KEGG pathway[26] %* 5 HUf3 U 7z pdb 7 — X % fE{FE %
WL 72— VGV N UTGEIRLT, &5H100 7D
HAGDED Ny F 2V FEHETS.
4.2.5 ERIER

9000

7850.57 ZNative ® Docker

7500

6000

4500

Time [sec]

3000

1646.09

1638.05
1500

CPU (MP1) GPU

9 FEER 2. ETHFM DR

Fig. 9 Experiment II : Comparison of Execution Time

£ 5 EEr 2 ETHHM

Table 5 Experiment II : Execution Time

Time [sec] Std.
7353.50 1.72
7848.88  6.112
1646.03  0.814
1638.16  0.817

Test case

(a) Native CPU (MPI)
(b) Docker CPU (MPI)
(c) Native GPU

(d) Docker GPU

IBIUKRS5IL, T—Xty ML T~V ET
MEGADOCK DR AZETF UL ED Ny F ¥ FHEIC
PR L 7= 7 %2 = 3. MPI X512 & 5 MEGADOCK
DRy ¥ IHETIE, Docker 2> T F % H AU - EI7 1
M~ > v EOFEFTRRD 55 6.32 %DM A S
7z. SEOEBIEHE— ) — N EOFHIITH H, MPI M5k
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DFEFTRFNT IR BERF ORI DL, 77141 1/0 12
L TH Docker I > 7 FFEIFHHTIE Volume A 7> a V%
FBELTED, wEiIdbhnweEIX505. — /T, GPU
IZ &5 MEGADOCK ® K v ¥ ¥ 758 Tlk, Docker I
VT EMALULGE IS Y Y EORITRE & L
T, FEAFOETIHMERLUZ. GPUKTIX Ry F v
JEHE%ZIZIE GPU LIRS 5728, Docker 3V FF N
Mo TasI LAEFEFLUTWEGETH, ETEMIZER
LRBEPINS W=D EEZHND.

5. ER

EER1TE VM 1 AD L DKM~ Y Y EOFEITHEA
Ik L TH D, Mgz RIFei s EREE2 R L T
Wz, FHZBEBDRWEEIZIEZ 77 NERIE LoME %
ZIFRTVEEZONED, AHEERDIIELTLDIE
R ZET 20BN D 5.

SO E TIX, MEGADOCK @ GPU+MPI i 51z D
Gl Z T o7z, THIEAREE T Docker 2 > 7 F A
5@ GPU FIfIZ#f L 72 NVIDIA Docker %%, Docker 3
VTFFDI T AR v IIFH U7z Docker Swarm (2 A& Xt
I [27) D72 T3 5. Microsoft Azure L TId 2016 44
D6 GPUHBEHDO N ) — X0 — kA HAIERENT
B0, KES [22) BRI GPU A Y ARV AZEFIH U725
HZ#HE L TWB. Docker 2V T7FH12& % MEGADOCK
GPU+MPI i FIfRD MG, SHOBETH 5.

728, Microsoft Azure ® HPC [l DRAEA VA& > A
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