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Proposal of Data Management Method using In-Memory KVS
for Availability Improvement of Spark

MASAFUMI KINOSHITA™
KEISUKE HATASAK |2

KAZUHIDE AIKOH™
GO KOJIMAT™

In recent years, real-time big-data analysis of social infrastructure is anticipated. In this area, parallel analysis platform is
effective to increase the performance. However, the mainstream parallel analysis platform like Spark has a problem of
availability. This paper proposes the novel data management method for availability improvement of Spark. To reduce the
downtime of Spark, a spark in-memory data protection method is developed which consists of auto failover function and of data
location synchronization function using highly available In-Memory KVS. Existing method takes several minutes, but the
method proposed in this paper only require at most 5 seconds of downtime. As a result of the evaluation, this method is effective
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for the availability problem of Spark.
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ARG TIE, 2 F|IZEB\WT Spark @ ] A BN 72
BICOWTIERD. 3 ECTEIARMTRET S AEY
KVS IZ & % Spark 7 — # EEMBEFIEICONW Tl ~, 4 &
T Spark DF 7 L H A BTONWTIERTFIER RRTFiED
el R 2R T,

2. Spark QT AEMEIZE T 1= FRES T
2.1 Apache Spark [3]

Spark 1%, Hadoop B! D HEEHILERIZ IS 5T — % BEE
EAVAE)TREATLHILICEY, SO LS 7%
lteration(ffE LR CLT — X ST 2)DENWT 7Y &r—
varoEmEbEERITL0SS DY 7 by 2T ThDH. F
72, SQL L3 (Spark SQL), Streaming &L¥# (Spark Streaming),
F ik 528 AL FR (MLLIb), 277 7 4L ¥R (GraphX), #t &AL
(SparkR)YDHFET A 77 VY R— b5 LICLDY,
TTV =2 arBZRGICHETLILENTES.

S 51T, Master-Work IZ L2557 —F7 7 F ¥ 8 H
LCBY, 7V r—va & ZA7IZ5F L2 A 7ENY
YT EWER | TS REEREZHE D Driver NEIET
% Master /— K&, BRYToONREY 27 OFEIT | LG
ROAEY ~OKMEH S Worker / — R DRSS,

2.2 RDD(Resilient Distributed Datasets) [4]

Spark Tix, # A7 WLBANEKRLOZOFEF % RDD L9
F—AZ A TERT S, &5, partition EFEEH B X A
JALPRAE R DT — & & Worker /— RO AEY EiZF v v
val, TA4ARIT 7 EAKEZHT 5 Z &Ik 0 st
HE % [F]_E & & % (Figure 2-1).

RDD (% Master / — KN ECA I, AL D
RDD(dependencies), A Jj RDD (Zxf9" % ALER PN % (function),
SLERAE B o> partition % Worker / — RIZELE 5 H HDFS
AT D 2 & 9 5 72 5D D5 i (storage level), partition
@ Worker / — F_EOFE 1% (data placement) D 4 > D 1E#H
ZIRFET D
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Figure 2-1 RDD

—J7, Worker / — K ETlE, T—%%& v s Of/NEAL
(partition) 1 & HHLT 5.

#ilx X, HDFS Low 77 7 4 L& Hif% L, "ERROR”K
OWHDFS” O XLFH D 3 247720 it LT 7 7 A Wic
N$27 7V r—a 084, RDDL I HDFS Lo File
1% AJ1L LTHDFS 225 ® load #LE % 31T L, load #LEE
FEROT—H1E, rddl-1 RO rdd1-2 iI25E S, FnEhn
Worker / — K 1, Worker / — K2 D AE U EIZHEMH I LT
Wb ZENbnD. 728, RDD2 & RDD3 X cache() A ' v~
Kizk v, Worker /— KD A€ Y _EIZALERRE S O partition
DI S, S HIZRDD2 X, 74 A7 HEENELE &
% (Table 2-1).

2.3 Spark IZH 1T HEFEEIALE (Linage)

Spark & (8, A > * & U HDFS ##E % #2925 Tachyon[5]
T, /— REEEIZL Y RDD F— 4 BHKLESHE, 7
— BRI L ZEATIE RS, T EHBEICLERT
Tu—FEWDH. ZihuE, Spark AEELTCWDLHT—Ft&
VE—=D— A — AT, FHY Y — 2 & 30-50% &
KA B Y, 73>, Disk = Network 72 £ D@ E #I A % v
I\ g o THUERERENR ST 570, HE LY L FHED
TR RBNEBZT2T2DTHD.

COTF— X FEREEH T 57-HIZ, RDD Tl Linage
EMEEN DB D BB G R A TS, / — REEERIZZ R K
LieT7 — 4 OFMEFEEFEH L TN D.

Table 2-1 RDD List

RDD dependencies function storage level data placement

RDD1 Filel load None — —

RDD2 RDD1 filter(_.startsWith(“ERROR™)).cache(Disk&Cache) | Disk&Cache rdd2-1 Workerl
rdd2-2 Worker2

RDD3 RDD2 filter(_.startsWith(“HDFS”)).cache() Cache rdd3-1 Worker3

rdd3-2 Workerl
rdd3-3 Worker 2
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<EENIRT v T >
1) [EE ) — REFET D
2) RDD o data placement {54 T, BEEFETHAL
72 RDD 7 — % ZRET 5.
3) RDD @ dependencies 5#% T, 42 L7z RDD
DANT =X & REETH.
4) TRONWTNDOFET, HAL L/ RDD 77— 4% %
BT 5.
A)  [F— ¥ FHEELALEE] RDD 5 — ¥ 7% HDFS Eic#E
"IN TWEE, HDFS 067 — 4 2 RS
5.
B) [F—% HEE4LE] RDD 7 — % OE/ N 2o
7 f, A7 v 7 3 THE L7 RDD & HERAT
% RDD @ function &% VT, {2 L7 RDD
T HBET 5.

24 Spark BRIZE I+ 55FE
Ak D X 51z, Spark DA > AE VAAIRIZ LY EFHRFD
MEHEIT Hadoop Z%f L CKIRIZIHA L L, BEFERHZE, fth/
— KB AS &7 RDD L CWBHEAICIE, T—4F
BEIZLY, T XToMME AT ETEMIELZ N
TE 2.
LL7ens, T 2 DOHAEIZEBWT, EIHAPRE

DISEPERE B AR 5 BLINHMERF 2 K T E RV IR 8 5

1) #HXRATOUBEFHRAEWEES, 7 — ¥ B
(Re-compute) DI & F < 72 5.
2)  RDD T —% D% A XANRKEVEA, 7 —F RGN
Pl (Data Load) DEFFE N EL 72 5.
FIZT, AFTIX, Spark DF UL A KEEIET S H
Tl T — I RERET S,

3. 4£1VAFEY KVSIZ&D Spark T—4 B
Bh&

ARETI, 24T/ L7z, Spark # A IR 28O
BHRIZOWTOMFHRERZ =T

31 77n—F

ETIELDIL, BFT 7o —FIZoNn TR 5.

Spark DX H A NEHRT D72DI21E, BERFOT
— X R TIE AR, BERICT — 2 R UREREC
BT —H T o — AN AT Y T 7 A TN ZEET D
TEMRELRD.

FIT, 2 O0BEMPOHAMNDOA L AEY KVS L5
EADS (Hitachi Elastic Application Data Store)[6]® L 7" U /-
— g UEEREICHE R Lz, 1 2R, Paxos 742 Y X A[7]
ERWEEE - RiEERT -2 BFHEEETHD. g,
HBEIETA Yy —VERREDERR NI 74 v %
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PIKAT AZHEA SN TWDLEEEFFD. 2 2HIFVA
TAEEIMETH D, T, ElROAvE—URME L
TEADS i+ 52 LIk, /— REEKEOY 2T A
s I b A2 EE LTV 5 [2).
Z D EADS & AN 3 AT MEE IR A EBL T S AR
Vs Z Lok v Spark OEEfE IR & FEHR S D R ERE
T5.

32 HMT—F2HMUBESERERM

Spark OMAEILLEZRERTH7DI, A1 AEIT—X
% EADS OZEAUGETLEANTIC L 0 ERS 5 58T —
& 4y B vER {5 #E L 547 (DDPS: Distributed Data Protection
for Spark) % PBH% L7-.

321 ER7—FTIUFv
£9°, A AT Y KVSIZX B Spark 57— Z FHE S ik
DEBT —X7 7 F v T2\ Tk~ % (Figure 3-1).

I Application I

04

| Spark Master |

U 20

[Spark Worker | | [C_Spark Worker ]
DDPS DDPS
I/O Overhead I/O Overhead
Reduction Reduction
Data Location Data Location
Synchronization Synchronization
EADS " EADS 1

Figure 3-1 Architecture of DDPS

DDPS OEHT —x7 7 F v ik, =—H A Spark mitic
BA% L7= Application, % @ Application % % A 7 (/%I L,
FEHAT DAY a—Y 7L RDD 7 —4% OilE % EHl
7% Spark Master, E| D 4 THlzX AT OFEAT L, ILERRE
B RDD O F ¥ v ¥ = HR & 5179 5 Spark Worker, & D
Spark Worker 725 D% v v 3 2 33K O EADS ~Diingk &
EE D Spark & EADS O F — & FLiE o R 28 5
DDPS, AE U Z#EH L, DDPS HDF ¥ v ¥ 2 ERDHE
17, B/ — F~0R, KO — SEEERO R0 £z 0L
FZITH) EADS D5 5D R—F 2 binb R 5.

Z @ DDPS (2331 % 110 PERES (L 1L H4f7 (1/0 Overhead
Reduction) & & v v ¥ = 7 — & RI¥& A Hfff (Data Location
Synchronization)iZ £ ¥, Spark O #{Z L{b% BT 5.
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3.3 1/O tERE S L B

/O PERES LINIEEAT I, FEFIHT — & L HL0HEH, »
— BT 7 A, 2T — L Z LD 3 DO DEERE)
5 72 % (Figure 3-2).

Spark Master
Spark Worker Spark Worker

[ @) Stateless

DDPS

[ 1/0 Overhead Reduction |

LosalAsces Conol =7
[ @ Local Access Contro R

O O S oo |0

(1) Data Replication

Figure 3-2 Performance evaluation function of DDPS

33.1 kR T—% £ E 1k (Data Replication) LI

/0 HEHEN DL T D 1 DHOERE LT, F—F 2 X b
W OO FFRESEALER (R 23 20 B AT REME N B 5

T, ZOMEEMRRT D0, ERAMT 4L E
{BALBEZAT 5. ARLBLCIX, /— NREITY 7 2 XA E L
HEWT — 2 BRI TELE L TCERTLLICLY,
/O HEEEAMEFF L DD/ — RIEERAE/ROT —2r R M
kL, ¥ Z A ALVATOREEIREZERTS.

332 O—H LT Yt A (Local Access Control) LI

/O PERENR LT D 2 DD EER & LT, EADS OLE
WHEERWD &, T—2EBEII Y V2l Lo THEIM
WCIRET D728, T—2EELT 7V r—3 a Ul
HZ LI TEARW. L L7es s, Spark (345 Worker / —
RN CUIARERET DRI EZ AT ENET R LTk
FHEEZREILTCVWDI Y, ZOEEMAALED L
EADS kD5 —Z 27 7 AT HEEIC ) — RE@ENHEE
L, MREHIET DRREMENRH 5.

FITC, ZOMEEMRT D0, 110 BEREREITL
7= Spark Worker / — RZR¢E L, EADS OF — & B (& il i)
BREZ AWT IO BRom L [Al— / — RO EADS 127 — ¥ %
BETLZ LD, 0L T —DIR T EMIET 5.

3.33 R T— kL X(Stateless)ib

110 HEREN L LT D 3 DHOHER E LT, F—FEEH
BMTE DX HIC/Ro7354, DDPS AEEF#REZEHT
% &, Spark, DDPS, EADS Z I ZEALSELE G H Ao
LI, ZOEEMEEROMMAPEMI R DD
)0 R Z B RERI 23 250 0 PERES L D ATREME DS & 5
FIT, TOWEEMRLT DD, T X EEF#R
EOHIMIE#®RA T T EADS HITHR L, MEEKRITIT
EADS WO HEET A Z ik, BEMEBEOTMAZE
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fFLT 5.
PLED 3 SOfERFAFIc L v, DDPS #HIZRT 56
PIEORMBEEFHET D ENTED.

34 ¥ 9w aT— S FESMLEM

Spark I% Worker / — FOEFEZM L, BEENFEELL
J—RTLPOFDOZ AT ZRID 7 — RIZEBENIIIED
T AHREE AT S, FERIC, EADS I2h, J— REE%
BEL, BECL--THALET— 428 hb~v A X R
T2 —X 2RO /) —NIZT—F T 7B AE
REWRY 3T DWEREEZET 5. LLARRL, ZREAN
MNLZEEST D720, Fv v vad—FORBERICRE
ANRETHAEEERS .

COMBEEMRT DX vy 2T — X RES IR
I%, EADS FEEMEQAE, 77— ¥ BB WA HLE D 2 5
DIEREN & 72 % (Figure 3-3).

Spark Master

Fault Detection | Data Location Management |

(2 Synchronization

AT

2 lines of
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DDPS

Data Location Synchronization{/
Fault Data Location
Detection Management

CIDC ] EADS |
0

Figure 3-3 Data location synchronization function of DDPS

3.4.1 EADS [EE 4 (Failure Event)il I8

Xy vV aT—HOREENETDL1IOHOERE LT
X, EADS D@tz HWs L, 77U r—v a3 o
LCREICLA T — Y EEAE ZEMT A 729, Spark 2
T AEREEEORELZRANTHIENTE RN LITK
5% % v a OREENBEAET HHAREND S.

ZIZT, ZOMEERRT D202, J— REEERAR
@ EADS ORI B x A Xy MIEB LT, T— X B
WMOFHUEE FITT 5.

3.4.2 T—4EREFIREIH(Synchronization)LIE

XrovaT—HOREENET D 2OHOHERKE LT
1, BEEBRMOMAAALN 2 RFAFEL, BVITHSZIZE Y
A A FITT 5=, EADS F— % OBEISEA Spark
OEHTHX v v vaT —HEEHRICKITEX 2N &
WCEDF vy v a OFRBEENHAETHHEERS D.

FTIT, ZOREEMRRIT H7-DIT, Spark & LT
BT, Spark & EADS D 2 SR 0 i A B A 7
S, FTAEBERICAESHEAE LR NE S I —FEE
Db,
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LB 2 Soffkiidiiic L0, DDPS #MHIZHIT 5% v
v aT = OREEOMELET 52 LR TED.
EREREEE X, 5 SORENOT R NS
AT o255 R, DDPS Hiffflc kv Spark DA > A€V T —
4# % EADS TEHEAETH D Z L 2R L.

4. Spark B{EELE O & A3 ROREE
RETE, Yo IAT 7Y r—3a &A= REE
FER AR,

41 BRIEXR

MEEIZ Y725 C, TR 3 FRELEHRET L L L

L7

®  tkJ7 1 : Spark RDD O F — ¥ F#ESE I

® Gtk H 2: Spark RDD OF 4 27 7 7 & A

o %) Spark + EADSIC L AF—X LT r—3
Y-V

ARFETIE, RD 2 SOWFFEEIT>7-. 1 2HIX, DDPS
DIIRA— 3~ R Th 2 (BRAEBLA 1). #8525 Cl3ek
FRICH LT/ — NHTF — 2 GRULEES R AT 5720, 2
DA =3~y FIZOWTHFEIT 5. 2 DHIEX, DDPS @
0B A LHNBENR Td 2 (MFEELA 2). 247X
ThHF T EA LDOEFECHRENERD Spark 1IZH1F %
F—AERELR GEFR 1D ROF 4 227 78RS
(P F R 2) & ey 5.

4.1.1 HEIIREE

ZIT, BEEY AT AORERION TR D . AR T
HALEEEONN—F 7 =T HERIZFiEEO@EY TH D
(Table 4-1).

Table 4-1 Experimental environment
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Application 1  Fib(x)

input workload x € R;
begin
fib(x) :={ Zi fib(i)+fib(i-1) | st. 2<i<x };

end

4 servers (1 Master node, 3 Worker nodes)

CPU 2.2GHz(6 Core, 2Socket)

Memory 96GB

Disk 500GB(SATA SSD [MLC, 3Gbps])
Network 10Gbps Ethernet

42 IREE4R/A 1: DDPS QB4 —/iny B

FF, EFRFEOMERES LD EEWIZ OV TEM L 725 5
ZRT.

A EEE LTCIE, T4 AR Ty FEEEET D TRO
Applicationl % fii /] L 7= (Figure 4-1).
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Figure 4-1 Workload generator application

S S, x(workload: JLBR AR &2 2 L S &858 D
1k 7 (Spark 772X) & #2227 2(DDPS 77 2) D AL IRE ]
EEFNZ L2k, T—%% EADS LITKNT 52 LT
X2 10—~y REEN L., ZO/RE, 12275
720 @ DDPS @ 1/0 F— /3~ NI% 67ms. x(JLELE fif) I %
BT O A— "~y RIF—EELERD Nt

43 RIEBR2: Fo044 LHEIBHR
W, MEFRKOEERFH -1 BELXTYDX T H
A DHIEED R OV TR L 72 R % FREloRnd.

24 E TR LIZ & 912, Spark DREERE DM FOER
LT, TARI D607 —2HRSE, RODT—F D
FERORMBREL D2 LICEINT .

T 7L, Spark OMBELET LG, EEROMEFMT
T VIR EE 1B RO R FRILELRER 4 DST, 8 IO i R I5E
% ST, BEEMIEA—/N~y RZOH £ 95 & FLDO LD
W25,

DST =ST + OH

72, Spark FROLAEOREEBIHA— N~y NiE, 7

— X S % DL, 7 — & B % RC L5 &,
OH=DL+RC
L7e%. —J. DDPS FXOBFADEERINA— 1~y K
&, 04—~y K %10, RYIVEZRM%Z FO &5
L,
OH =10 +FO
LD,

FIT, T X EEREEEAENT AR L, T—4F
RN RELRDBED 25D —RAZONTC, BE
FREDFT T Z A DRI OV T ORI EAT D .

431 T—HSBEEBROEE

9, T EBERRMAEL D, Thbb, £4 A
7 DRI R OB F 0 v 2 A D~D B % 5T
T5.

PR FIE & LT, 4.2 #i & [FEk@ Applicationl Z {5 L
7o, PMEELS L L CiE, x(UHEAR)E Zb ST Ba 0%t
k5 (Spark F =) & #2225 A (DDPS FHR)Z2W\ T,
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TROBEAZFHAT L LICLV T T2 A4 2E2FHIT 5.

®  Spark FROFE R
° DDPS D% E1 v 3 2 I fiH]

Z OFER, Figure 4-2, Figure 4-3 (Z/R”95@ Y, Spark 770
OFFHFARRIE, xQLEAT) ORI #EEI+ 528, DDPS
FRIX, MEATICEST—ETHLIZEBbhrolz. &
5HIZ Spark FTERENTWAB[BlL Hic, ¥ A7 LA
TRV X=20)5618, Ky b —JHREDF— "~y N
DEIGINKEL 72571-%, Spark FROGIENE W E WV Z
5.
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Figure 4-2 Response Time at Failure (Spark[Re-Compute])
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10,000 Execution
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Figure 4-3 Response Time at Failure (DDPS[Fail-over])

% ZC, Figure 4-4 12774 XL 912, Spark & DDPS %
A OREEE IHA— 3~ F(Recovery overhead)% i3 2%
L, Spark HFROEIAEEMIL, & A7 QUBRRFRIC B L C
WAL, & AP 1.5 Bl D # 27 A2 ELT LT
WAHEETY, BEMERES BARIETE R 2D Z by
%, DI, BX AT OFHFNBEEN 600ms # 1 5 &
B AR N Wiz L, DDPS XA AERI L 25 L v 5 kR
DL,
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Recovery overhead[ms]

30,000 —— Spark[Re-Compute]
——DDPS
25,000
20,000 - 0005
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1,000 -
Ssec '
(V5)<, —— 0y
0 ¥E— T |
0 5,000 10,000

Task Execution [ms]

Figure 4-4 Influence of Task Execution time to Recovery
overhead

432 TABIMEREOEZE

K, T2 BERMRELS 2D, Thbh, T—4&
D¥EIMIKET DL D v Z A D~OEELE T 5.
R TTYE & LTI, FRRo Application2 i L7
(Figure 4-5).

Application 2 CreateRDD(x)

input text file x ;

begin
File := load(x);
create RDD from File;
cache RDD on Memory

end

Figure 4-5 File read application

B & LTI, ANT =404 Xe#nsE-5Gse
@, Spark FRITE T BT — & FEGRIE A G L, DDPS
R & DREEER IR A —/ 3~ F(Recovery Overhead)% Erii
T5.

ZOfER, Figure 4-6 [Z7~9 L 512, Spark 5L DDPS
FADREEEE IR A — 3~ F(Recovery overhead) % H#
5L, Spark FROTF—XEIREEMIZ, T—FEOHEMNE
L, 7—% &M 700MB #HBx 5 &, WMBIERE S Ba
PREECE RS RBD T EN o7z, 51T, Worker / — K
Bl OF —H & 400MB % % 5 L [EEME AR ¥R
L, DDPS FRANEAL L0 D LI FERNE BN,
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Recovery overhead[ms]

10,000 T T Spark[Data Load]
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ol |
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Figure 4-6 Influence of DataSize to Recovery overhead

5. 8HYIC

L EOFERD G, 2 )70 AT 5 EH RO LR
HES b % 67Tms ([ZHZ, BEERFOX U7 & A LK 5 LN
ICHERFCE 2 WO FHlifE R & Bz, SHl, XA O
FHEAF ) 600ms LLE, E721T Worker / — FH7zv D
7 — % & 400MB LA | &\ 5 G4 T DDPS DRI RiA®D
%72, DDPS MNFARINCE A A RE R IR CTH D = & & hik
AL

7272 L, Spark REEICKIT DY Y —AEHEEXIET D
YARN[8]X> Mesos[9] D& # L 7 pkiz B8\ Tik, AIEETF
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